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Executive summary 

This report documents the process of gathering user requirements and designing the architecture of the 

MAMMOth bias toolkit. The aim of this deliverable is to conduct a thorough analysis of the key components of 

the requirements, in relation to the research, development and integration of the MAMMOth bias toolkit and 

sets the basis for the effective implementation of the project objectives.  

Initially, a co-creation process was followed to overcome inherent uncertainty and limitations of technical and 
research work on AI fairness by involving both experts and stakeholders in the system design. In particular, 
members of the consortium, external experts, and members of underrepresented groups were involved, in this 
direction, conducting diverse and multiple actions described in Section 2.   

The material, gathered from the activities described in Section 2, was processed to extract the consolidated 
requirements that are presented in Section 3.  

Further, the bias toolkit architecture is outlined in Section 4. This aims to satisfy all gathered requirements, and 
integrate existing and new bias detection and mitigation algorithms as modular technical components and 
anticipate prospective research and technical developments. 

Section 5 concludes the deliverable.  
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1 Introduction 

This is the first deliverable of Work package (WP) 1 of MAMMOth “Multi-Attribute, Multimodal Bias Mitigation 

in AI Systems”, a 36-month project that addresses AI bias by focusing on multi-discrimination mitigation for 

tabular, network and multimodal data. The project creates tools for fairness-aware AI, engages with communities 

of vulnerable and/or underrepresented groups in AI research and develops pilot projects (three use-cases) for 

finance/loan applications, identity verification and academic evaluation.  

The project has set the following eight specific objectives: 

1. Redefine bias on the basis of multiple characteristics instead of a single attribute. 

2. Create standardised AI solutions to address bias across all phases of the development of AI systems. 

3. Develop and advance new technologies to evaluate and mitigate AI bias. 

4. Ensure the reliability, traceability and explainability of AI solutions. 

5. Integrate and prototype bias-preventing AI solutions into an open source suite. 

6. Increase awareness and skills for preventing AI bias and the uptake of the MAMMOth solutions by 

involving affected communities and stakeholders.  

7. Study AI biases on use cases – finance, face recognition and scholar research. 

8. Advance the European approach to excellence in trustworthy AI. 

The project’s activities are realised through the following six WPs:  

1. WP1 “MAMMOth requirements, development and integration”: the goal of this WP is to gather user 

requirements for the development of a toolkit that will allow data scientists and stakeholders to conduct 

reliable analysis of data and extract trustworthy explainable results.  

2. WP2 “Extracting multicriteria attributes from multimodal data”: this WP revolves around the 

development of bias-aware multimodal methods to extract relevant attributes from the data and tools 

for bias analysis in multi-attribute graphs. It further aims to identify bias encoded in multimodal data, 

and to put emphasis on explainability by integrating explainable tools or developing new suitable 

explanation methods. 

3. WP3 “Multidimensional bias mitigation methods”: the objectives of this WP are to extend existing 

definitions of fairness to include multi-dimensional bias/ discrimination approaches and to develop new 

methods for identifying and mitigating bias.  

4. WP4 “MAMMOth use cases and evaluation”: in this WP, the developed methods and processes are 

assessed using real-life data, specifically a) algorithmic decision making in finance, b) face recognition for 

identity authentication, and c) ranking algorithms for citation searches.  

5. WP5 “Communication, dissemination and exploitation”: the aim of this WP is to communicate and 

disseminate the knowledge and innovation generated by MAMMOth, increase public awareness and 

wide adoption of the outputs by user communities for the benefit of society.  

6. WP6 “Project management”: WP6 undertakes the overall management of the project, including the 

scientific, ethical, privacy and legal dimensions and data management aspects. 

This public deliverable describes the activities of the MAMMOth consortium within the project’s Work Package 

1 (WP1) activities to extract user requirements and eventually design an architecture for the MAMMOth bias 

toolkit. To begin with, Section 2 describes a co-creation methodology that was used to gather input from 

underrepresented groups and the scientific community around fairness in Artificial Intelligence (AI). More 

specifically, a series of structured and unstructured interviews and workshops have been conducted with a wide 
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range of audiences, emphasizing the inclusion of underrepresented groups, setting the starting points for the co-

creation approach adopted by MAMMOth. This methodology was also used to extract research requirements 

that should be satisfied by other activities in the project (see below), given that their outputs will be integrated 

as technical components in the toolkit. Then, Section 3 presents all extracted requirements that guide the 

toolkit’s design. These span user requirements for the toolkit itself, research requirements that serve as user 

requirements for the technical components integrating research outcomes, as well as functional and non-

functional requirements that will be used to shape the architecture. In Section 4, all requirements are crystallised 

into design fiction and used to design a high-level architecture for the toolkit. Finally, Section 5 summarises the 

deliverable and presents the conclusions. 

The work described in this document is focused on deriving requirements and architecture for the MAMMOth 

bias toolkit under the scope of WP1. However, given that the toolkit aims to serve as a common platform to 

integrate existing coding frameworks (e.g., the AIF360 library) with project research outcomes, gathered user 

requirements also comprise principles to guide development in WP2 and WP3, as well as supplementary material 

to assist work in WP4 and WP5. Furthermore, the toolkit’s architecture enables the integration of currently 

ongoing research of WP2 and WP3 by stipulating the organisation of its outcomes as technical components with 

appropriate programming interfaces. 
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2 Co-creation and analysis of user needs 

This section presents the activities that were organised and carried out to gather requirements for the 

development of the MAMMOth bias toolkit and associated technical components. These activities involved the 

members of the consortium, external AI experts, and people from communities that are often underrepresented 

in AI research. Discussions also explored issues pertaining to the three use cases on financial, face recognition, 

and academic collaboration biases.  

First, an internal workshop was conducted with members of the consortium to gather preliminary ideas on the 

toolkit’s functionality, both in terms of gathering existing technologies and incorporating research outcomes that 

will be generated in the course of this project. Subsection 2.1 presents details about the workshop’s organisation 

and its first extraction of desired toolkit capabilities. Discussions that took place were also summarised and used 

as a means of presenting the project to external experts who were invited to participate in the activities 

described below. 

Second, and to gather more inclusive requirements, we involved external experts –from both the computer 

science and social sciences domains– and people from underrepresented communities. This activity involves 

human participants and personal data and, to make sure that it complies with the ethical and data protection 

framework, ethics approval was requested from the Ethics Committees of both UNIBO and CERTH, as reported 

in subsection 2.2. Both requests were accepted, which allowed us to first conduct interviews and listening 

sessions with the experts described in subsection 2.3. In these, we collected views on fairness and how to build 

fair AI systems, as well as specific recommendations on the MAMMOth project and the toolkit. 

Following a similar process, we obtained approval to involve people from underrepresented groups via a survey 

described in subsection 2.4 that investigates their level of awareness on AI and their opinions on its use, as well 

as a series of six co-creation workshops (one in Spain, three in Greece, and two online) described in subsection 

2.5 that further explore people’s ideas on AI in terms of its perceived fairness. Both the survey and the co-

creation workshops included an exploration of the project’s use cases.  

All members of the consortium were constantly involved in the above activities, working together to build the 

research tools and provide feedback along the process. Some of the partners supported the process of obtaining 

ethics approvals from the Research Ethics Committees, whereas others organised the co-creation workshops and 

circulated the surveys. Inputs collected through the research activities described in this section were first 

presented and discussed among the consortium during the second plenary meeting in M7, and then summarised 

in a written document that was again shared with all partners. By analysing this input though a collaborative 

process where all partners contributed1, fundamental points emerged regarding the substantive and structural 

composition of the MAMMOth bias toolkit; these were converted into the requirements that are presented in 

Section 3. 

In addition to external feedback, and to integrate the project’s future research outcomes into the bias toolkit, 

partners working in WP2 and WP3 were invited to provide feedback and ideas on how to implement and 

translate prospective results into technical components of subsection 4.3. Including the extraction of feedback 

directly pertaining to the toolkit’s creation, the outcome of this process was translated to the requirements 

presented in Section 3. A timeline of all activities is summarised in Table 1. 

                                                           
1 The commenting process involved collaborative editing of a spreadsheet, in which inputs were organised per relevance to 

work packages to assist partners in shifting through the material. 
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Table 1. Timeline of T1.1 activities 

# Activity Description Month 

conducted 

Location Number of 

participants 

Moderator 

1 Internal workshop with 

MAMMOth consortium 

M4 Online 24 consortium 

members 

UNIBO 

2 
Presentation of the 

MAMMOth project at the 

University of Helsinki to 

additional experts 

M6 Finland 7 experts UNIBO 

3 
Survey with vulnerable 

communities M6-7 
Online 169 complete 

answers,  

58 incomplete 

answers 

UNIBO, DDG, 

IASIS, DAF 

4 
Interviews with external 

experts M6-9 

 

Online 22 experts UNIBO 

5 Co-creation workshops M7 Spain, 

Greece 

and online 

59 UNIBO, DDG, 

IASIS, DAF, RUG 

6 Presenting outcomes to the 

consortium in the first 

plenary meeting 

M7 Cyprus 28 UNIBO 

 

2.1 Preparatory activities 

Preparatory co-creation activities took place within the MAMMOth consortium; before gathering requirements, 

we ran an internal workshop to collect each partner’s ideas about the objectives of the toolkit and its general 

framework. This process took place in M4 and involved all partners. The discussion was separated along three 

axes: a) determining the general concept of the toolkit, such as its aim, who the end users will be, and the general 

framework, b) exploring how to integrate the work of the use cases in the toolkit, c) planning on how to integrate 

the work of the partners developing the technical solutions.  

General principles of the MAMMOth bias toolkit were already described in the Description of Action (DoA) of the 

project and therefore served as the starting point of all activities. Based on these, and to jump-start the 

discussion, the technical partners working on the toolkit (CERTH, CSH, EXUS, UniBw) and on the use cases (CSH, 
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EXUS, IDnow) presented prospective development directions. As a point of reference, the technical leader 

(CERTH) also presented related toolkits and practices they follow; a summary of these can be found in Annex I. 

In the current subsection, we summarise the main conclusions of this workshop, which were provided to external 

experts and partially shaped the rest of the requirement gathering process. 

To begin with, it was discussed that the toolkit should include all the algorithms, tools and processes that will be 

developed within the project in addition to existing open source frameworks. Furthermore, it should work as a 

reflection tool for data scientists, helping in both measuring the bias in each step of AI creation pipelines and in 

suggesting possible mitigation methods. The toolkit should facilitate easy exploration of existing bias detection 

methods to help its users determine the best one for their specific case. This preliminary consideration was later 

reflected in most user requirements of subsection 3.1. 

Furthermore, it was agreed that the toolkit should have a user-friendly interface and -whenever possible- 

generate visualisations that make it easy to compare the application of different algorithms. At the same time, 

supporting programming libraries should be accessible when greater control is required. This eventually led to a 

modular design, in which research algorithms are independently developed in the form of programming libraries 

(e.g., as Python packages) and merged with the toolkit’s core via extensible interfaces. Overall, and in compliance 

with the DoA, workshop discussions identified two groups of people that will benefit from the toolkit outputs: a) 

data scientists who would also benefit from the libraries behind the toolkit, and b) non-AI experts to whom 

visualisations and snapshots of a User Interface (UI) will be circulated. Only data scientists are considered 

immediate toolkit users, but both groups were consulted in shaping requirements. 

It was also stressed that the toolkit should not only be created as an online resource, but easily be deployed by 

computer scientists at their premises to maintain data confidentiality and privacy. Given appropriate extensibility 

measures taken during development -as later captured by the non-functional requirement NFR5- deployment at 

an organisation level will also let users parse their own data formats by integrating their own custom data 

loaders. Nonetheless, a public demonstrator could be included to showcase capabilities to interested parties. 

The demonstrator could focus on the applicability of the project’s use cases.  

To make sure that there is a bridge between the toolkit with the use cases, it was further decided that 

development should follow a bottom-up approach that starts from the needs of the use cases and potentially 

generalises in a next phase. To support this approach, partners working on the use cases (CSH, EXUS, IDnow) 

reported prospective toolkit features that would be useful in their domains. In the financial use case (UC1), the 

toolkit could aid in understanding of which tabular data attributes currently used in predictive models can lead 

to biases. In identity verification (UC2), the toolkit would be useful both at the data level, to explore and clean 

the training dataset, and to assess the effectiveness of prediction models and test different mitigation methods. 

Finally, in academic citations and collaborations (UC3), the toolkit could provide an enriched version of Google 

Scholar to show scientific ranking results while connecting biases with possible mitigation strategies, as well as a 

website where the user can specify the type of network they want based on different parameters. 

Given that the use cases will be supported by the toolkit, and to enable the integration of project research 

outcomes as technical components with tangible practical benefits, it was also discussed that use cases should 

be connected to technical solutions. Within research activities, the performed work has mainly focused on 

tabular data and supervised machine learning classification, trying to implement different definitions of 

multidimensional fairness, on providing visual bias mitigation and explanation algorithms and on analysing bias 

in network data. These activities are reflected in the foreseen technical components of subsection 4.3. 
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2.2 Legal and ethical grounds 

The co-creation activities of WP1 required the drawing of a concrete research plan that complies with EU ethical 

and legal provisions, and which contains organisational measures. In this section, the actions for implementing 

a comprehensive policy strategy are presented in the chronological order in which they were conducted or 

implemented. All related actions are summarised in Table 2. 

Table 2. Summary of MAMMOth activities regarding ethical, legal, and data management in relation to T1.1 

# Activity Description Conducted 

on 

Responsible partners  

1 Update of the Ethics Self-Assessment from the 

project’s proposal 

M3 CERTH, TRI IE, TRI UK  

2 Charting all MAMMOth tasks through a task leader 

survey 

M3 CERTH, RI IE, TRI UK 

3 Research ethics approvals for T1.1 M5 CERTH, TRI IE, TRI UK, UNIBO 

4 Designation of Data Protection Officer per partner M5 CERTH 

5 Ethical, Legal, and Data Protection Compliance 

Protocol 

M5 CERTH, TRI IE, TRI UK 

6 D6.1 (Data Management Plan) M6 CERTH 

7 Ethics Protocol Webinar M7 CERTH, TRI IE, TRI UK 

8 Data Protection Impact Assessment M9 CERTH, TRI IE, TRI UK 

First, an Ethics Self-Assessment document, which complements the project’s proposal, was updated in M3 from 

the original version presented in the DoA. Keeping this document up to date by following the evolution of the 

project is needed to remain in line with the ethics approval applications that will be submitted throughout the 

project’s lifetime. In this direction, all MAMMOth tasks were charted through a task leader survey, which was 

also circulated in M3, in order to determine our obligation to obtain data protection and ethics approvals. We 

needed to obtain such approval for T1.1, due to engagement with a number of human participants, namely 

individuals from underrepresented communities, as well as social science and AI experts. This approval was 

obtained jointly for T1.1 and T4.4 in M5 from the Research Ethics Committee of UNIBO as well as the Research 

Ethics Committee of CERTH. The approved application included detailed information sheets about the data 

processing of each planned activity and different consent forms that were composed in order to deal individually 

the interviews with experts, the nominal group technique sessions, the workshops and the surveys. Additionally, 

the designation of a Data Protection Officer of each partner’s organisation was reported to the project’s 

coordinator (CERTH). 

At the same time, the Ethical, Legal, and Data Protection Compliance Protocol was released in M5 in the form of 

an internal report. This protocol lets us ensure that the MAMMOth consortium manages potential ethical, legal, 
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and personal data protection issues according to applicable regulatory frameworks, ethics and data protection 

standards and other requirements. More specifically, with this internal guidance, the responsible partners 

(CERTH, TRI IE, TRI UK) attempted to address issues regarding the current and upcoming European legislation 

(the European Convention on Human Rights, the Charter of Fundamental Rights of the European Union, the 

Artificial Intelligence framework, the General Data Protection Regulation 2016/679/EU (GDPR), as well as the 

ethical framework of scientific research regarding the objectives of MAMMOth. 

D6.1 (Data Management Plan) was submitted in M6. In the context of composing this formal deliverable, the 

responsible party (CERTH) circulated a questionnaire that every partner, who has identified a dataset in the 

context of the project, should fill out for every dataset. Therefore, a dataset mapping was conducted to set up 

the governance and technical framework of data management. 

Furthermore, the MAMMOth Ethics Protocol Webinar took place online in M6, to raise awareness among the 

consortium and to point out the main legal and ethical implications and responsibilities of the project. The Data 

Protection Impact Assessment for each task, which was identified as high-risk, according to specific privacy 

criteria2, was finalised in M9. 

2.3 Interviews with external experts 

As part of the research activities of T1.1, UNIBO conducted interviews and listening sessions with 29 experts 

studying fairness in AI through the time period M6-9. Working on fairness with a multidisciplinary approach is 

one of the key challenges and opportunities of the MAMMOth project, and led us to involve experts with 

backgrounds from either computer or social sciences to build requirements that acknowledge both perspectives. 

Most of the experts had experience in multidisciplinary projects and how to create a connection between the 

two areas of expertise. 

All six members of the project’s Expert Advisory Board participated in the interviews, which also presented an 

opportunity to collect their first feedback and recommendations on the project. Five of them had a background 

in computer science and related fields, and one in social sciences. Another 16 external experts were involved in 

the interviews, nine of whom had a background in the social sciences, five in computer sciences and related 

fields, one in social sciences and computer science, and one came from the legal domain. The list of experts to 

be invited was decided collectively among the consortium by collecting suggestions from each partner. In some 

cases, the experts involved suggested other possible interviewees. In parallel, the MAMMOth project was 

presented at a seminar at the University of Helsinki, where it was discussed with seven additional AI experts from 

the social sciences. Further feedback was gathered from this presentation. 

A summary extracted from the preparatory activities of subsection 2.1 was sent to all interviewees beforehand. 

This way, we shared project details and created a common frame of reference. During the interviews, multiple 

topics were discussed; the interview guide is available in Annex II and the main results of the interviews are 

detailed in Annex IV. Interviews helped shape the requirements of Section 3. Interviewees also suggested some 

of the research directions that were subsequently undertaken by the project.  

                                                           
2 Article 29 Data Protection Working Party, WP 248 rev.01. (2017). ”Guidelines on Data Protection Impact Assessment (DPIA) 

and determining whether processing is “likely to result in a high risk” for the purposes of Regulation 2016/679”. Available 
at: https://ec.europa.eu/newsroom/article29/items/611236 . 

https://ec.europa.eu/newsroom/article29/items/611236


MAMMOth Project – Grant ID 101070285 

Page 16 of 87 
 

2.4 Survey with vulnerable communities 

Starting from M6 of the project, DAF, DDG and IASIS circulated a survey among their communities with two goals: 

a) to investigate the level of awareness of people from vulnerable communities on AI and their opinions in terms 

of fairness on the use of AI in the use cases identified in the project, and b) to collect the contact details of people 

potentially interested in participating in the co-creation workshops. The survey was divided in five parts: i) 

investigation of each respondent’s general level of awareness on AI, ii) their opinions on the use of AI in finance, 

iii) for ID verification, iv) in the academic citations and collaborations domain, and v) the collection of the main 

demographic characteristics of the respondents. The survey ended with a short paragraph explaining that we 

were organising some workshops to further explore people’s opinions on the topic, and inviting respondents to 

leave their email addresses in case they were interested in participating in the co-creation workshops. 

The survey was first designed in its English version provided in Annex III, but then translated into four different 

languages used by the communities that we were trying to reach: Spanish, Catalan, Greek, and Russian. 

Appropriate information sheets and consent forms were distributed together with the survey. During the survey 

period, we collected 171 complete answers and 58 incomplete answers. Although this sample size is not 

necessarily representative, it can be considered an exploratory study under the context of the project’s use cases. 

The main results are detailed in Annex V and used to shape the requirements of Section 3.  

2.5 Co-creation workshops 

Different actors might have diverging opinions on what is considered a fair outcome in the use of an AI system. 

This consideration is acknowledged by the project’s DoA, and was corroborated by the experts who participated 

in the interviews. For this reason, co-creation workshops were conducted to understand what fairness means 

for people who can potentially be negatively affected by the use of AI in the use cases of the MAMMOth project. 

This input motivated several of the requirements of Section 3 and is described in greater detail in Annex V.  

The topics that were explored during the workshops included, but were not limited to the following ones: 

● The participants’ opinions on the use of AI in the specific use cases. 

● What they thought a fair outcome would be when using these systems in real-life. 

● How they felt about the use of AI in specific use cases. 

● Their concerns about the use of AI in the use cases and the benefits that they identify. 

● Their previous experiences, if any, with the use of AI in specific use cases. 

● What groups of people they thought might be negatively affected by the use of AI in the use cases. 

Each workshop was preceded by a training session on AI, how it works and how it can reproduce discrimination, 

providing also real-life examples, to make sure that all participants had at least a basic understanding of it. 

Appropriate information sheets and consent forms were circulated in the beginning of each workshop. The 

organised co-creation workshops are summarised in Table 3. 
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Table 3. Organised co-creation workshops 

# Use case(s) Month 

conducted 

Location Number of 

participants 

Moderators 

1 Academic citations and 

collaborations 

7 Online 7 UNIBO, 

RUG 

2 Finance, identity verification 7 Spain and 

online 

17 on site and 2 

online 

DAF 

3 Finance 7 Greece 28  IASIS 

4 Finance, identity verification 7 Online 5 DDG 

The workshops hosted by DAF, DDG and IASIS focused on the analysis of the finance and identity verification use 

cases. These three organisations work with underrepresented groups in AI and recruited participants directly 

from those communities with the support of the contacts collected through the survey. The workshops involved 

various vulnerable communities: women, non-EU citizens –migrants and temporary protection receivers–, and 

people with different identities in terms of ethnicity and social status. The workshop organised by UNIBO and 

RUG focused on the academic citations and collaborations use case and involved academics recruited by RUG. 

Combined, the participants of this workshop comprised diverse identities in terms of ethnicities, nationalities, 

sexual orientations, genders, religions, and ages. They all had in common that they were early career researchers 

in academia.  
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3 Extracted requirements 

This section presents the results of the co-creation and analysis of user requirements described above. We 

organise inputs into one of the following four categories. To begin with, subsection 3.1 organises the results of 

the co-creation and analysis of user needs into user requirements. Subsection 3.2 comprises functional 

requirements in the form of features expected from a helpful bias toolkit that brings together existing and new 

approaches. Similarly, subsection 3.3 comprises non-functional requirements, which specify criteria for the 

operation of the toolkit. Finally, subsection 3.4 gathers requirements beyond the scope of the toolkit’s core 

design that specify principles to be followed by the project’s research outcomes that will be integrated into the 

toolkit. Throughout requirement descriptions, numbers within square brackets attribute quotes to pseudo-

anonymised interviewees [e.g., (participant X)]. 

3.1 User requirements 

User requirements gather a set of expectations about the MAMMOth bias toolkit from the standpoint of end 

users. Users are data scientists whose systems end up affecting underrepresented groups, as stipulated by the 

DoA and reaffirmed during the preparatory activities of subsection 2.1. User requirements are shaped based on 

the co-creation and user needs analysis of subsections 2.3-2.5, which captures both the needs of data scientists 

and additional concerns that could arise retroactively when systems are deployed. Table 4 lists user requirements 

that are described throughout this subsection. These reflect only the desired usage of the toolkit and influence 

both design and other requirements; specific functionalities and qualitative characteristics are presented in the 

subsequent subsections about functional and non-functional requirements. 

Table 4. Extracted user requirements of the MAMMOth bias toolkit 

ID User Requirements 

UR1 The toolkit should be deployable at user premises. 

UR2 The toolkit should grant access to underlying libraries. 

UR3 The toolkit should be able to monitor fairness at all steps of AI creation. 

UR4 The toolkit should help users identify sources of bias. 

UR5 The toolkit should help users reflect critically about developed AI. 

UR6 The toolkit should guide users through AI creation. 

UR7 The toolkit should be easy to use. 

UR8 The toolkit should inform users about the limitations of provided solutions. 

UR9 The toolkit should have a public demonstrator. 

UR10 The toolkit should grant access to a discussion forum. 
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UR1 - The toolkit should be deployable at user premises. 

During the internal workshop, it was already stressed that the toolkit should not be necessarily deployed online, 

but by its users at their premises, such as in local infrastructure or the cloud. This prevents disclosure of sensitive 

or protected (e.g., personal) data by keeping them behind organisational security, as later stipulated in NFR2. 

Accommodating deployment on user premises complicates implementation in that appropriate abstractions are 

needed to let the toolkit run across a wide range of systems and operating systems - this concern will be 

expressed via NFR7. 

UR2 - The toolkit should grant access to underlying libraries. 

The primary users of the toolkit are computer scientists who aim to investigate biases in datasets or AI models. 

Often, these will also be AI experts who are used to working in programming workflows and who would therefore 

benefit from directly accessing libraries behind the toolkit. For this reason, access to these libraries should be 

readily granted, for example by the toolkit pointing to the respective resources (e.g. GitHub repositories). 

UR3 - The toolkit should be able to monitor fairness at all steps of AI creation. 

Fairness remains a valid concern and needs to be monitored for the entirety of an AI system’s life cycle (e.g., 

during system design, data collection, model development, and model application). For this reason, it would be 

helpful if the toolkit could divide AI systems into different stages, and highlight both the risks in terms of fairness 

that could arise in each stage and important interventions to be made in order to ensure fairness. The toolkit 

should also show when and where biases enter the system and how they arise, in each step of the pipeline. For 

example, in the data collection phase, good quality training data and a sampling strategy that is as balanced as 

possible with regard to sensitive characteristics were mentioned by interviewees as key aspects in order to build 

fair AI systems. In this phase, it would be helpful if the toolkit could evaluate whether there are biases in the 

data, and analyse where the data come from, the percentage of the population it represents, who is left out, etc. 

Once an AI system is implemented, developers should remain sceptical and always monitor the model over the 

lifetime as there could be unforeseen biases that emerge at a later stage and can lead to new sources of 

unfairness. For this reason, it is important to have several audits of the system in time and make sure that 

relevant stakeholders can recurrently evaluate the system. The toolkit should then also include directions on 

how to monitor fairness once the system is deployed.  

UR4 - The toolkit should help users identify sources of bias. 

There could be different sources of bias. First, training, validation, or testing datasets may contain biases that 

will influence the predictions of created AI and eventually affect human agents. These biases could stem from 

real-world inequalities and historical states of the society (e.g., as happens with racism or sexism), or be 

embedded in the processes or persons gathering the data. Similarly, algorithms that process (e.g., learn from) 

datasets may be biased, for example by the AI-building team explicitly following unfair assumptions, erroneously 

considering political choices as scientific ones, or integrating ad-hoc worldviews in technical solutions. Hence, 

the toolkit should help its users distinguish between different sources of bias, hereby adding diversity to all 

aspects of AI design and creation. 

A suggested way to meet this requirement is by assisting users in selecting which attributes should be protected; 

given that fairness is context-specific, sources of bias -and therefore corresponding attributes- should depend on 

application domains and data types. Starting from the domains of use cases, interviews mentioned that the 

toolkit should provide users with a list of attributes that could be related to biases specific to those domains. 

However, the toolkit should not stop at listing protected attributes, but also aid users in discovering new forms 
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of bias that go beyond the list of protected attributes. In this regard, the co-creation workshops and the survey 

provided some suggestions on possible additional sources of bias that are specific to the use cases, as detailed 

in the results presented in Annex V and the research requirements of subsection 3.4. 

UR5 - The toolkit should help users reflect critically about developed AI. 

In subsection 2.1, we already discussed that the toolkit should work as a reflection tool for data scientists. Based 

on external expert feedback on how to cater to this demand, users should be assisted in understanding the 

complexity of defining bias measures or fairness criteria in different normative realities, as there are no globally 

accepted answers to the problem of fairness. Furthermore, they should be aided in questioning and 

problematizing excessive use of technology, in order to avoid techno-solutionism, i.e., to avoid the idea that 

technology is always the best solution to a social need. Thus, the toolkit should raise awareness of the political 

aspects of AI creation and the power that computer scientists have, by delivering the message that every 

technical decision is a political one with real consequences on people’s lives.  

From the technical side, the integration of Responsible Research and Innovation (RRI) tools was mentioned as a 

possible way to approach the problem. To begin with, the toolkit should help its users identify possible problems 

and social impacts of AI solutions they are building. Furthermore, it should comprise explainability methods that 

help determine which variables are prioritised in the model, and what changes if different variables are 

prioritised to reflect the consequences of different decisions. In the same vein, the toolkit should also show (e.g., 

via appropriate components) how AI systems balance different social groups in the selected definitions of 

fairness, what factors are being considered, and how predictions would change if different variables are 

prioritised. 

Moreover, the toolkit should sensitise users about the importance of considering also non-technical aspects 

related to the development of AI systems (e.g., legal or social contexts) and therefore encourage 

interdisciplinarity. Various experts highlighted the general tendency of reducing fairness to a problem of 

mathematical optimisation, but this might lead to overlooking other aspects. Instead, fairness was defined by 

some interviewees as a multi-dimensional concept and it was suggested to reflect on which of these dimensions 

will be included in the toolkit and which not. If only dealing with technical issues, the toolkit risks over-simplifying 

the problem of fairness by reducing it to a technical problem and promoting a lack of accountability of the users, 

who could be under the impression that checking the AI system for biases with the help of the toolkit is the 

solution to the problem of fairness, whilst it is just about a part of the problem. It could also promote the idea 

that the technical solutions are detached from the real world and distract from the real problems. Moreover, as 

pointed out by one of the interviewees: by “translating [fairness] into mathematical terms you forget the political 

use of fairness” (participant 11). There needs to be a mix of quantitative and qualitative data when building AI 

systems; the latter to understand the context. 

Since not all aspects related to fairness are technical, interviewees mentioned that the toolkit should facilitate 

interdisciplinary discussion and create guidelines for collective decision-making, as technical users cannot be 

expected to deal with the social aspects of the problem (e.g., the analysis of the social context). At the same 

time, since the social aspects are recognised as crucial, the toolkit should promote dialogue with other 

disciplines. As mentioned by the interviewees, fairness “is sold as a computer science problem, which I think is a 

particularly harmful way of thinking about this” (participant 11), but “there is not a single discipline that can solve 

the problem of fairness” (participant 16). The toolkit could then include very technical sections, but also general 

sections to stimulate and guide the discussion with people from other disciplines. 
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An example that often arose for the social side of the problem is that the idea of AI fairness should be negotiated 

among different actors and based on compromise. One of the interviewees mentioned that “it's not […] that you 

just choose the right metric or […] collect the right data and it's fair. But it's something that has always to be 

negotiated in a way” (participant 1). At the same time, as highlighted by some of the interviewees, these 

processes of negotiation –achieved, for example, through multi-stakeholder discussions– are often affected by 

power and information imbalances (e.g. actors that are left out of the conversation, vulnerable people that don’t 

have enough space to express their opinion, the tendency to favour the interests of the actors with more power). 

According to some interviewees, there cannot be a conversation about fairness without addressing these power 

imbalances, and fairness is related to ensuring access, representation and equity. It was stated as being about 

“bring[ing] different stakeholders into the conversation and map[ping] risks […]. I think those conversations are 

mainly about which risks are we willing to take to get the benefits that technology can offer. But again, it's all 

about conversation and compromise and I think is very political […] because everyone has different interests 

behind it, and there's this huge power imbalance in it” (participant 3). This means that the actors who are not 

usually part of the debate due to linguistic, cultural, or status reasons should be included. 

UR6 - The toolkit should guide users through AI creation. 

The toolkit should provide a roadmap for the process of creating AI systems. Various related points were brought 

into attention during the interviews and summarised here. To begin with, relevant stakeholders should be 

involved in the design phase of new systems. Thus, the process of developing them should be collective, 

deliberative, and participatory - created through the continuous dialogue with different stakeholders. When 

possible, questions to be asked to the stakeholders should be provided; these would help understand what to 

look at when trying to determine what a fair outcome is, how a fair outcome is understood by different groups, 

and how to turn stakeholders’ ideas on fairness into technical solutions. The toolkit should also include 

explanations that can guide the user through different approaches to fairness. In particular, technical and social 

disciplines usually adopt different approaches to the topic, and the toolkit should aid navigation between these. 

In addition to guidance through active user engagement (e.g., via descriptions that let users make informed 

decisions), the toolkit should also provide comprehensive documentation that explains how to use it. The same 

documentation should guide users through the creation of fair AI, complementing the options of the user 

experience with intangible processes to be followed. To this end, processes for developing fair AI devised by the 

research of T3.1 can be used as a basis that to be expanded on. In addition to assisting AI creation, documentation 

needs to also explain how to install and configure the toolkit. 

UR7 - The toolkit should be easy to use. 

The toolkit should provide a user-friendly interface that facilitates intuitive use by data scientists. Its role is not 

to supplant programming workflows, but to assist and simplify dataset or model exploration without depending 

too heavily on exploratory programming that runs the risk of discarding social contexts. The toolkit’s application 

should be usable with only a short training session, ensuring rapid onboarding. Ease-of-use also includes 

comprehensible result presentation, which often translates to visualisations that help users compare the 

application of different algorithms, or usage of explainable AI to help understand how bias is introduced and 

propagated. The overall interface and any provided visualisations should be intuitive and not require extensive 

technical expertise or onboarding to use effectively. 

UR8 - The toolkit should inform users about the limitations of provided solutions. 

Fairness is not something that can be fully operationalised, as some aspects escape technical solutions. More 

details on this claim can be found in RR1, but at its core, it means that the toolkit should include strategies to 
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make sure to prevent users from being over-reliant on its outputs. These could take the form of warnings, for 

example, to complement the critical thinking about created AI mentioned in UR5, or to embed into technical 

component outputs (e.g., in the form of caveats akin to those of AI model cards) to let users fully appreciate 

limitations that differ depending on exact computations. In particular, some interviewees mentioned that, when 

working on fairness, it is important to understand and highlight the limits of each AI system, such as that the 

predictability of certain systems cannot exceed a certain level. Thus, the toolkit should include strategies to make 

sure that users are not over-relying on its outputs. 

UR9 - The toolkit should have a public demonstrator. 

Once the toolkit is ready, a public demonstrator can showcase its functionalities to interested parties. This 

demonstrator should showcase data, models, and technical components related to MAMMOth’s use cases and 

be set up via cloud deployment (e.g., hosted on a virtual server). However, it should not serve as an endpoint for 

using the toolkit on any dataset or model; end users would need to install the toolkit in their own infrastructure 

to work with it. 

UR10 - The toolkit should grant access to a discussion forum. 

Fairness is a multi-dimensional concept, for which there are no easy solutions. Therefore, the toolkit should 

support a forum where people can discuss and ask for advice about fairness. Such a collaborative communication 

forum could be tied to the toolkit’s open source distribution of NFR3, for example by being hosted on GitHub 

discussions3. 

3.2 Functional requirements 

Functional requirements refer to necessary toolkit operations. They differ from user requirements in that they 

cover explicit features that should be supported by the toolkit. Functional requirements were derived through 

an interactive process, which took into account the stakeholder interviews of subsections 2.3-2.5, existing 

industry documentation and standards, and the design fiction presented in subsection 4.1. 

Initial design concepts were presented to technical partners during the first plenary meeting in M1 and the 

preparatory internal workshop in M4. Forming concrete functional requirements from the above sources was an 

iterative process that involved discussions and refinement during bi-weekly WP1 meetings throughout the period 

of M6-M9, as well as collecting structured feedback on the first versions of the design fiction during the second 

plenary meeting in M7 (Annex VII). The extracted requirements are summarised in Table 5 and described in the 

rest of this subsection. All of these requirements contributed to choices made during the architecture’s design 

of Section 4. 

Table 5. Functional requirements of the MAMMOth bias toolkit 

ID Requirement 

FR1 The toolkit should be able to process diverse data sources 

FR2 The toolkit should integrate bias analysis libraries 

FR3 The toolkit should integrate fair AI solutions developed in MAMMOth 

                                                           
3 https://docs.github.com/en/discussions  

https://docs.github.com/en/discussions
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FR4 The toolkit should provide methods to quantify bias 

FR5 The toolkit should incorporate auditing and reporting functionalities 

FR6 The toolkit should recommend bias mitigation methods 

FR1 - The toolkit should be able to process diverse data sources. 

Bias can take many forms and emerge from different data sources. This makes it imperative for the toolkit to be 

able to analyse both these sources and the AI systems that process them. For example, tabular data often store 

structured information that may contain protected demographic information, such as gender or race, biased 

historical records, or other sensitive cues tightly correlated to membership in protected subpopulations. Images, 

on the other hand, exhibit proxy characteristics of sensitive attributes, such as skin colour or clothing that are 

correlated with sensitive attributes that may influence the outcomes of image recognition algorithms. Any 

metadata associated with images can also directly contain sensitive information. Graph data are used to analyse 

complex relations but can be influenced by homophily, i.e., similar nodes tending to be linked, that give rise to 

structural biases. More details on biases that arise for the aforementioned types of data are explored in WP2 

and WP3. 

Additionally, AI models can themselves introduce bias by picking up and exacerbating even non-linear 

correlations between data attributes or characteristics and model predictions. For example, machine learning 

tends to favour even marginal improvements in predictive accuracy, regardless of whether there could be long-

term gains from employing fairer systems, or whether validation or testing data also exhibit biases. As such, the 

toolkit should also be able to analyse models, for example in terms of biased predictions on specific datasets or 

of explaining their decision-making process to determine whether it considers sensitive characteristics. 

The above concerns necessitate the toolkit's ability to interface with various datasets (e.g., of the above types), 

and model formats by loading and passing them to appropriate technical components that will be developed to 

perform bias-related analysis. Some datasets can be multimodal, i.e., comprise more than one data source, such 

as combinations of images with accompanying text. An overview of prospective data formats that may need to 

be loaded is summarised in Table 6. Overall, the toolkit should remain adaptable to emerging formats, as the 

data landscape evolves over time. This adaptability will ensure addressing the ever-changing challenges of bias 

detection and AI explainability. This is also the reason why an industry standard open source tool was sought out 

as selected as the execution engine in subsection 4.2.4. 

Table 6. Example data formats that could be processed by the toolkit 

Data format Data source 

.csv Tabular data, Graph 

.json Tabular data, Graph 

.xml Tabular data, Graph 

.xls Tabular data, Graph 

.png Image 

.jpeg Image 



MAMMOth Project – Grant ID 101070285 

Page 24 of 87 
 

FR2 - The toolkit should integrate bias analysis libraries. 

The toolkit should integrate other existing solutions that provide methods to quantify and assess fairness. We 

will focus on open source solutions per NFR3, and make sure that there is interoperability with integrated 

methods per NFR5. Existing solutions include both popular bias toolkits (e.g., AIF360, AlgoFairness, and UnBias) 

and machine learning libraries used for the creation and running of AI models. These prospects are detailed in 

Annex I. 

FR3 - The toolkit should integrate fair AI solutions developed in MAMMOth. 

The toolkit should feature a comprehensive set of options, which will be developed in MAMMOth, designed to 

identify and quantify bias in datasets and machine learning algorithms. These will encompass statistical methods, 

machine learning models, and visualisation techniques, potentially in the form of dockerised technical 

components with specific programming interfaces that should be specified by the toolkit to help communicate 

with the latter's core. 

FR4 - The toolkit should provide methods to quantify bias. 

The toolkit is expected to generate output or results related to bias quantification of datasets and AI models. 

This should go beyond restrictive settings of only parsing simple binary classifiers, and provide more nuanced 

insights for many kinds of datasets and models. For example, the toolkit might quantify bias in terms of 

magnitude, impact, or statistical significance. The output may come in various forms, such as reports, 

visualisations, metrics, or summaries. 

For dataset analysis, the toolkit should offer methods to assess and detect bias in the data. This involves 

identifying bias in terms of under- or over-representation of certain groups, potential data collection biases, and 

inherent biases in data sources. In terms of algorithmic bias, tools that analyse AI models should be provided. 

First, model analysis could be in terms of whether predictions are influenced by sensitive attributes (e.g., race, 

gender, or socio-economic status) or their proxies (e.g., clothing, jewellery). Second, fairness metrics (e.g., 

disparate impact, equal opportunity, various forms of statistical parity) should allow users to quantitatively 

measure bias. Third, methods to visualise or provide other forms of explanations should be supported. 

In alignment with UR7, the toolkit should ensure that the bias quantification process is transparent and 

interpretable. Users should be able to understand how bias is being measured, what specific factors are 

contributing to bias, and methodological limitations per UR8.  

FR5 - The toolkit should incorporate auditing and reporting functionalities. 

The MAMMOth bias toolkit should provide capabilities for detecting and auditing bias in AI models through 

components responsible for bias detection and assessment. This includes identifying bias in datasets (e.g., that 

are used as training data for models) and AI models. 

UR4 already acknowledges that common sources of bias may include biased training data, underrepresented 

groups, or model decision-making processes that disproportionately favour or harm specific demographics. 

However, beyond that requirement’s assistance in determining bias sources, the toolkit should accommodate 

methods that perform a granular analysis of detected biases in unknown datasets, and categorise biases into 

different types, such as gender bias, racial bias, age bias, or any other relevant categories, and quantify the 

severity of each bias. This analysis helps AI system creators understand which biases are more prevalent, for 

instance to address them first. 
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Extending FR4, the toolkit should also support auditing of AI model explainability through appropriate 

components. This involves tracking the factors and features that contribute to model predictions and decision-

making. Users should have access to detailed explanations for model predictions, including feature importance 

scores, visualisations, and textual explanations as a result of the toolkit processing. 

FR6 - The toolkit should recommend bias mitigation methods. 

The toolkit should not be limited to providing bias quantification and assessment, but also offer insights and 

recommendations for mitigating detected biases. In alignment with UR6, insights can guide model improvement 

through fairness-aware interventions. As a first step, the toolkit needs to be proficient in detecting biases within 

AI models by using adequate technological solutions. This involves examining various aspects, including the 

training data, model inputs, and outputs, to identify instances where unfair or discriminatory outcomes may 

occur; more details can be found in the research requirements of subsection 3.4.  

To effectively suggest mitigation strategies, the toolkit should explain the detected biases comprehensively and 

link them to existing fairness strategies (e.g., created by MAMMOth’s research activities). It should also provide 

clear explanations of why these biases are occurring, what factors contribute to them, and where in the model's 

architecture or decision-making process they are most prominent. This ensures that users understand the root 

causes of the biases before looking at treatment methods. 

The toolkit should offer a range of potential mitigation strategies that are tailored to the specific biases detected. 

These strategies may include data pre-processing, which encompasses recommendations for improving the 

quality and fairness of training data. This can involve techniques like data augmentation, data balancing, or data 

de-biasing to rectify skewed datasets. Additionally, the toolkit should provide insights into model architectural 

changes, suggesting modifications to reduce bias. These changes may encompass the utilisation of different loss 

functions, the incorporation of fairness constraints, or the addition of re-ranking layers to rebalance decisions. 

Furthermore, algorithmic adjustments should be recommended, encompassing changes that promote fairness, 

such as the implementation of re-weighting techniques, re-sampling strategies, or adversarial training. Lastly, it 

should also propose post-processing strategies aimed at refining the model's predictions, such as re-ranking or 

re-calibrating confidence scores to mitigate biases effectively. 

In alignment with UR6, the toolkit should supply documentation and educational resources to help users 

understand and use the recommended mitigation strategies. This purpose is also partially served by UR2, which 

grants access to underlying libraries involved in bias detection, and which may also contain corresponding 

mitigation methods. Analogously to UR3, mitigation strategies can be recommended at all steps of the AI creation 

pipeline. The toolkit should provide a protocol for each step of the pipeline to help the user address the related 

biases. Interviewed experts pointed out that this could be organised as a checklist of aspects that need to be 

taken into account and possible mitigation strategies, from a multidisciplinary perspective - including not only 

technical solutions but also social, ethical and legal considerations. 

3.3 Non-functional requirements 

Non-functional requirements (NFRs) specify broad criteria that concern the operation of the entire MAMMOth 

bias toolkit, and not only specific behaviours. They were extracted with the same process as functional 

requirements and combined with industry standards. In addition to architectural considerations, NFRs should be 

taken into consideration by all system components on which they apply, including technical components derived 

from the project’s scientific research. Gathered requirements of this kind are mapped to the standardised 

categories presented in Table 7. 
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Table 7. Non-functional requirements of the MAMMOth bias toolkit 

ID Requirement 

NFR1 Performance 

NFR2 Security 

NFR3 Open Source 

NFR4 Maintainability 

NFR5 Extensibility 

NFR6 Scalability 

NFR7 Portability 

 

NFR1 - Performance 

The toolkit should operate efficiently and be able to cope with the anticipated workload. To achieve this, efficient 

algorithmic tools (e.g., fast programming language libraries, algorithms with computationally tractable runtime 

complexity) should be employed, both by the toolkit’s core and any technical components provided by the 

MAMMOth consortium as functionalities. 

NFR2 - Security 

The toolkit should be able to operate in a local environment, directly interfacing with user repositories or storage 

systems. This design ensures data confidentiality and integrity by mitigating potential threats like transmission 

risks. Furthermore, the toolkit should implement robust access controls, safeguarding data within its local 

context and working pipelines. To further enhance security, encryption mechanisms, such as SSL/TLS, should 

secure user interactions when the toolkit is hosted outside of the user's infrastructure. Otherwise, users can 

decide which security mechanisms should apply. 

Robust user authentication, authorisation, and management, as well as access control mechanisms should be in 

place to guarantee that only authorised personnel can access the toolkit’s UI, control features, and functionalities 

(e.g., technical components to run). The toolkit should ensure that default configurations are secure and exhort 

users to uphold best practices for secure deployment. It should also consistently maintain security by keeping 

dependencies up to date, with security patches and regular updates that address known vulnerabilities. 

NFR3 - Open source 

The toolkit should adopt an open source model, enabling community-driven contributions and iterative 

refinement. The open source nature will promote transparency, peer review, and adaptability in the rapidly 

evolving field of bias detection and mitigation. This way, the toolkit will facilitate ongoing relevance, ensuring 

that it will align with emerging best practices and methodologies, while at the same time addressing evolving 

requirements. 

Some actors (e.g., non-profit organisations) may be reluctant to use proprietary tools for ethical reasons, such 

as no assurance to treat data in a GDPR-compliant way. Both the toolkit and the selection of technical 

components (e.g., that wrap methods of existing toolkits per FR2) to be integrated should consider this concern; 
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restricting usage of programming libraries to only open source ones that avoid proprietary toolsets. An additional 

advantage of restricting dependency to only open-access libraries is that they are continuously under public 

scrutiny to ensure compliance with emerging security and other issues.  

NFR4 - Maintainability 

The toolkit should be designed with an emphasis on modularity and adaptability. By adhering to standardised 

conventions and leveraging a continuous deployment pipeline, it should ensure streamlined support, iterative 

enhancement, and seamless adaptability to evolving technological requirements and user specifications. For 

instance, the toolkit should be capable of accommodating new versions of programming libraries, algorithms, 

and evolving social concerns.  

NFR5 - Extensibility 

The toolkit should be easily extended, and its internal structure and dataflow should be minimally affected by 

new or modified functionalities. For example, the solutions included in the toolkit are subjected to obsolescence, 

as they can soon become old and outdated, and new solutions should be easily added to account for an evolved 

understanding of algorithmic, social, or legal fairness. At the same time, per RR1, different applications and use 

cases might require different bias metrics or definitions of fairness, and customisation can tailor the toolkit's 

output to specific user needs. 

To simplify the integration of external and project implementations per FR2 and FR3 respectively, popular 

computational frameworks like CUDA (e.g., operated via the TensorFlow or PyTorch Python libraries) should be 

supported. This way, implementations could be integrated into the toolkit with minimal effort. 

NFR6 - Scalability 

The toolkit should be capable of processing datasets of varying sizes, including large ones that may be parsed in 

AI system production. To accommodate large datasets, the toolkit should manage computational resources, such 

as memory and processing power, to handle larger workloads without crashing. Furthermore, it should efficiently 

ingest and preprocess large datasets without degrading performance. Modern AI systems also employ complex 

models with billions of trained parameters. If the underlying infrastructure allows it, the toolkit should be able 

to load these models if they are integrated with technical components. 

NFR7 - Compatibility 

The toolkit should be compatible with major operating systems (e.g., Windows, macOS, Linux) and cloud 

platforms. This compatibility will hereby mitigate barriers of entry by letting users from diverse backgrounds and 

organisations easily adopt the toolkit, regardless of the infrastructure they are working on. Additionally, in 

today's technological landscape, cloud platforms play a pivotal role in data processing and AI model deployment. 

Therefore, the toolkit should be able to be hosted on popular cloud platforms. This compatibility allows users to 

leverage the scalability and resources of the cloud for their bias detection and AI explainability tasks. It caters to 

both on-premises and cloud-based workflows, offering flexibility in deployment. 

Overall, compatibility with major operating systems and cloud platforms enhances deployment flexibility when 

satisfying UR1; users can choose to install the toolkit on their local machines or deploy it on cloud servers, 

depending on their organisational needs and available resources. Compatibility with cloud platforms also allows 

us to deploy the toolkit as a web service demonstrator for UR9. 

In addition to compatibility with operating infrastructure, the toolkit should also accommodate the diverse 

programming languages and tools employed across different data science domains. Ensuring support for multiple 
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of these also helps adoption by a broader community, fulfilling the DoA’s goal of providing a common platform 

for different practical needs. 

Some of the most popular data science languages are Python, R, and Julia; the toolkit should be able to integrate 

algorithms written in these languages and provide them with functionalities like data loading, preprocessing, 

visualisation, modelling, evaluation, and explanation. Different languages have unique strengths and are 

preferred for specific tasks. The aforementioned languages, for example, have thriving data science ecosystems 

with numerous packages and libraries. Supporting these languages enables the toolkit to use existing community 

resources, making it easier for users to extend and customise the toolkit as needed. 

3.4 Research requirements 

Research requirements refer to additional input that should be acknowledged by the research of WP2 and WP3. 

When applicable, this research will also adhere to non-functional requirements, and will strive to satisfy 

combinations of user and functional requirements. MAMMOth’s research outcomes will then be integrated into 

the toolkit per FR3 via the technical components described in subsection 4.3. However, the activities of 

subsections 2.3-2.5 reveal additional considerations that can help shape the project’s research directions and 

the formats of research outcomes. These additional requirements are summarised in Table 8, where they are 

mapped to affected WPs and use cases. Some of these requirements (RR3, RR4, RR5) were already stipulated by 

the DoA, but analysis of user needs verified both their relevance and details to be accounted for by research. Full 

descriptions can be found below. 

Table 8. Research requirements for MAMMOth’s WP2 and WP3 

ID Requirement Affected WPs Use cases 

RR1 Research should recognise the limitations of operationalising fairness. WP2, WP3 All 

RR2 Research should satisfy the use cases. WP2, WP3 All 

RR3 Google Scholar analysis should protect against scientific collaboration 

biases. 

WP2 UC3 

RR4 Identity verification should be protected against proxies of sensitive 

attributes. 

WP2 UC2 

RR5 AI models should not reinforce biases. WP2 UC1 

RR6 Technical decisions of fair AI should reflect the social context.  WP2, WP3 All 

RR7 Fair AI should remain under human supervision. WP2, WP3 All 

RR8 Academic collaboration ranking fairness should account for more than 

citations. 

WP3 UC3 
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RR9 Identity verification fairness should depend on AI system use. WP3 UC2 

RR10 AI in finance should acknowledge multiple definitions of fairness. WP3 UC1 

 

RR1- Research should recognise the limitations of operationalising fairness. 

This requirement extends the understanding of UR5 and UR8, where fairness was described as a multi-

dimensional concept that depends on context, culture, and history. MAMMOth research should also remain 

aware that different actors with power imbalances can have different ideas about what is fair and what is not 

and that there is no objective definition and implementation of fairness. For this reason, the idea of fairness to 

be implemented in AI systems should be something negotiated among different actors and based on 

compromise.  

Not all aspects of fairness are technical; there is a general tendency to reduce this problem to mathematical 

optimisation, but this might overlook other aspects, like processes and how systems are designed, and deep 

systemic biases that are easy to resurface after being perfunctorily addressed. To start concrete discussions 

about fairness, differences between legal discrimination, fairness, and bias should be clarified to avoid using 

these terms interchangeably. 

Another limitation to be acknowledged is that, even when quantifying fairness is appropriate, fairness/bias 

cannot be captured by a single metric, because it is impossible to cover every relevant aspect in all contexts. 

Thus, it is important to be aware of the limitations and implications of bias assessment (e.g., via metrics) as 

normative claims about the distribution of utility to different classes of individuals. In AI systems, there is the risk 

of treating one normative claim as the only one that counts as fairness, whilst there could be different definitions 

in tension with each other. This is a consequence of fairness being a perceived category, which means that 

different actors might have different ideas about what is fair and what is not. Since there is no objective definition 

and implementation of fairness, computer scientists might encounter the limitation of dealing with conflicting 

metrics. 

RR2- Research should satisfy the use cases. 

As discussed in RR1, fairness is considered something context specific –the techniques are strictly related to the 

specific projects, datasets or other aspects of AI creation–, so some interviewees suggested that it is difficult to 

generalise and provide one-size-fits-all solutions. For this reason, the toolkit should actively seek to facilitate the 

three MAMMOth use cases but at the same time differentiate between replicable aspects (e.g., methodology, 

process) and aspects that are specific to the type of technology and application considered. 

In particular, and given that fairness cannot admit general definitions per the previous research requirement; 

any consideration regarding fair AI needs to be contextualised to specific cases, like MAMMOth’s use cases, and 

at best be treated as a frame of reference. As specified by one of the interviewees: “when we consider issues of 

fairness, it's not about algorithmic fairness; it's about [...] the fair creation of an algorithm within the context and 

the importance of these contextual factors” (participant 4), so to understand how an algorithm operates in a 

given particular context.  

When focusing on use cases, research should strive to generalise methodologies of working with fairness - 

although not the techniques that are strictly dependent on the specific problem or application domain being 
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examined. Such limitations should be acknowledged in the scope of UR5 when adding new technical components 

to the toolkit that implements research outcomes. 

RR3 - Google Scholar analysis should protect against scientific collaboration biases. 

The primary biases of Google Scholar mentioned during the co-creation workshops were the monetary, rich-get-

richer mechanisms, and language related. In particular, rich institutions have more economic possibilities and 

offer broader opportunities to publish open-access research, which helps with increasing the number of related 

citations. Furthermore, the existing system of scientific collaboration and ranking further increases the gap 

between prominent organisations and others, therefore disadvantaging people at the beginning of their careers. 

Even researchers from prestigious universities can be less cited than their more experienced peers of the same 

universities. Finally, search on this platform works well with English papers but not as much with other languages. 

Concerns over Google Scholar’s reliability were also explored in the workshop. First, citation statistics can be 

miscalculated. For example, there exist many self-citations and multiple counts of the same citations due to the 

same document posted in different places (research page, university page, personal website, official journal). 

Second, some authors are frequently cited on certain topics, for example, because they are famous, or because 

they coined a popular concept. However, the aim of researchers is to find their own niche, so the specificity of 

the research can lead to self-citation. As a result, the number of citations by itself is not representative of how 

large the community is and how multidisciplinary it is. Citation counts become less important when researchers 

familiarise themselves with their field of study, as they follow specific authors that conduct more rigorous or 

relevant research. In the end, it often happens that scientific discovery depends less on keyword searches, and 

more on specific authors that researchers follow. Finally, it was mentioned that Google Scholar often shows 

papers that have already been read and authors who are most common to find. 

RR4 - Identity verification should be protected against proxies of sensitive attributes. 

During the co-creation workshops, participants were asked to rank different categories of attributes for identity 

verification in order of importance. While there were some variations across groups, there was a clear 

overarching rationale behind the rankings: attributes were arranged from hardest to change or remove (e.g., 

scars, pimples) to easiest (e.g., removing a hat). Possible sources of bias identified by the participants include 

age, gender, religion, race, facial hair (beards, moustaches, or goatees), glasses, mismatch between the age of 

the person when the picture in identity documents and selfies used in verification, that women tend to change 

more often than men, facial expressions, photo and phone quality, where the latter could be seen as a proxy for 

socio-economic status, and facial position. 

RR5 - AI models should not reinforce biases. 

AI has the potential to not only replicate but also reinforce inequalities related to protected attributes such as 

race, age, family status, marital status, socio-economic status, and retirement status. Furthermore, it could be 

biased against traits that are non-quantifiable (e.g., creativity, empathy), which underscores the complexity and 

potential limitations of AI decision-making. 

RR6 - Technical decisions of fair AI should reflect the social context. 

Fair AI models should be created (e.g., trained) based on good quality and diverse training data to be fairness-

aware, for example by considering protected groups of people. Fairness is related to diversity, which should be 

included in every aspect related to the design of AI systems that make use of multiple models. Fairness can be 

defined as a normative claim about the distribution of utility to different classes of individuals. There is the risk 

of treating one normative claim as the only one that counts as fairness, whilst there could be different definitions 
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of fairness in tension with each other.  

In relation to the aforementioned tension, MAMMOth’s research should provide guidance on how to translate 

high-level qualitative opinions on fairness to practical implementations, to be incorporated in UR6. This was 

considered in the co-creation process to be the trickiest part that needs the involvement of non-technical 

experts, like social scientists, to understand what groups have been disadvantaged in the past. In alignment with 

previously described research requirements, and given the difficulty of understanding which metric to apply each 

time, technical solutions should be mapped to specific opinions on fairness through practical examples.  

As different stakeholders have different levels of knowledge of AI and how it works, technical considerations 

should also be translated to terminology and languages (e.g., non-English languages) that are appropriate for 

different actors and that take into consideration their level of information needs. In particular, people affected 

by the use of AI systems should be able to understand the reasons behind certain choices (e.g., the reasons why 

a person receives the loan or not in UC1), and should be granted the option of appealing against the output of 

systems. Explainable AI techniques can help pursue this objective. The selected explanation strategy should 

remain faithful to the model (e.g., it should be verified). 

RR7 - Fair AI should remain under human supervision. 

To be used fairly, AI systems should support but not replace human decisions; they are simple processes and 

human judgement remains key. Characteristically, AI was defined by one of the interviewees as “a tool to assist 

humans in the decision, but where the human is given considerable agency” (participant 6). Typically, AI models 

are the result of aggregating large amounts of past data, so they may be accurate on average but not on individual 

predictions. This means that every single case still needs to be checked by a human being.  

Some participants of the survey further argued that AI models supporting factual systems should not be used if 

they make mistakes, or at least there should be other options when predictions are erroneous. Even initially 

high-quality systems should be continuously monitored by humans or through human-guided criteria to check 

whether they remain reliable and work properly. To compromise with the non-perfect nature of AI, the latter 

should be used for analysis and not for decisions; as decisions should be made by humans to grant flexibility in 

final decisions. 

RR8 - Academic collaboration ranking fairness should account for more than citations. 

Instead of Google Scholar ranks, as reflected by the order of academic citation, alternative categorisations should 

be sought, like displaying weights, qualitative criteria, or showing multiple recommendation scores at once. 

Some survey respondents also agreed that the work of people in disadvantaged situations (e.g., coming from 

less prestigious universities, with less connections, etc.) should also be valued.  

To begin with, and depending on the social context, academic citation and collaboration fairness should equalise 

metrics used in different journals. Since there are different peer review processes, rankings, degrees of rigour 

and strictness among journals, in some contexts it would be fair to equalise the different metrics used in different 

journals, in order to have shared evaluation criteria and set of values that would allow to actually compare 

papers. In doing this, it would be difficult to agree on the same categories for different types of journals (e.g., 

practitioner vs theoretical).  

Furthermore, post publication community assessment and metrics should be considered. The value of 

publications should not always be based on the presence of the peer-review process, as it does not necessarily 

represent an assurance of quality, but should be evaluated by the specific community working on the paper’s 

topic (similar to how books are rated on Goodreads). The community is a larger population that can assess a 
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paper in a fairer way than just a few people conducting the peer-review process. Citations are not necessarily 

the most relevant metric for the relevance or quality of a paper either. 

RR9 - Identity verification fairness should depend on AI system use. 

The fairness of identity verification technologies is strongly related to AI system use. For example, facial 

recognition can be problematic when used for unfair purposes, like population surveillance. Therefore, fairness 

evaluation for these technologies should also account for the deployment context.  

RR10 - AI in finance should acknowledge multiple definitions of fairness. 

An interviewee who has worked on the use of AI in finance and conducted workshops with both lenders and 

people who could be potentially affected by the use of AI in finance, mentioned how bank clients wanted their 

personal situation and history to be considered when the decision of accepting or rejecting a loan request had 

to be taken. Whilst lenders wanted AI to be systematic, bank clients wanted it to be empathetic and 

compassionate, and take personal situations into account. Furthermore, during the workshop conducted by 

DDG, the concept of fairness in AI decisions was interrogated, resulting in a variety of definitions including 

unbiased, non-discriminatory, equitable, and transparent. However, participants expressed cynicism regarding 

the inherent fairness of banking practices, suggesting that profit-oriented businesses may not prioritise fairness. 

Both during the workshops and in the survey, it was highlighted how individuals are considered by these systems 

as a series of data and variables that are not representative of their trustworthiness, and that the considerations 

made are too generic. 
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4 Architecture of the MAMMOth bias toolkit 

In this section, we describe the architectural design of the MAMMOth bias toolkit. This was derived from the 

requirements of Section 3 and acknowledges both project goals and technological constraints. Per UR4, UR5, and 

UR6 we envision usage of the toolkit as a robust resource for AI system creators. Through the toolkit, we aim to 

satisfy the DoA objectives of granting access to a combination of project’s and third-party research results, also 

reflected in FR3 and FR4. In practice, the toolkit will serve as a means of critically evaluating datasets or AI models 

through a user-friendly UI that, per NFR2, will be accessed by user-controlled deployment.  

In particular, a data science pipeline often takes the form presented in Figure 1, where data are preprocessed, 

AI models are trained on or make predictions on the pre-processed data, and their outcomes are postprocessed 

and finally validated. Models can be trained by machine learning architectures or other AI algorithms like no-

learning graph analysis (e.g., graph node ranking). Validation may assess model outcomes in terms of 

(un)fairness, for example via simple statistical tests or complex neural networks. Pipelines like this lie within 

broader software engineering processes, in which AI systems are first designed -in the scope of MAMMOth, this 

includes determining the social context and extracting relevant definitions of fairness- and maintained after 

development with new versions of patches to address bugs, new requirements, or external threats to quality. 

For fairness-aware AI, maintenance can also involve monitoring deviations from desired definitions of fairness. 

 

 

Figure 1. A data science pipeline with example datatypes 

Per UR3, the toolkit aims to navigate and mitigate multiple dimensions of biases embedded within such pipelines; 

it can be used for bias investigation during preliminary exploration of AI system design, fairness-aware AI system 

development, and monitoring for new biases arising during maintenance. Our design tackles three critical 

challenges: bias residing within the training data of AI components, AI-induced bias, and bias occurring during 

the interpretation of system outcomes. These are broader challenges also tackled by MAMMOth’s research, 

which aspires to develop an extensive range of methods for analysis and visualisation of data, models, and 

results, and to integrate developed libraries with existing tools to furnish a comprehensive array of options. Thus, 

we aim to integrate outcomes of the project’s research as technical components that run over a robust and easily 

extensible execution engine. Ιndependent components will assess datasets or models, create new ones, compute 

metrics or provide visualisations. Some components will serve as dataset loaders to parse and transfer datasets 

to others. Per FR2, functionalities of popular open source tools will be integrated as technical components too, 

given that they offer technologically ready solutions. 

The MAMMOth bias toolkit will fulfil the extensibility of NFR5 and compatibility of NFR7 by making use of 

dockerised technical components, whose environments and programming languages are selected by their 

authors. Communication with those components will be achieved through well-defined input and output 
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interfaces. Components will offer a combination of visualisations, statistics, and established toolkit methods, 

with which users can explore the attributes that weigh the most in outcomes and gain insights into possible 

biases within datasets or developed models. To make it easy to use per UR7, the toolkit will also provide an 

interface to guide its users through common tasks within the AI creation pipeline, as well as extensive user-

friendly documentation that covers deployment, usage patterns, and contextualisation of integrated technical 

components in the AI creation pipeline described above. Based on the advantages presented in NFR7, 

documentation, open source implementations, demonstrators per UR9, and community forums for fairness 

discussions per UR10 will be publicly accessible. 

In this section, we present a modular architecture that accommodates the above functionalities at the 

conceptual level (adjustments are expected under a rapid prototyping development cycle). To garner a concrete 

understanding of what the toolkit will entail, we started from the design fiction of subsection 4.1, namely user 

scenarios demonstrating usage within factual pipelines and mock-ups of the expected UI. This led to the design 

of core components and their orchestration mechanisms which are described in subsection 4.2. Finally, 

subsection 4.3 outlines prospective technical components that will be developed in collaboration with research 

partners (CERTH, CSH, UniBw) to integrate their research results into the toolkit’s functionality. 

4.1 Design fiction 

Here, we present user scenarios and mock-ups that satisfy gathered requirements in scenarios encompassed by 

the project’s use cases. This analysis led to the creation of the final toolkit architecture in subsection 4.2.  

Use case scenarios were gathered from stakeholders (use case leaders) through a structured process. Initially, 

interactive discussions were organised during the WP1 meetings, where stakeholders detailed their specific 

requirements, constraints, and expected interactions with the system. Then, use case scenarios for each specific 

domain of applications were collected. Gathered data were consolidated, refined, and documented as formal 

use case scenarios, reflecting the stakeholders' envisioned system functionalities and interactions. 

4.1.1 User scenarios 

User scenarios serve as a foundational step in understanding the functional requirements and interactions 

between users and systems,4 such as the MAMMOth bias toolkit, and are widely adopted in software 

development for the organisation and documentation of essential functionality beyond what requirements can 

capture. They also influence subsequent activities like design, coding, and testing. In this section, we present 

scenarios that were constructed through detailed conversations in the biweekly meetings of WP1 to reflect the 

unique challenges and needs identified within the three use cases (financial, face recognition, academic 

networks) of the project, guiding the development of a toolkit for bias detection and mitigation to ensure it aligns 

with user needs and project goals, as reflected by the requirements of Section 3. 

The user scenarios outlined in this section set clear objectives towards developing an easy-to-use bias detection 

and mitigation toolkit. These scenarios provide guidance on different aspects of AI system creation identified by 

the WP4 use case leaders and satisfy toolkit requirements. Ultimately, users of the toolkit are expected to be 

data scientists and user scenarios cover actions of this role. 

As the project progresses, user scenarios will be continually re-evaluated and refined. Prioritising scenarios 

during the analysis phase of the software development life cycle can guide component development during the 

                                                           
4 Malan, R., & Bredemeyer, D. (2001). Functional requirements and use cases. Bredemeyer Consulting.  
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design, coding, and testing phases. This approach helps improve the overall quality and productivity of the 

development process, leading to the creation of software that satisfies the equalities of non-functional 

requirements while being well-aligned with the functional and user requirements of Section 3. 

US1 - Exploring a dataset by attributes 

As a data scientist 

I want to explore the dataset according to single or multi-attributes, 

so that 

I can identify and study bias in dataset distributions, enabling a comprehensive understanding of inherent 

prejudices within the data. 

US2 - Loading multimodal data 

As a data scientist 

I want to be able to load multimodal data, 

so that 

I can identify and study bias within and across different modalities and thereby enhance the cross-modal 

comparative analysis. 

US3 - Applying different sampling approaches 

As a data scientist 

I want to apply different sampling approaches using attributes, 

so that 

I can attempt to mitigate biases through diverse sampling techniques and ensure a more equitable data 

representation. 

US4 - Employing image pre-processing techniques 

As a data scientist 

I want to apply various types of image pre-processing, (such as generic normalisation and intra-image 

normalisation), 

so that 

I can attempt to mitigate biases and ensure fair and unbiased image analysis.  

US5 - Visualising and quantifying the impact of bias mitigation 

As a data scientist 

I want to visualise and quantify the impact of an applied bias mitigation strategy, utilising methods like 

computing FAR (False Acceptance Rate) and FRR (False Rejection Rate), plotting ROC Curve, and exploring False 

rejection and False acceptances images pairs (overall or by attribute), 

so that 

I can monitor the improvement toward fairness (per single or multiple attribute) and measure the efficacy of 

applied bias mitigation strategies. 
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US6 - Running an entire machine learning pipeline 

As a data scientist 

I want to be able to run an entire ML pipeline in the same toolkit, 

so that 

I can seamlessly develop machine learning models and explore bias at different steps of the pipeline, ensuring 

coherent and integrated model development.  

US7 - Extracting an evaluation and bias mitigation report 

As a data scientist 

I want to be able to extract a report about the evaluation and bias mitigation strategy, 

so that 

I can keep track of changes in the data and model, and maintain coherent documentation of model evolution 

and bias rectification.  

US8 - Processing data locally 

As a data scientist, 

I want to be able to process my data locally, 

so that 

I can make sure that they are not shared, hereby maintaining the privacy and integrity of sensitive information. 

US9 - Uploading an excel file for data processing 

As a data scientist 

I want to be able to upload an excel file (.xls), 

so that 

I can process my existing data efficiently and integrate various data sources into the analysis seamlessly. 

4.1.2 Mock-ups 

In this section, we present mock-ups of the MAMMOth bias toolkit’s UI. These were based on the same 

discussions among partners that led to the extraction of functional and non-functional requirements. Mock-ups 

facilitate two main flows offered to the end user via the toolkit’s UI, namely dataset bias detection and model 

exploration, as well as access to the results of these flows. As the project progresses, appropriate refinements 

may be considered to better accommodate the use cases and better support emerging user needs. 

Dashboard 

Upon login, which will be described in subsection 4.2.2, users will access the dashboard of the toolkit, as 

envisioned in Figure 2. From there, they start three main pipelines; the first two trigger the dataset bias detection 

and model exploration tasks respectively, and the last lets users get an overview of running and completed tasks. 

In detail, the first pipeline implements dataset bias detection that helps users (recall that these are expected to 

be data scientists) initiate new bias detection processes over datasets. Appropriate parameters are selected with 

the aid of a wizard, that is, a UI that follows a sequence of small steps to configure the process. The second option 

is model exploration, where users can initiate new model exploration processes (e.g., of explainable AI 
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visualisation) by again selecting their parameters with the aid of a wizard menu. The third option offers a history 

of past runs, where users can access all tasks initiated by the first two options, alongside results for those whose 

computations have concluded, as well as the option to cancel unfinished computations. 

 

Figure 2. MAMMOth toolkit dashboard 

Dataset bias detection 

Users can initiate bias detection in datasets by selecting the corresponding option in the dashboard and then 

following the steps of the application wizard envisioned in Figure 3. To begin with, users should specify a dataset 

that is going to be analysed by providing a local or online resources via its uniform resource identifier (URI) as 

long as the URI is mapped to a specific network address accessible from the network, the loader to analyse raw 

data of various formats (e.g., csv files, image formats) and retrieve the dataset from its stored data, and 

(optionally) the dataset’s domain that aids the extraction of protected characteristics. Several loaders will be 

provided by the toolkit to process popular data formats, including multimodal datasets, i.e., that combine more 

than one data source, such as combinations of images with textual descriptions. The loaders will be developed 

by the technical partners and in many cases will wrap the programmatic data loaders of popular programming 

libraries or fairness toolkits. Throughout the project lifecycle, we will examine the addition of new loaders upon 

needs, while this process will not be fully automated as it will involve development to some extent. The domains 

of the three use cases (finance, visual identification, and citation networks) will also be included. In line with 

functional requirement FR5, users may optionally characterise their bias detection tasks (“runs”) by providing 

each with a descriptive name and a group label. 

As a second step, users will select protected attributes and characteristics of the dataset under examination. 

Common protected characteristics or attributes are automatically searched within the dataset (e.g., could be 

generated by the loader) and, following UR4, are pre-selected based on the domain selected at the previous 

step. For example, gender and race should be protected in many domains. This requires lists of predefined 

attributes, which will be compiled based on inputs from domain experts. New versions of the lists may be 

obtained during the course of the project and inserted in the toolkit’s implementation. For each dataset, users 

will also be able to modify selected attributes via checkboxes. 

Next, users will select one or more bias metrics to be calculated over the dataset. Per FR4, several metrics will 

be available, depending on loader components (and eventually its corresponding data types) and will be 

implemented by technical partners or external tools integrated and offered in the toolkit. For each metric, and 

in accordance with UR5, UR6, and UR8, a brief description will be provided to accommodate users with varying 
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levels of expertise on fairness and provide instructions about the need for complementary non-technical actions 

(e.g., consulting with stakeholders and social and legal experts to define fairness), as well as caveats and 

recommendations. Descriptions will also accommodate UR2 by pointing to the programming libraries 

implementing the metrics. Whether multiple bias metrics can run in parallel in the background depends on the 

details of the selected execution engine and requires further investigation. All descriptions will be extracted from 

respective research activities described in the first scientific report. 

After going through the above steps, users will be met with an overview of their choices. This cannot be edited 

directly, but previous steps can be revisited and modified by clicking the back button at each step of the wizard. 

Finally, clicking the start button will trigger a computational run of the specified dataset bias detection task and 

redirect the user to the Runs screen (see below) from where they can view task progress and outcomes.  

  

  

Figure 3. The dataset bias detection wizard 

The first step (top left) selects data, the second (top right) selects features and protected characteristics, the 

third (bottom left) selects bias metrics, and the fourth (bottom right) overviews inputs. 

Model exploration 

Users can also explore individual AI models. It was already mentioned that these include specific algorithms that 

operate directly on data (such as node ranking algorithms) or trained machine learning architectures saved in 

appropriate file formats. Model exploration also employs a wizard similar to the above, which is envisioned in 

Figure 4. Users first select the model that is going to be explored by providing its URI and a model loader that is 

going to be used. The user may optionally define a descriptive name for the resulting computational run and a 

group label. As previously stated, the dataset that is going to be used is set up by inputting its URI, selecting an 

appropriate loader, and the dataset’s domain. Also, similarly to before, the features and protected characteristics 
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of the dataset are selected by users. This will use the same predefined lists of attributes to consider as 

preselected. 

Next, visualisation techniques that are going to be used over the model have to be selected, which are required 

for a holistic model exploration mentioned in FR5. Visualisation also makes the toolkit easier to use per UR7. In 

the scope of satisfying FR3 and FR4 visualisation techniques will either be developed by research partners as 

components or wrap third-party libraries. Finally, users will be provided with an overview of their choices to 

review and potentially edit by revisiting previous steps. Clicking the start button will trigger a model exploration 

task that will be visible from the Runs screen - see below - and redirect the user there. 

   

  
 

 

Figure 4. Model Exploration 
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The first step (top left) constitutes model selection, the second (top right) selects datasets, the third (middle 

left) selects features and protected characteristics, the fourth (middle right) selects visualisation techniques, 

and in the fifth (bottom) overviews inputs. 

Runs 

Users can see the history of bias detection and model exploration tasks in a dedicated page, which is accessed 

from the dashboard and envisioned in Figure 5. Each run can be identified by user-specified name and group. 

The status of background computations is depicted alongside the type of the computation (Dataset or Model), 

the start time, and end time for runs that have concluded. By clicking the Rename button, users can edit run 

names. By clicking the View button, users navigate to a dedicated page of finished runs holding their results (e.g., 

metric computations and visualisations), envisioned in Figure 6. Users can click run-specific Cancel buttons to 

abort running computations of the respective task. 

 

Figure 5. Runs history 

The dedicated page of each run demonstrates the results of the specific run. This typically includes the analysis 

that is expected based on the selected metric or visualisation technique along with a number of bias-related 

recommendations. Users are offered the option of exporting this information in a standard format. Additionally, 

the page gives a view of all the input parameters the user has defined via the wizard (Overview option), allowing 

them to review and better understand the run. Figures 12 and 13 constitute indicative mock-ups for a run 

dedicated page for bias detection and model exploration respectively. 

  

Figure 6. Indicative run dedicated page for dataset bias detection (left) and model exploration (right) 
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4.2 Overall architecture 

The MAMMOth bias toolkit will follow a modular architecture that enables reconfiguration if new needs arise 

during the course of the project, as well as smooth and fast integration of new technical components. This 

architecture separates user management, the front end that is responsible for the UI, the configuration engine 

that generates concrete computational pipelines to run, and the execution engine that is responsible for the 

execution of AI models. 

A high-level view of the architecture is presented in Figure 7. In this, the user interface module will be responsible 

for the UI with which the user interacts. A user management module will provide user authentication. The 

primary management of technical components, such as dataset and model loaders, components developed by 

the consortium, and library wrappers, will be delegated to a configuration engine module. In the latter, each 

component will represent a step of a user-defined pipeline, where the whole pipeline will be packed into one 

configuration. Finally, an execution engine module will manage (e.g., schedule) the execution of user-configured 

pipelines that are generated from the two mock-up workflows. The execution engine will also operate on each 

step of pipelines and retain any produced artefacts, for example, to display bias assessment outputs at 

corresponding Runs pages. 

All modules and components managed by the configuration engine will be containerised using Docker, with all 

required dependencies included in each container. This will make the toolkit extensible per NFR5 by requiring 

the creation of independent containers for each new functionality. Compatibility with operating systems and 

infrastructure stipulated by NFR7 is covered by dockerisation, which forms an abstraction between the 

infrastructure and the dockerised environment.  

Dockerisation also simplifies deployment on both local machines and remote servers per UR1. The toolkit will 

offer a web-based UI for simplified user interaction that realises the mock-ups of subsection 4.1.2. To maintain 

security per NFR2 in cloud server deployments, infrastructure administrators will be able to implement a robust 

reverse proxy mechanism to route and secure incoming network requests, as well as SSL/TLS encryption. More 

details will be described in the documentation per UR7. 

 

Figure 7. High level overview of the MAMMOth toolkit architecture 
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4.2.1 Frontend module 

The toolkit’s frontend module will implement a UI that will communicate both with the user management 

module to obtain authorisation of user actions, and with the configuration engine module to construct execution 

pipelines to run based on the users input provided through the UI. The UI will consist of the mock-ups presented 

in subsection 4.1.2 to enable a step-by-step configuration of the dataset or model bias detection steps pipeline. 

It will also provide an interface for user authentication, and will retrieve the outputs of pipelines for display. 

The wizard-like interface of the UI will configure data processing pipelines of the configuration engine, which will 

in turn call the execution engine to orchestrate the running of the task. Execution will take some time, especially 

for large datasets. Upon pipeline execution completion, a backward communication of the appropriate modules 

will occur through the configuration engine to let the UI generate reports and diagrams based on the output of 

the pipeline and the run components, these output materials will be made available to the UI for presentation. 

4.2.2 User management module 

The user management module will offer a range of features and capabilities that ensure a secure execution 

environment per NFR2 by offering user authentication, authorisation, and identity management. Users will be 

required to login once, when visiting the web-based UI of the toolkit (e.g., in the localhost or remotely), and will 

then have access to all functionality. Users and their attributes will be managed centrally by the toolkit within 

the premises in which it runs, thus simplifying user provisioning, deprovisioning, and profile management by 

keeping everything in one container. An application interface will be developed for the communication between 

the user management module with the frontend. 

To cover all the above needs, we looked at an open source and an industry tested solution for identity and access 

management, called Keycloak. EXUS already has prior experience working with this tool after using it in several 

EU projects, which is expected to speed up respective development operations. At the same time, Keycloak is 

widely considered one of the best choices for user management in modular applications, like the MAMMOth 

bias toolkit (see below). In general, it can be flexibly adapted via plugins, extensions, and configurations without 

affecting other toolkit functionality during updates. Its own modular architecture further separates core user 

management components from its extensions (customisations are typically kept in separate modules or plugins, 

which can be updated independently of the core system), which simplifies maintenance and system upgrades 

without disrupting the maintainability of NFR4. Finally, its functionality is supported by industry-standard 

protocols like OAuth 2.0 and OpenID Connect, ensuring adherence to best practices.  

Keycloak further boasts an active open source community that is committed to maintaining and improving the 

platform, which is a positive sign for the project's ongoing health when accounting for future security patches to 

maintain NFR2. In fact, the project is known for its commitment to security and the prompt addressing of 

vulnerabilities, and releases security patches and updates in a timely manner by actively monitoring and 

responding to security issues. This ensures that dependent applications, like deployments of the MAMMOth bias 

toolkit, can quickly apply fixes to protect their users and the systems they are running on. A comprehensive 

strategy will be implemented to retain awareness of Keycloak's official security announcements, as they often 

provide information on the severity of vulnerabilities and the urgency of updates. Regularly applying these 

updates is a best practice to maintain the security of the toolkit. Additionally, organisations using the toolkit can 

proactively monitor the Keycloak project's security channels to stay informed about any potential vulnerabilities 

and updates, with practices that will be described in the accompanying documentation of UR6.  
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Moreover, Keycloak offers a centralised authentication and authorisation system that can be seamlessly 

integrated into a modular application like the MAMMOth bias toolkit. This means that it can easily manage user 

accounts, roles, and permissions across various modules of the toolkit from a single, unified dashboard. This 

centralisation simplifies user management, reduces administrative overhead, and ensures consistent security 

policies are enforced throughout the toolkit, including all the newly developed modules and the execution engine 

module. 

One of Keycloak's standout features is its support for a wide range of authentication methods, such as username 

with password or Single Sign-On (SSO). This flexibility will let toolkit development accommodate diverse practical 

needs during deployment while ensuring secure access to integrated modules. For example, SSO lets users log in 

once and gain access to multiple modules without needing to re-enter their credentials, thereby simplifying both 

user experience and management by authenticating user sessions only once. Keycloak is also highly extensible 

and customizable, making it a suitable choice for adapting to the specific needs of MAMMOth toolkit that will 

arise during agile development cycles. 

During the development of the toolkit, we will consume the following of Keycloak’s features: 

1. Custom authentication methods. Keycloak's extensibility will allow us to adapt authentication methods 

to nuances that arise when applying the high level of abstraction of the designed architecture to factual 

coding practices. 

2. User profile customisation. The toolkit will have specific user profile requirements or attributes that are 

not part of the default Keycloak setup. Extensibility enables the customisation of user profiles to include 

additional information fields. 

3. Authorisation rules. Keycloak's extensibility will be used to define and enforce specific authorisation 

rules and policies that align with emerging needs of the project’s use cases. Depending on the needs, this 

could include controlling who can access which resources and under what conditions. 

4. User management workflows. If the toolkit has unique user management workflows, such as approval 

processes or multi-step registration, Keycloak's extensibility can be leveraged to design and implement 

these workflows within the system. 

5. Custom themes and branding. The appearance and UI of the login and registration pages will be 

customised to match those of the MAMMOth bias toolkit's branding and the rest of the user experience. 

6. Logging and auditing. Extensibility will let us implement custom logging and auditing mechanisms to 

capture specific events and activities within the toolkit for compliance or security purposes. 

4.2.3 Configuration engine module 

By design, this module will enforce compatibility between individual components of bias analysis pipelines, 

allowing the sequential combination of components with compatible inputs and outputs. This module also 

generates the pipeline configuration, which will subsequently be run by the execution engine module. 

Per NFR5, this module ensures extensibility by managing a growing catalogue of components, including 

unforeseen ones that will be developed in the future. The components managed are either loaders or technical 

components. This categorisation reflects the order of the steps while building the steps in the wizard. Both these 

types will be treated the same and created with the same containerisation. Loaders will be responsible for the 

initial loading of the input datasets or models. Whereas technical components will perform actions like running 



MAMMOth Project – Grant ID 101070285 

Page 44 of 87 
 

metrics, creating visualisations, reports or a combination of these outputs. Methods of open source frameworks 

(e.g., AIF360) will be integrated into the toolkit in the form of technical components. 

The configuration engine module will generate the proper execution engine module pipeline (see below) based 

on user selections. To orchestrate the pipeline, the former manages all toolkit components, including versioning 

of the latter (e.g., multiple versions of the same component are accepted). To interact with users, it will interface 

with the frontend module’s UI, which is where users specify pipeline steps, based on the available components 

and interactions between them. Configurations will be meticulously validated to verify correctness before 

proceeding to actual execution. Then, this module communicates seamlessly with the execution engine module 

via the latter’s programming interface to forward the constructed pipeline for execution in the desired 

environment.  

4.2.4 Execution engine module 

To create an execution engine module, we consider options with qualities that align with those of the extracted 

requirement. In particular, these options should be open source per NFR3, well-tested per NFR2, and 

maintainable per NFR4 for the foreseeable future to support the toolkit long-term. They should be able to scale 

based on the workload per NFR6, which is the volume of data that needs to be processed including the processing 

that has to be done on these data, and also be extensible to allow the integration of technical components 

holding the project’s research outcomes per NFR5. We therefore gathered a list of tools that often serve as 

computational backends in the AI services industry, and compared them in terms of how well they cover the 

aforementioned requirements. We do this by assessing whether they cover low-level programmatic features 

needed to satisfy the requirements. This comparison is presented in Table 9. 

Table 9. Comparison of popular workflow and pipeline orchestration tools 

Tool NFR3 
AI oriented 
for NFR5 NFR4 

Large user 
community for 
NFR2 

REST API 
for NFR5 

Step-based 
pipeline for 
NFR5 

Step-level 
input output 
for NFR5 NFR6 

Argo ✓  ✓ ✓ ✓ ✓ ✓ ✓ 

AirFlow ✓  ✓ ✓ ✓ ✓ ✓ ✓ 

Dagster.io ✓  ✓  ✓ ✓   

Kubeflow 
Pipelines 

✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓ 

Flyte ✓ ✓ ✓  ✓ ✓ ✓ ✓ 

MLRun ✓ ✓ ✓  ✓ ✓ ✓  

Prefect ✓  ✓  ✓    

ZenML ✓ ✓ ✓  ✓ ✓ ✓  

Kedro ✓  ✓   ✓   
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Luigi ✓  ✓      

Metaflow ✓  ✓  ✓    

Couler ✓     ✓  ✓ 

Valohai  ✓ ✓  ✓ ✓   

Netflix Genie ✓  ✓      

Based on the above comparison, we selected Kubeflow Pipelines (KFP) to build the toolkit’s execution engine. 

This is an open source platform for building, deploying, and managing end-to-end machine learning workflows 

using Kubernetes (also known as K8s), which is an open source container orchestration platform that has gained 

widespread adoption in the field of cloud computing. Kubernetes provides a robust and flexible framework for 

automating the deployment, scaling, and management of containerised applications. It further offers features 

for container orchestration, load balancing, automated scaling, and self-healing. Its ability to abstract the 

underlying infrastructure and ensure consistent application deployment and management across different 

environments has made it a popular choice for building, deploying, and managing modern, cloud-native 

applications. In the scope of MAMMOth, and in addition to requirements transferred to KFP, Kubernetes features 

also satisfy NFR7. As the toolkit’s core will be composed of a set of a few interconnected containers, the use of 

a lightweight Kubernetes distribution will be preferred.  

With Kubernetes as the underlying platform, the MAMMOth bias toolkit benefits from a performant, scalable, 

and reliable infrastructure (satisfying considerations of NFR1, NFR3, and NFR7 respectively) that simplifies the 

execution of AI models and other technical components. In particular, Kubernetes provides the necessary 

foundation for running containerised applications and therefore ensures efficient resource allocation, easy 

scaling, and isolation of tasks; these principles align well with the above-described requirement. 

By leveraging Kubernetes, the toolkit's execution engine will take advantage of containerisation, orchestration, 

and automation, which are essential for managing the diverse technical components involved in the project. This 

combination of Kubernetes and KFP provides both a visual and programmatic approach to designing complex AI 

(e.g., machine learning) pipelines, ensuring efficient, reproducible, and collaborative execution of tasks across 

the project. KFP also offers an extensive API interface that will also be leveraged for communication by all 

modules of the toolkit. Especially the feature that a complete pipeline can be loaded using a single file is very 

useful for the MAMMOth toolkit, as this file can be created by the configuration engine module. 

KFP aims to make it easier for data scientists and engineers to collaborate, experiment, and scale their machine 

learning projects in a reproducible and efficient manner. Here, we present the key features we aim to consume: 

1. Pipeline definition. KFP allows us to define machine learning -or other data science- workflows as 

reusable and composable components using a Python-based domain-specific language. The toolkit will 

use this functionality to make sure that any AI model or wrapped library can be implemented and 

deployed as a KFP dockerised component and directly be included in appropriate bias analysis runs. 

2. Containerised execution. Each component in the pipeline is encapsulated within a Docker container, 

ensuring consistent environments across different stages of the workflow. This way any potential conflict 

between dependencies is avoided as each component will have its own dockerised environment within 

the toolkit. 
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3. Graphical Interface. KFP provides a web-based graphical UI that lets users design, visualise, and monitor 

their workflows. This UI helps users understand the structure of their pipelines and track the progress of 

individual tasks and will be extensively leveraged during toolkit implementation, for example, to aid 

debugging. 

4. Versioning and reusability. Pipelines (these correspond to toolkit runs) and pipeline components can be 

versioned and shared among team members, promoting collaboration and ensuring reproducibility. For 

example, improved versions of the same components or alternative (e.g., mutually exclusive) bias 

definitions can be added to the toolkit and coexist without issues. 

5. Execution on Kubernetes. KFP leverages Kubernetes to manage the execution of pipeline components. 

As already discussed, this supports several of the toolkit’s non-functional requirements. 

6. Artefact tracking. KFP supports tracking and logging of various artefacts generated during pipeline 

execution, such as data, models, and evaluation metrics. We will be using this functionality to track the 

outputs of technical components. 

4.3 Toolkit technical components of scientific outcomes 

The architecture of the MAMMOth bias toolkit presented above contains a component management submodule 

within the configuration engine that is responsible for extending core toolkit functionality with state-of-practice 

and new implementations of bias detection and mitigation, as well as explainable AI methods. Per FR3, some of 

these components will implement scientific research outcomes of MAMMOth, whereas others will wrap existing 

libraries for dataset loading, model loading, and bias assessment and mitigation.  

Here, we present prospective component types pertaining only to the scientific outcomes that will be finalised 

after the toolkit’s programming interfaces, and upon conclusion of respective research directions. These are a 

subcategory of technical components that will be created by MAMMOth. Depending on the future state of the 

project’s research and the final structure of the toolkit, each component type may end up corresponding to 

several final components. 

Implemented technical components will comply with ethical guidelines and regulatory requirements related to 

fairness and bias in AI, such as GDPR and AI ethics principles. In accordance with UR2, they will be wrapping 

programming libraries that will be developed in the course of this project. This way, the toolkit can point to those 

libraries when using respective components. Per NFR1 and NFR6, components will be efficiently implemented in 

terms of processing speed and will require as few resources as algorithmically possible when run on large 

datasets. This will be corroborated by amortised running time and resource consumption analyses. Components 

can be accompanied by short descriptions of usage and limitations to be integrated into the mock-up wizards 

per UR6 and UR7, for example in the form of tooltips. In the same vein, extended descriptions should also be 

included in the toolkit’s documentation.  

TC1 - Confounding bias mitigation  

CERTH has developed a methodology, called FLAC, for training fair image classification models. This addresses 

biases introduced by the high correlation between classes and protected attributes in training images; further 

details will be presented in the first scientific report. This component will integrate a schema to recommend the 

integration of FLAC as a bias mitigation approach in classification tasks to assist in satisfying FR6.  
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TC2 - Exploring bias under different perspectives 

CERTH is developing a framework to simplify the declaration of fairness measures as combinations of basic 

building blocks. This enables exploration of fairness and under many perspectives and group imbalances, as 

stipulated by UR5, by considering many block combinations. Furthermore, it ensures the explainability of 

complex measure computations by letting users backtrack computation values to the root numeric causes of 

discrimination (e.g., differences in number of erroneous positive predictions between two subgroups, 

differences between receiver operating characteristic curves between two subgroups). This includes caveats and 

recommendations for fairness measures that are based on interdisciplinary research and can cover UR8. More 

details can be found in the first scientific report.  

The framework maps to an underlying library that implements it, called FairBench. In accordance with UR2, 

resources of this library will be pointed to by the technical component for more control of the bias assessment 

process. Depending on its own integration with existing programmatic frameworks and libraries, FairBench can 

also serve as a common point to integrate bias quantification and assessment methods existing in the literature 

as part of FR4 and those developed in MAMMOth per FR6. Since the library also supports multi-perspective 

interactive visualisations, these can support the auditing and reporting of FR5.  

TC3 - Fair graph filtering 

CERTH is developing a methodology with which to inject fairness in personalised graph signal processing tasks, 

for example, to be used for no-learning node recommendation, link prediction, and community detection. This 

will lead to the creation of components that contain graph filtering methods mitigating disparate impact from 

the node scores produced by graph signal processing, i.e., these components will induce average node score 

parity between different subpopulations. Conducted research can be used both as AI models and as 

recommended bias mitigation methods by FR6. 

The methodology also explores how graph signals (i.e., distributions of node scores) need to be modified to 

mitigate disparate impact while adhering to the diffusion schemes of selected graph filters. This also lets us 

explore how prior node values of personalisation graph signals were responsible. This exploration will be taking 

the form of graph signal visualisation or explanations per UR7.  

TC4 – Multi-attribute bias mitigation 

UniBw will develop algorithms to address data volume challenges in tackling subgroup fairness, namely of sub-

populations identified by intersections of multiple protected attributes encountering data scarcity (e.g., 

underrepresented black young females - for more details consult the scientific report). These algorithms will 

include learning subgroup-specific latent features that support different dedicated deep machine learning 

models for each subgroup, and which will be recommended per FR6. Different data augmentation strategies that 

improve the predictive capacity of models on dedicated (protected) subgroups will also lead to the creation of 

corresponding components per FR3.  

A strategy will also be devised to aggregate subgroup models into one global model which will incorporate all 

the subgroup-specific latent information and generalise across all the subgroups. This strategy will be 

recommended as a bias mitigation approach by the toolkit through components as a bias mitigation approach in 

applicable tasks (e.g., classification), where it can assist in satisfying FR6.  

https://github.com/mever-team/FairBench
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TC5 – Multi-dimensional connection bias detection on networks 

CSH will develop an algorithm that analyses user-specified networks and produces reports on the homophily 

structures (i.e., that nodes with similar attributes tend to be linked) that explain network connections. For 

example, this will comprise likely aggregation functions that could have created the networks, inequalities 

between groups of nodes, the disadvantaged groups, as well as the most salient node attributes that determine 

the connection preferences. Depending on research outcomes, this component will also create actionable 

insights on how to mitigate bias and inequalities in the scope of FR6, for example via the creation of more links 

between pairs of minority groups to enhance their centrality.  

A component implementing the visualisation pipeline will also be generated per UR7 to help users understand 

connection imbalances and how segregated certain communities are per UR4. Per FR3, the base algorithm and 

its extension will also be packed into a component that will be integrated into the dataset bias detection pipeline 

presented in the mock-ups of subsection 4.1.2. 

TC6 - Explainable AI bias assessment 

CERTH will develop an explainable AI framework to explain the decisions made by classification models 

processing facial images. This will contribute to explainable bias assessment of FR5 and model visualisation of 

UR7 by letting users understand the facial regions upon which models base their decisions, as well as the exact 

appearance of features within these regions that guide user focus. Per FR3, this explainability method will be 

packed into a component that will be integrated into the model exploration pipeline presented in the mock-ups 

of subsection 4.1.2. 
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5 Conclusions 

The current deliverable identified and classified user requirements for the MAMMOth bias toolkit, which were 

derived from a multi-dimensional co-creation procedure that comprised interviews, a survey and numerous 

workshops. These were then used as a basis for designing the toolkit’s architecture. The presented user 

requirements and the architecture form the chief constituents of WP1, and reflect the project’s interdisciplinary 

approach by listing a number of diverse internal and external activities that were carried out at several different 

levels.  

Following the development of the toolkit and the goal of the continuous integration of the project’s solutions, 

the architectural design could be enriched or extended with additional components, depending on the 

development needs, as well as new emergent requirements. Extensions will include technical components 

containing not yet concluded scientific outcomes; some of these components will be developed alongside the 

toolkit as a proof-of-concept, whereas others will be created on the application interfaces finalised during the 

later (beta) stages of agile development. Therefore, the central axis of the toolkit’s architecture has taken into 

account modular principles to facilitate adaptations or extensions. 

With the development of the MAMMOth bias toolkit and the project’s evolution, the current extracted 

requirements and aligned architecture will constitute a category of its evaluation criteria. In particular, the 

respective elements will serve as inputs to T4.4 “Stakeholder evaluation of system, processes and results” to aid 

in the examination of the requirements’ fulfilment. At the same time, the presented elements for the toolkit will 

play a crucial role in guiding and refining the current and future subsequent research activities under WP2 and 

WP3, whose objectives revοlve around individual technical solutions.  

Overall, this deliverable provides the consortium with the essential groundwork to develop the MAMMOth bias 

toolkit and support the pertinent research components.  
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Annex I: Existing bias frameworks 

An overview of existing bias assessment and mitigation frameworks was prepared by CERTH for the internal 

workshop. This covers popular libraries and compares them in terms of licence, data source domain, types of 

metrics, types of bias mitigation (including explainability methods), and compatibility with computational 

backends. Library comparison is summarised in Table 10.  

General observations were presented to the consortium as a state-of-practice. The first of these observations is 

that, a lot of emphasis was placed on visualisation (e.g. comparing bar plots for statistical parity), adversarial 

approaches, and understanding exactly which kind of bias is there. Furthermore, most approaches are very 

simple, but by this merit they are of use to a wider audience. However, libraries typically lack multiclass and 

multimodal support. Overall, AIF360 is a very popular library and often serves as a basis for others. 

Table 10. Comparison of existing bias libraries 

 
Legend: C refers to classification, G to regression, R to ranking, P to parity-based metrics, C to counterfactual metrics, U to unsupervised 

metrics, E to preprocessing, O to postprocessing, I to in-processing to train fair models, X to explainability methods. 

Snyk (snyk.io/advisor) is a repository health advisory service and we report the health score for the repositories it has catalogued. 

Library Domain Bias Mitigation Stats Integration 

Name License C G R 
Tutorial 

data P C U E O I X 

Papers 

added 

GitHub 

stars 

Snyk 

health 
Language Compatible 

AIF360 

Apache 

2.0 ✓   Tabular ✓ ✓ ✓ ✓ ✓ ✓ ✓ 17 1.9k 84% Python, R 

scikit, pandas, 

torch 

FairLearn MIT ✓ ✓  Tabular ✓   ✓ ✓   13 1.4k 85% Python 

scikit, pandas, 

tensorflow, torch 

Fairness 

Indicators 

Apache 

2.0 ✓   Text ✓ ✓      - 0.3k 78% Python 

tensorflow, 

tensorboard 

What If 

Apache 

2.0 ✓ ✓  Tabular ✓ ✓  ✓ ✓ ✓ ✓ - 0.8k  Python 

tensorflow, 

tensorboard 

Aequitas MIT ✓   Tabular ✓       1 0.5k 45% Python pandas 

LiFT 

BSD 2-

Clause ✓  ✓ Tabular ✓    ✓   4 0.2k - Scala  

Audit AI MIT ✓ ✓  Tabular ✓   ✓ ✓   - 0.3k 42% Python scipy, pandas 

ML 

Fairness 

Gym 

Apache 

2.0 ✓ ✓ ✓ 

Tabular, 

Text, 

Graphs ✓       5 0.3k - Python  
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Fair 

Classificati

on GPL-3.0 ✓   Tabular ✓   ✓ ✓ ✓  3 0.2k - Python scipy 

Fairness 

Compariso

n 

Apache 

2.0 ✓   Tabular ✓       - 0.1k 45% Python  

Fairensics MIT ✓   Tabular  ✓    ✓  3 18 42% Python AIF360, CVXPY 

Responsibl

y MIT ✓   Tabular ✓       1 book 75 51% Python 

pandas, scikit, 

gensim 

Themis ML MIT ✓   Tabular ✓ ✓  ✓ ✓ ✓  5 0.1k - Python scikit, pandas 

Themis 

Custom 

(academi

cs only) ✓   Tabular ✓ ✓  ✓ ✓ ✓  5 0.1k 42% Python scikit, pandas 

Parity 

Fairness MIT ✓   Tabular ✓ ✓  ✓ ✓ ✓ ✓ 8 3 42% Python 

AIF360, scikit, 

pandas 

FairTorch MIT ✓   Tabular ✓     ✓   3 62 39% Python  

Amazon 

Sagemaker 

Clarify 

Amazon 

Software ✓ ✓  Tabular ✓ ✓     ✓ - 51  Python sagemaker 

FairPut - ✓   Tabular ✓      ✓ 1 64 39% Python 

AIF360, scikit, 

pandas 

Pygrank 

Apache 

2.0 ✓  ✓ Graphs ✓   ✓ ✓ ✓  

2 on 

graph 

fairness 20 66% Python tensorflow, torch 

Fairness 

Custom 

(copyrig

ht) ✓   Tabular ✓       - 25 - R  

Fairness.jl MIT ✓   Tabular ✓ ✓  ✓ ✓ ✓  5 29 - Julia  

GAN 

Debiasing - ✓   Images ✓     ✓  1 61 - Python scikit 

Fair Lens 

BSD 3 -

Clause ✓   Tabular ✓       

3 blog 

posts 65 - Python pandas 

FAT 

Forensics 

BSD 3 -

Clause ✓   

Tabular, 

Images ✓ ✓  ✓   ✓ - 59  Python scikit 
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In addition to the above observations, four main approaches and their advantages and disadvantages were 

identified as a means to provide the AI fairness assessment capabilities of the frameworks to computer scientists: 

1. Visualisation pipelines, which are intuitive and friendly to non-experts, but also focus on only qualitative 

characteristics and create rigid workflows. 

2. Web services that are easy to access, provide demonstrations, and are usable by non-experts. However, 

these services are often limited to specific models and pose the risk of losing control of data by uploading 

them. 

3. Libraries, which combine flexibility and extensibility, but in turn are only compatible with only specific 

computational backends, require programming skills to use, and each exhibits their own ad-hoc 

programming interfaces. 

4. Jupyter notebooks, for example to run in google Colab. These provide step-by-step explanations, but 

have little reusability, require programming skills and are not easy to plug-and-run in new systems. 

The requirements extracted for the MAMMOth bias toolkit and the project’s research eventually coalesced into 

a combination of these options that lets users seamlessly switch between approaches to mitigate respective 

risks. 
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Annex II: Interview guide 

Introduction 

• Can you please introduce yourself and tell me a bit more about your research/organisation? 

Main questions 

Fairness 

• What three words would you choose to define fairness?  

• Can you please explain why you chose these words? 

Fair AI 

• What do you think about the idea of building fair AI systems? Do you think it is possible?  

• If yes, what are, in your opinion, some possible strategies on how to ensure fair AI?  

• If not, why not? 

• In your experience, what are the areas where you think that the use of AI can be more useful? And where 

is it more problematic, in particular from a discriminatory perspective? 

The MAMMOth project 

• Based on the MAMMOth project description you have been given, do you have any 

comments/suggestions on the project? 

• [Only for technical experts] And about the toolkit? 

• [Only for technical experts] Have you ever used similar tools? [If yes] In your opinion, what are similar 

toolkits missing?  

• [Only for technical experts] Are you familiar with the concepts of multi-fairness, fairness in multimodal 

data and fairness in network data? And about the relative tools/approaches? 

• [Only for Non-technical experts] How do you envision the inclusion of social aspects in what we are 

developing in the project? 

• What are, in your opinion, the possible risks and challenges related to the project? 

Project’s use cases  

• As you have seen in the project description, we are focusing on three use cases (finance/loans, identity 

verification, academic citations). In your opinion, what are the main benefits of using AI in these specific 

use cases? And what are the possible problems/risks? 

• In your opinion, what groups of people are at higher risk of being negatively affected by the use of AI in 

these three use cases? 

• Can you think of some real-life examples of AI discrimination you have heard of/experienced in relation 

to the three use cases? 

• Based on your experience, what are other possible sources of discrimination specific to these use cases? 

[invite the interviewee to go beyond the list of protected attributes] 

Conclusions 

• Thank you for your time. Is there anything else you would like to add before we end the interview? 
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Annex III: Survey (English version) 

Dear participant, 

As part of the MAMMOth research project funded by the European Union (Grant Agreement number: 

101070285), we are investigating the opinions of people on Artificial Intelligence (AI) and its use in everyday life. 

You can fill the survey even if you have not heard of this topic before, as you will be provided with explanations 

and real-life examples. 

The survey should not take more than 10 minutes and the information you provide will be treated anonymously. 

If you have any questions about the survey, please email Marta Gibin at marta.gibin2@unibo.it  

If you want to know more about the project, please visit the project website: https://mammoth-ai.eu/  

We really appreciate your input! 

----------------------- [new page] 

1. Which of the following statements best describes your knowledge of Artificial Intelligence? [radio 

button] 

a. I’ve never heard of it 

b. I’ve heard of it, but I don’t know what it is 

c. I know a little about it 

d. I know a lot about it 

 

----------------------- [new page] 

Artificial Intelligence (AI) is the ability of computers to simulate human intelligence and learn tasks that 

humans typically do. Artificial Intelligence is increasingly used to make or assist decisions in many different 

situations, like in the selection of job candidates, the diagnosis of diseases, or the personalisation of online 

advertisements, just to name a few. 

In the following pages, you will be provided with three real-life situations in which Artificial Intelligence can 

be used, and asked to give your opinion.  

Please remember that there are no right or wrong answers.  

----------------------- [new page] 

Example 1.  

Mike goes to his local bank to apply for a loan. The bank uses an Artificial Intelligence system to decide if 

new clients, like Mike, can be trusted and given a loan. Mike is divorced and close to retirement. Based on 

the fact that other clients similar to Mike (men, divorced, and close to retirement) usually are not regular 

with payments, the system classifies Mike as a risky client and his loan request is denied. 

2. In your opinion, how fair or unfair is it that this decision is made by Artificial Intelligence? [radio button] 

a. Very unfair 

b. Not very fair 

c. Neither fair nor unfair 

d. Somewhat fair 

e. Very fair 

f. I don’t know 

 

3. Do you agree with the use of Artificial Intelligence to make this decision? [radio button] 

mailto:marta.gibin2@unibo.it
https://mammoth-ai.eu/
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a. Yes 

b. No 

c. I don’t know      

d. Other (please specify): ______________________________________________      

 

4.  

A. [If they answer “Yes”, “I don’t know”, or “other” to question 3] In your opinion, what are the possible 

benefits of using Artificial Intelligence to make this decision? [maximum two choices allowed] 

a. It saves time 

b. There is no risk of deciding based on personal favours  

c. The decision is based on accurate information 

d. A human being would make a similar decision 

e. Other (please specify): ___________________ 

f. I don’t know 

 

B. [If they answered “No”, “I don’t know”, or “other” to question 3] In your opinion, what are the possible 

problems of using Artificial Intelligence to make this decision? [maximum two choices allowed] 

a. It can be discriminating 

b. The information used isn’t representative of the trustworthiness of a person 

c. This type of decision should be made by a human being 

d. It violates privacy 

e. Other (please specify): ___________________ 

f. I don’t know 

 

----------------------- [new page] 

Example 2.  

Ginny needs to renew her identity document and, when she fills the online form, she is requested to take 

two photographs: one of her current identity document and one of her face. Her local administration uses 

an Artificial Intelligence system to automatically compare the two pictures and verify if they match, to avoid 

identity frauds. However, the system fails to recognise the correspondence and she is denied the request. 

When reporting this problem to the local administration, she is told that the system often fails to recognise 

Black women, like Ginny.   

5. In your opinion, how fair or unfair is it that this decision is made by Artificial Intelligence? [radio button] 

a. Very unfair 

b. Not very fair 

c. Neither fair nor unfair 

d. Somewhat fair 

e. Very fair 

f. I don’t know 

 

6. Do you agree with the use of Artificial Intelligence to make this decision? [radio button] 

a. Yes 

b. No 

c. I don’t know 

d. Other (please specify): ___________________ 
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7.  

A. [If they answered “Yes”, “I don’t know”, or “Other” to question 7] In your opinion, what are the 

possible benefits of using Artificial Intelligence to make this decision? [maximum two choices allowed] 

a. It saves time 

b. Humans may have prejudices against some social groups  

c. In case of error, Ginny can still go to her local office 

d. Artificial Intelligence can help to detect massive identity frauds 

e. Other (please specify): ___________________ 

f. I don’t know 

 

B. [If they answered “No”, “I don’t know”, or “Other” to question 7] In your opinion, what are the possible 

problems of using Artificial Intelligence to make this decision? [maximum two choices allowed] 

a. It can be discriminating 

b. Not everyone has a good quality camera 

c. This type of check should be made by a human being 

d. Pictures can be stolen and used in a fraudulent way by an imposture 

e. It violates privacy 

f. Other (please specify): ___________________ 

g. I don’t know 

 

----------------------- [new page] 

Example 3.   

Jorge and Maria are both researchers studying breast cancer treatments. However, Jorge works in a very 

prestigious university and with an internationally well-known research group, while Maria works in a small 

university and doesn’t have many international contacts. When searching online for scientists working on 

breast cancer treatments, Jorge always appears at the top of the list, whilst Maria is always at the bottom. 

The order of the results is decided by an Artificial Intelligence system based on how many times their articles 

have been cited by other researchers, which is influenced also by the number of their international contacts. 

8. In your opinion, how fair or unfair is it that this decision is made by Artificial Intelligence? [radio button] 

a. Very unfair 

b. Not very fair 

c. Neither fair nor unfair 

d. Somewhat fair 

e. Very fair 

f. I don’t know 

 

9. Do you agree with the use of Artificial Intelligence to make this decision? [radio button] 

a. Yes 

b. No 

c. I don’t know 

d. Other (please specify): ___________________ 

 

10.  
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A. [If they answered “Yes”, “I don’t know”, or “other” to question 11] In your opinion, what are the 

possible benefits of using Artificial Intelligence to make this decision? [maximum two choices allowed] 

a. It saves time 

b. Artificial Intelligence is neutral and objective 

c. The decision is based on the value of their research 

d. It would not be possible to do it otherwise 

e. Other (please specify): ___________________ 

f. I don’t know 

 

B. [If they answered “No”, “I don’t know” or “other” to question 11] In your opinion, what are the 

possible problems of using Artificial Intelligence to make this decision? [maximum two choices allowed] 

a. It can be discriminating 

b. The information used isn’t representative of the value of their research 

c. Also the work of people in a disadvantaged situation (coming from less prestigious universities, 

with less connections, etc.) should be valued 

d. The order should be decided based on different criteria 

e. Other (please specify): ___________________ 

f. I don’t know 

 

----------------------- [new page] 

 

11. Do you think you have personally experienced discrimination due to the use of Artificial Intelligence? 

[radio button] 

a. Yes 

b. No 

c. I don’t know 

 

12. [If they selected “Yes”] In what occasion(s)? Can you tell us a bit more about your experience? [optional] 

_______________________________________________________________________________________ 

 

----------------------- [new page] 

You will now be asked some questions about yourself. The questions are optional, so please feel free to answer 

only to the ones you feel comfortable with. All information will be treated anonymously.  

13. Please indicate your age: 

a. 18-24 

b. 25-34 

c. 35-44 

d. 45-54 

e. 55-64 

f. 65-74 

g. 75-84 

h. 85 or more 

i. Prefer not to say 

 

14. Which of the following best describes you? 
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a. Asian or Pacific Islander 

b. Black or African American 

c. Hispanic or Latino 

d. White or Caucasian 

e. Biracial or Multiracial 

f. Other (please specify): ___________________ 

g. Prefer not to say 

 

15. Please indicate your nationality (or skip to the next question if you prefer not to say it): ______________  

 

16. Do you have a migration background? 

a. Yes 

b. No 

c. Prefer not to say 

 

17. [If they answered “Yes” to question 16] What are/were the migration reasons? [multiple choice] 

a. Employment 

b. Family reunification 

c. Study 

d. Business 

e. Asylum/international protection 

f. Other (please specify): ___________________ 

g. Prefer not to say 

 

18. [If they answered “Yes” to question 16] What kind of residence permit do you have? 

a. Temporary residence permit 

b. Permanent residence permit 

c. Visa 

d. Waiting for decision on asylum application 

e. Other (please specify): ___________________ 

f. Prefer not to say 

 

19. Which of the following best describes your gender? 

a. Male 

b. Female 

c. Non-binary 

d. Other (please specify): _________________________ 

e. Prefer not to say 

 

20. Does it correspond to the sex you were assigned at birth?  

1. Yes 

2. No 

3. Prefer not to say 

21. Sexual orientation (skip to the next question if you prefer not to say it): ______________________ 
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22. What is the highest level of education you have completed? 

a. None 

b. Primary school 

c. Secondary school 

d. University degree 

e. Post-graduate degree (e.g. PhD) 

f. Prefer not to say 

 

23. Are you ever worried about your economic situation? 

a. Never 

b. Sometimes 

c. Always 

d. Prefer not to say 

 

24. Do you have any disability?  

a. Yes 

b. No 

c. Prefer not to say 

 

25. What religion do you belong to or identify yourself most close to? 

a. Catholicism/Christianity 

b. Judaism 

c. Islam 

d. Buddhism 

e. Hinduism 

f. Other (please specify): ___________________ 

g. Not religious 

h. Prefer not to say 

 

----------------------- [new page] 

 

Thank you so much for taking the time to complete this survey.  

Is there anything else you would like to add? ___________________________________________________ 

We are organising a workshop to further analyse this topic and listen to people’s opinions. If you are interested 

in further sharing your opinion on the topic, we kindly invite you to leave your email address below in order to 

be contacted by our team. Your contact information will be securely stored, will only be used for inviting you to 

the mentioned workshop, will not be shared with the third-parties, and will be permanently deleted when they 

are no longer needed or 5 years after the completion of the project (whichever is sooner).  

Email address: ____________________ 

 

  



MAMMOth Project – Grant ID 101070285 

Page 60 of 87 
 

Annex IV: Interviews with external experts 

Here, we summarise responses obtained during the interviews with external experts. When we quote extracts 

from the interviews, the numbers within square brackets indicate pseudo-anonymised codes assigned to the 

interviewees. Parts of these responses were used to shape the toolkit’s requirements. 

Fairness in AI 

Fairness was described as a “horizon” (participant 1), something that cannot be fully achieved, but that AI 

systems should tend towards. Some interviewees highlighted that fairness is not something that can be fully 

computed and operationalised, as some aspects escape technical solutions. For example, it was mentioned that 

fairness regards not only the ability to build unbiased AI systems, but also the aim those systems are built for; 

unbiased AI systems can still be unfair if they are applied to an unfair context or built for an unfair reason. For 

this reason, fairness has been defined as a multi-layered dimension and some interviewees suggested reflecting 

on which of these dimensions will be included in the toolkit and which not. It was also highlighted that often 

fairness is reduced to a problem of mathematical optimisation, but this might lead to overlooking other aspects 

(e.g. social). 

Fairness was defined as a normative claim about the distribution of utility to different classes of individuals. In 

AI systems, there is the risk to treat one normative claim as the only one that counts as fairness, whilst there 

could be different definitions in tension with each other. This is a consequence of fairness being a perceived 

category, which means that different actors might have different ideas about what is fair and what is not. 

Furthermore, there is no objective definition and implementation of fairness, so developers might need to deal 

with different conflicting metrics. For this reason, the idea of fairness to be implemented in an AI system should 

be something negotiated among different actors and based on compromise. One of the interviewees mentioned 

that “it's not […] that you just choose the right metric or […] collect the right data and it's fair. But it's something 

that has always to be negotiated in a way” (participant 1).  

At the same time, as highlighted by some of the interviewees, these processes of negotiation –achieved, for 

example, through multi-stakeholder discussions– are often affected by power and information imbalances (e.g. 

actors that are left out of the conversation, vulnerable people that don’t have enough space to express their 

opinion, the tendency to favour the interests of the actors with more power). According to some interviewees, 

there cannot be a conversation about fairness without addressing these power imbalances, and fairness is 

related to ensuring access, representation and equity. It was stated as being about “bring[ing] different 

stakeholders into the conversation and map[ping] risks […]. I think those conversations are mainly about which 

risks are we willing to take to get the benefits that technology can offer. But again, it's all about conversation 

and compromise and I think is very political […] because everyone has different interests behind it, and there's 

this huge power imbalance in it” (participant 3). This means that the actors who are not usually part of the debate 

due to linguistic, cultural, or status reasons should be included. 

It was also highlighted that fairness is context- and history-specific, and therefore cannot admit general 

definitions; any consideration regarding fairness needs to be contextualised because it can change in time and 

space. As specified by one of the interviewees: “when we consider issues of fairness, it's not about algorithmic 

fairness; it's about [...] the fair creation of an algorithm within the context and the importance of these contextual 

factors” (participant 4), so to understand how an algorithm operates in a given particular context. It was also 

mentioned that fairness is culture-dependent, so it might change when an AI system is applied in a different 

context than the one it was originally built for. 



MAMMOth Project – Grant ID 101070285 

Page 61 of 87 
 

Finally, it was mentioned that fairness needs to be monitored for the entire system’s life cycle, since it is related 

to all aspects of the AI system (model development, model application, etc.). It also regards the process and how 

the system is designed, and depends on the data being used. Some also added that, when working on fairness, 

it is important to understand and highlight the limits of each system (e.g. the predictability of certain systems 

cannot exceed a certain level).  

How to build fair AI systems 

Interviewees were then asked to list the key aspects they think need to be taken into consideration in order to 

build fair AI systems. The following aspects were mentioned: 

● To involve all stakeholders since the design phase. The process should be collective, deliberative, 

participatory – created through the continuous dialogue with different stakeholders; 

● AI solutions should be context/use case specific – referring to concrete models, concrete data sets, 

concrete applications, connected to theory/a specific harm/a specific community to avoid general 

statements. 

● AI solutions should try not to replicate the same discriminations that happen in society (racism, sexism, 

etc.). 

● Diversity should be included in every aspect related to the design of AI systems (the team who develop 

the system, the data being used, etc.). 

● The importance of good quality training data and a sampling strategy that is as balanced as possible with 

regard to sensitive characteristics, and can evaluate whether there are biases in the data.  

● Not reducing fairness to a single metric because there is no metric that covers every relevant aspect 

related to fairness. For this reason, it is important to be aware of the limits and implications of each 

metric.  

● To train the system multiple times, and look at standard deviation and robustness.  

● Transparency, explainability and making sure that the process is understandable by different 

stakeholders. As different stakeholders have different levels of knowledge of AI and how it works, there 

needs to be an effort in terms of translation to languages that are appropriate to different actors and 

that take into consideration their level of information needs. In particular, people affected by the use of 

AI should be explained the reasons behind certain choices (e.g. in the finance use case, the reasons why 

a person receives the loan or not). 

● To use explainable AI techniques. Different strategies have different degrees of faithfulness, so it was 

mentioned that it is important to check if the explanation is faithful to the model, and to use the most 

appropriate strategy for each case. 

● To remain sceptical and always monitor the model over the lifetime as there could be aspects that 

emerge at a later stage and can lead to new sources of unfairness. For this reason, it is important to have 

several audits of the system in time and make sure that stakeholders can recurrently evaluate the 

system. 

● Ethical responsibility; 

● Legally robust systems; 

● AI systems should support the decisions but not replace human decisions, as the machine is a simple 

process and human judgement remains key. AI was defined by one of the interviewees as “a tool to assist 

humans in the decision, but where the human is given considerable agency” (participant 6); 

● To introduce the possibility of appeal if people impacted by the system don’t agree with its output.  
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Suggestions on the toolkit 

The interviewees provided some suggestions regarding the toolkit and how it could look like.  

Regarding the technical aspects, it was suggested that it would be helpful if the toolkit could:  

● Be a design-oriented tool: it was mentioned that it would be helpful if the toolkit could divide AI systems 

in different stages, highlight the risks for each stage and when there are important interventions to be 

made in order to ensure fairness (show when and where biases enter in the system and how they arise), 

and provide a protocol for each part (e.g. a checklist of things to take into account and possible mitigation 

strategies, from a multidisciplinary perspective). For example, for the data collection phase, it would 

regard where the data are taken from, the percentage of population it represents, who is left out, etc. 

● Show how the system is performing e.g. how it is balancing different social groups in the idea of fairness, 

what factors it is considering, what variables are prioritised in the model, and what changes if different 

variables are prioritised. 

● Include a list of attributes that could be related to biases for each domain, since fairness is context-

specific. 

● Help to discover new forms of bias. 

● Include a handbook that can guide the users to choose between different mitigation methods. 

● Provide guidance to help users navigate the toolkit (e.g. include a handbook that can help the users 

understand how to use the toolkit and how not to use it). 

● Illustrate the impact and the consequences of different technical decisions and help data scientists 

imagine the worst-case scenarios for their system. 

● Generalise the methodology, but not the techniques as they are strictly related to the project, to the 

kind of data, etc. The toolkit should be clear on which of the solutions included in the toolkit are 

replicable and extendible to other applications/domains/problems and which are specific. Since the 

toolkit is built based on three specific use cases, the solutions provided are not necessarily applicable to 

other contexts. It needs to be clear what principles are generic (and how to extend them to different 

domains) and which are specific to the type of technology and field of application they were built from. 

● Focus on the process, by providing a roadmap on what developers need to focus on and what they need 

to measure to understand fairness in the specific use case (what questions to ask to the stakeholders, 

what to look at when trying to understand what a fair outcome is, how a fair outcome is understood by 

different groups, how to turn stakeholder's ideas on fairness into the technical things that they need). 

● Provide guidance on how to translate high level definitions/qualitative opinions on fairness to in practice 

things that can be implemented/something an algorithm can understand. This was considered to be the 

trickiest part that needs the involvement of non-technical experts like social scientists to understand 

what groups have been disadvantaged in the past. It was mentioned that sometimes it is difficult to 

understand which metric to apply to a specific case and it would be good if existing technical solutions 

could be mapped to people’s opinions on fairness.  

● Include practical examples to understand the mapping of particular fairness problems to particular 

solutions.   

Regarding the social aspects, it was highlighted that, if only dealing with technical issues, the toolkit risks to over-

simplify the problem of fairness by reducing it to a technical problem and promote a lack of accountability of the 

users. To avoid these risks, the interviewees suggested that, besides the technical aspects, the toolkit should: 

● Help the users question and problematise the use of technology, to avoid techno-solutionism, so the 

idea that technology is always the best solution to a problem. 
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● Since not all aspects related to fairness are technical, the toolkit should facilitate interdisciplinary 

discussion and create guidelines for collective decision-making, as technical users cannot be expected to 

deal with the social aspects of the problem (e.g. the analysis of the social context). At the same time, 

since the social aspects are recognised as crucial, the toolkit should promote the dialogue with other 

disciplines. As mentioned by the interviewees, fairness “is sold as a computer science problem, which I 

think is a particularly harmful way of thinking about this” (participant 11), but “there is not a single 

discipline that can solve the problem of fairness” (participant 16). The toolkit could then include very 

technical sections, but also general sections to stimulate and guide the discussion with other people in 

the team. 

● Educate to complexity, as it was pointed that there are no easy answers to the problem of fairness. 

● Raise awareness on the political aspects of building AI systems and the power that computer scientists 

have, to pass the message that every technical decision is a political decision, as it has real consequences 

on people’s lives – e.g. choosing to include some variables in the system instead of others depend on a 

specific view of the world and have real consequences. As mentioned by one of the interviewees, we 

should “make them [computer scientists] understand why it is important and relevant to their work and 

how their work is connected to society” (participant 4). Responsible Research and Innovation (RRI) tools 

were mentioned as a possible way to approach the problem.  

Other aspects, which are connected both to technical and social aspects, were mentioned during the interviews. 

The toolkit could: 

● Distinguish the different sources of bias (e.g. in the data collected, in the algorithms, how results are 

presented, in the society itself, in the team who build the AI system, etc.). 

● Include a forum where people can discuss and ask for advice around fairness. 

● Help to navigate between different approaches to fairness. 

● Point to the need of a mix of quantitative and qualitative data when building AI systems (the latter to 

understand the context). 

● Be integrated with other existing toolkits and guidelines. 

● Include strategies to make sure that users are not too willing to accept the output of the toolkit as there 

is the risk that the users can over rely on the toolkit (e.g. a warning for the user on the limits of the 

claiming of results).  

● Clarify the difference between legal discrimination, fairness and bias as sometimes they are used 

interchangeably.  

MAMMOth’s use cases 

Some of the experts that were interviewed had expertise on the topics covered by the three use cases of the 

MAMMOth project. 

An interviewee who has worked on the use of AI in finance and conducted some workshops with both lenders 

and people who could be potentially affected by the use of the system mentioned how bank clients wanted their 

personal situation and history to be considered when the decision of accepting or rejecting a loan request had 

to be taken. Whilst lenders wanted AI to be systematic, the bank clients wanted AI to be empathetic and 

compassionate, as reported in this excerpt: “you do get this interesting discrepancy because [for] the lenders […] 

[AI has] to make the same decision every time, like based on the information that is given. Whereas actually, 

when you talk to the lay participants […] they don't want it to be systematic. They want kind of like empathy and 

compassion to come into play. And again, it's all part of context: I want to understand that you had this bad 
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experience, but he's going to be working really hard to correct this instead. And actually, I've completely changed 

my financial habits, and this is important to whether I get this credit or not. So actually, you do need to take in 

my personal circumstances, whereas, you know, for the lender […] it's fair because it's like impartial. […] We 

want it to be partial. You know, we want that empathy. It's always very interesting because, of course, the 

algorithm can't have empathy or compassion” (participant 4). 

Another expert also suggested that it would be interesting to have an Inter European comparison of how 

different banking systems work and how AI systems are used in the real world, to understand formal and informal 

biases at play. For example, at the local level, the decision might be based more on the longstanding relationships 

among the bank and the client and less on the output of the AI system, whilst in larger organisations the decision 

could depend more on general criteria. So, even if the rules are officially the same, the way in which the person 

taking the decision interprets the output of the system might be different.  

When discussing the use case on academic citations and collaborations, the conversation revolved mainly around 

the process to collect the information needed to analyse possible discriminations in Google Scholar or similar 

search engines (in the specific case, gender and ethnicity). It was mentioned by some participants that the 

protected characteristics should be self-declared, not inferred, and some methods to achieve this were 

suggested (e.g. through a data donation campaign). However, one of the experts thought that using a gender 

and ethnicity automatic guesser would not be problematic in our specific case, as biases in the context of 

academic citations and collaborations are not related to the categories the person really identify with, but to 

what other people (and the system) mistake them for; an automatic detection of gender and ethnicity is going 

to guess what other people see when they look at the person. Also, asking people to self-identify could be 

problematic as different cultures might use different categories to self-identify. 

There were no specific recommendations regarding the use case on ID verification, and the interviewees 

mentioned that fairness related to the use of these systems strongly depends on the purpose these systems are 

made for. 

Risks and challenges 

Some risks and challenges related to the project were also discussed with the interviewees. One of the experts 

mentioned that developers are not necessarily the only target group we should take in consideration because 

many aspects related to fairness depend on high-level decisions about the system that are not made by 

developers, but instead by the product owner or the managers. For this reason, it was suggested that it would 

be nice to have a handbook/some guidelines aimed at raising awareness among the decision makers. It was also 

mentioned that fairness is only one of the objectives of an AI system (along with e.g. clickthrough, accuracy, 

precision, etc.) and sometimes there is reluctance on focusing on fairness as there is no clear understanding and 

opinions on the consequences of using an algorithm that is optimising for fairness instead of other objectives or 

the impact is not desired because in contrast with the goals of the company developing the system. Also, some 

communities of computer scientists are less sensitive than others on the topic of fairness, so it would be 

important to sensitise these communities. 

If looking only at the technical aspects of fairness in AI, there is the risk that the toolkit could promote a lack of 

accountability of the users, who could be under the impression that checking the AI system for biases with the 

help of the toolkit is the solution to the problem of fairness, whilst it is just about a part of the problem. It could 

also promote the idea that the technical solutions are detached from the real world and distract from the real 

problems. Moreover, as pointed out by one of the interviewees: by “translating into mathematical terms you 
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forget the political use of fairness” (participant 11). It was also suggested that finding a synthesis among different 

approaches to fairness can be one of the challenges of the project. 

As fairness is considered something context specific – the techniques are strictly related to the specific project, 

datasets, etc. – some interviewees suggested that it is also difficult to generalise and provide one-size-fits-all 

solutions. An AI system also works as a channelisation over previous data, so ML is good on average prediction 

but not on individual prediction. This means that every single case still needs to be checked by a human being. 

Moreover, in order to integrate the toolkit with other existing solutions, it needs to be checked if these solutions 

are open source and if they are interoperable. It also needs to be borne in mind that some actors (e.g. no profit 

organisations) are reluctant to use proprietary tools for ethical reasons (e.g. no assurance to treat data in a GDPR 

compliant way). It was also highlighted that the solutions included in the toolkit are subjected to obsolescence, 

as they can soon become old and outdated.  
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Annex V: Input from underrepresented groups 

 

Survey with vulnerable communities 

As shown in Figure 8, most of the interviewees (72%) declared that they know a little about Artificial Intelligence, 

15% that they know a lot about it, and only 4% said that they had never heard of it before, whilst 9% had heard 

of it, but they do not know what it is.  

 

Figure 8. Answers to the question “Which of the following statements best describes your knowledge of Artificial Intelligence?” (n= 229) 

After this introductory question, the interviewees were provided with a definition of Artificial Intelligence and 

the following examples – each referring to a different use case of the project: 

1. Mike goes to his local bank to apply for a loan. The bank uses an Artificial Intelligence system to decide if new 

clients, like Mike, can be trusted and given a loan. Mike is divorced and close to retirement. Based on the fact 

that other clients similar to Mike (men, divorced, and close to retirement) usually are not regular with payments, 

the system classifies Mike as a risky client and his loan request is denied.  

2. Ginny needs to renew her identity document and, when she fills the online form, she is requested to take two 

photographs: one of her current identity document and one of her face. Her local administration uses an Artificial 

Intelligence system to automatically compare the two pictures and verify if they match, to avoid identity frauds. 

However, the system fails to recognise the correspondence and she is denied the request. When reporting this 

problem to the local administration, she is told that the system often fails to recognise Black women, like Ginny. 

3. Jorge and Maria are both researchers studying breast cancer treatments. However, Jorge works in a very 

prestigious university and with an internationally well-known research group, while Maria works in a small 

university and doesn’t have many international contacts. When searching online for scientists working on breast 

cancer treatments, Jorge always appears at the top of the list, whilst Maria is always at the bottom. The order of 

the results is decided by an Artificial Intelligence system based on how many times their articles have been cited 

by other researchers, which is influenced also by the number of their international contacts. 
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For each of the three examples, the interviewees were asked if they thought that it was fair that the decision 

was made by Artificial Intelligence and were provided with six options: “Very fair”, “Somewhat fair”, “Neither 

fair nor unfair”, “Not very fair”, “Very unfair”, “I don’t know”. The results are shown in the figures 2; the first 

figure shows the distribution of the answers, whilst the second the results when positive (“Very fair”, “Somewhat 

fair”), neutral (“Neither fair nor unfair”, “I don’t know”) and negative (“Not very fair”, “Very unfair”) answers are 

grouped. The example that was rated as the most unfair is the one on identity verification, possibly because it 

was perceived as a form of discrimination based on personal characteristics (skin colour), whilst the other two 

examples could be somehow related to discourses on meritocracy, personal achievements and effort, on which 

the opinions can be more mixed. The example on academic citations and collaborations received the highest 

percentage of neutral answers; possibly because it is less easily relatable to the respondents and very specific to 

the academic community. For this reason, the respondents might have found it difficult to express an opinion.   

 

 

Figure 9. Answers to the question “In your opinion, how fair or unfair is it that this decision is made by Artificial Intelligence?” (N= 179) 

Most of the respondents did not agree with the use of AI to make a decision both in the case of AI systems used 

to manage a loan request (60%) and to verify the identity of a person (62%). The percentage of people who did 
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not agree with the use of AI to make a decision is also high in the case of academic citations and collaborations 

(49%), although in this case the percentage of respondents who don’t have an opinion is higher than in the other 

cases (17% against 5% of the “Loan request” use case and 7% of the “ID verification” use case); again, this could 

be due to the fact that Google Scholar and how it works is not very well known outside the academic domain.  

 
 

Figure 10. Answers to the question “Do you agree with the use of Artificial Intelligence to make this decision?” (N=179) 

A percentage between 7% and 15% chose the “Other” option and added some comments. In all three cases, it 

was mentioned that AI should only support decisions and not replace human judgement.  

In the case of loan requests, it was mentioned that AI should support the process, but the final decision should 

be made by a human being. It was mentioned that there might be external factors that an AI system doesn't 

consider, so the personal situation/background of the client should be listened to and the decision should be 

based on trust relationships. A person also thought that the process should include some flexibility on the final 

decision, and that the data used should be unbiased. 

For the ID verification, in the “Other” section, it was reported that the AI system needs to be trained and fed 

with diverse data to make decisions based on diversity aspects. It was also mentioned that the system should 

not be used if it makes mistakes, or at least the user should have other options to access the service if the AI 

system makes mistakes. Also in this case, it was reported that AI should be used for analysis and not for decisions, 

as decisions should be made by humans. 

Regarding the use case on academic citations and collaborations, it was mentioned that the example shows how 

the university/research system currently works. However, alternative categorisations should be displayed, e.g. 

weightings and qualitative criteria could be introduced, and it would be fair if the ranking was based on the 

quality of the paper as evaluated by the users, so there should be also a human factor in the process. 

Respondents were also asked to think about possible benefits and problems of the use of AI in the examples 

provided by choosing among a number of options. The tables below show their answers: the tables in green 

report the results related to the benefits and the tables in red to the problems. In all the three cases considered, 

the aspect that was recognised the most by participants as a possible benefit was related to how the use of AI 

can save time. The example that was recognised as more clearly discriminating was again the one on identity 

verification. 
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Loan requests 

 
% 

a. It saves time 60% 

b. There is no risk of deciding based on personal favours  44% 

c. The decision is based on accurate information 31% 

d. A human being would make a similar decision 13% 

e. Other 5% 

f. I don’t know 3% 

  

 
% 

b. The information used isn’t representative of the 

trustworthiness of a person  67% 

a. It can be discriminating 40% 

c. This type of decision should be made by a human 

being 34% 

e. Other 8% 

d. It violates privacy 4% 

f. I don’t know 2% 

60% of the respondents who agreed with the use of the AI system in loan requests or were unsure thought that 

AI can save time and the 44% appreciated that it avoids the risk of deciding based on personal favours. However, 

67% of those who didn’t agree with the use of the AI system in this use case or were unsure thought that the 

information used isn’t representative of the trustworthiness of a person and 40% that the system can be 

discriminating. In the section “Other”, the fact that AI is not driven by sentimentality was considered an 

additional benefit to those already suggested. As additional problems, it was mentioned that AI generalises and 

de-humanises processes and critical or important information may be missed. It was also recognised that the 

decision made by AI depends on how the system is “taught to think” and the world of finance tends to only 

contemplate the profit of the lender. In addition, a person mentioned that AI can make mistakes and there is no 

possibility to appeal the decision. 
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ID verification 

 
% 

a. It saves time 52% 

d. Artificial Intelligence can help to detect massive 

identity frauds      

49% 

c. In case of error, Ginny can still go to her local office 29% 

b. Humans may have prejudices against some social 

groups  

14% 

e. Other 7% 

f. I don’t know 4% 

  

 
% 

a. It can be discriminating 58% 

d. Pictures can be stolen and used in a fraudulent way 

by an imposture 

36% 

b. Not everyone has a good quality camera 31% 

c. This type of check should be made by a human being 26% 

e. It violates privacy 8% 

f. Other 5% 

g. I don’t know 2% 

52% of the respondents who agreed with the use of the AI system in ID verification or were unsure thought that 

AI can save time and the 49% appreciated that Artificial Intelligence can help to detect massive identity frauds. 

However, 58% of those who didn’t agree with the use of the AI system in this use case or were unsure thought 

that it can be discriminating and 36% were worried that pictures can be stolen and used in a fraudulent way by 

an imposture. 31% also thought that there could be issues related to the quality of the camera. In the section 

“Other”, the following problems were added by the respondents: due to the systemic issue of racism, AI cannot 

provide unbiased responses; there could be issues with security and use of data; there could be mistakes due to 

the possible mismatch between the age of the person when the picture in the ID was taken and the selfie.  
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Academic citations and collaborations 

 
% 

a. It saves time 46% 

c. The decision is based on the value of their research 35% 

b. Artificial Intelligence is neutral and objective 33% 

f. I don’t know 12% 

d. It would not be possible to do it otherwise 9% 

e. Other 9% 

  

 
% 

b. The information used isn’t representative of the value 

of their research 

55% 

c. Also the work of people in a disadvantaged situation 

(coming from less prestigious universities, with less 

connections, etc.) should be valued 

49% 

d. The order should be decided based on different 

criteria 

35% 

a. It can be discriminating 22% 

e. Other 3% 

f. I don’t know 3% 

 

35% of the respondents who agreed with the use of the AI system in academic citations and collaborations or 

were unsure thought that AI can save time, the 35% thought that the decision is based on the value of people’s 

research, and the 33% that AI is neutral and objective. However, 55% of those who didn’t agree with the use of 

the AI system in this use case or were unsure thought that the information used isn’t representative of the value 

of their research and 49% that also the work of people in a disadvantaged situation (coming from less prestigious 

universities, with less connections, etc.) should be valued. 35% mentioned that the ranking should be decided 

based on different criteria. In the section “Other”, as benefits, it was mentioned that AI can handle more 

information than a human being and show personalised results. As possible problems, that there is no choice on 

the criteria used to rank the results. 
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Respondents were eventually asked if they thought they had personally experienced discrimination due to the 

use of Artificial Intelligence. Only 9% of the respondents thought they had been discriminated by AI. 45% said 

that they didn’t know and the remaining 46% thought they had not been discriminated. The following 

experiences of discriminations were reported by the respondents: 

● The disadvantage in terms of visibility on social media and Google searches, as it is affected by the fact 

that other pages pay for visibility or have more followers; 

● AI filters in job selection processes; 

● Age and nationality biases; 

● Not having power or prestige to be visible in networks, as artificial intelligence reproduces power 

dynamics; 

● Gender biases in AI image creation; 

● Rejection of a request to open a bank account with no explanation; 

● AI facial recognition installed in some cities violates civil rights to privacy and the presumption of 

innocence. 

Some respondents also added some final considerations, mentioning that human beings should determine the 

parameters AI should follow and that the systems should be continuously monitored to check if they work 

properly. It was also added that AI depends on who programmed it. 

Regarding the personal characteristics of the respondents, 77% of the people who left their personal details were 

female, 21% were males and 2% selected the “Other” option. 13 respondents belonged to the LGBTQI+ 

community. 5 respondents stated that they have a disability. The respondents were mainly White/Caucasian 

(78%) and 35% had a migration background. 34% declared to be always worried about their economic situation, 

60% sometimes and only 6% reported that they are never worried. Most of the participants were not religious 

(51%) or Catholic/Christian (42%). The majority of the respondents belonged to the age group 25-34 (34%) and 

35-44 (28%). 80% of the respondents had a university degree or a postgraduate degree. 

Co-creation workshops 

During the training session, the participants were introduced to the topic of AI with the support of a presentation 

prepared by RUG, which explained what AI is and provided real-life examples. The goal was to create a common 

frame of reference and make sure that every participant had a basic understanding of the topic. 

In terms of background, in the workshop conducted by DAF, only three participants affirmed that they had 

previous knowledge about AI. In the workshops conducted by IASIS, most of the participants had little to average 

knowledge on the topic of AI. When asked to provide a definition of AI, they mentioned robots with human 

behaviour, computer systems, ChatGPT, something complex, algorithms, something related to maths and data. 

During the workshop, once shown some examples of everyday use of AI systems, they realised that they make 

use of narrow AI regularly in daily activities. The participants of the DDG and UNIBO/RUG workshops were, on 

average, familiar with AI. In particular, they unanimously reported daily interactions with AI through digital tools 

(Google Maps, Translate, Spotify, etc.) reflecting the pervasive role of AI in modern life. 

Several participants mentioned that they found the training session to be useful. After the presentation, they all 

agreed that they are using narrow-purposed AI daily without realising it. After the workshops, all participants 

affirmed that AI can bring some benefits, as it can support many daily activities, making them more efficient. 

However, it was considered to bring more problems, as it still represents something new that needs to be further 

explored and tailored. It was stressed that diversity is a key aspect to be ensured when building AI systems (in 

the training data, in the design team, etc.). It was also mentioned that AI systems should be thoroughly tested 
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to make sure they don’t produce/reproduce biases and forms of discrimination, and that AI needs regulations, 

shared standards and classifications. The importance of transparency was also stressed. 

An intriguing incident occurred during one of the workshops: a participant confessed to using a chatbot 

(ChatGPT) for their responses in the initial part of the workshop. This brings to light interesting considerations 

about the role of AI not only as an object of study but also as a participant in the research process. It further 

underscores the pervasive and complex role of AI in everyday life and the need for ongoing investigation and 

critical analysis of its impacts. 

Workshops on UC1 (Finance) 

The participants of the workshops focusing on the finance use case were introduced to the topic with real-life 

examples from this field of application of AI. Each group was then invited to reflect on a potential situation in 

which they needed to request a loan to buy a house and the bank used an AI system to evaluate their request.  

Participants exhibited nuanced perspectives on AI's objectivity; some argued that AI systems are inherently 

biased due to non-objective data, while others believed that objectivity could vary depending on the training 

data. In the workshop conducted by DDG, an interesting consensus emerged in terms of who would benefit the 

most from AI-based credit scoring: white males. This illustrates prevalent concerns about biases in AI systems. 

Sentiments about AI involvement in decision-making were predominantly moderate to negative. Concerns about 

transparency, the "black box" aspect of AI, and AI's inability to comprehend human factors, particularly when 

pertaining to vulnerable groups, were expressed. One participant noted the discomfort of being judged by AI, 

stating, "the main feeling is that it's not fair that AI is judging. Because I am a migrant, even if I am equal to 

another person in all parameters, I will get a lower rating just because of my migration status; it is not fair."(E1) 

This highlights the fear that AI systems can perpetuate existing biases, and therefore disadvantage marginalised 

groups. Conversely, one respondent felt comfortable with AI decision-making thanks to their demographic status 

as an educated, young, white male: “I feel OK, because I am an educated white young male” (E3). This response 

suggests that perceptions of AI may be influenced by social and demographic factors, and further scientific 

research is needed (e.g., in but not limited to MAMMOth) to explore this aspect.  

Advantages and downsides of AI in banking were extensively brainstormed by the participants (an example from 

the online workshop conducted by DDG is provided in picture 1). Benefits identified include improved customer 

experience, aiding bank decision-makers, time-saving, freeing staff from repetitive tasks, fraud detection, risk 

assessment, and easier transaction processes. It was also mentioned that, at times, AI can be accurate and fair 

regarding the provided interest rate and offer individualised solutions. 

In contrast, data privacy issues, cybersecurity risks, job losses, algorithmic bias, opaque processes, technical 

errors, and potential for regulatory non-compliance were listed as downsides. It was also mentioned that the 

use of AI systems could facilitate the reproduction of biases and that it would be unfair to be categorised 

according to characteristics that are innate (e.g. gender, ethnicity). Similarly to what was mentioned during the 

interviews with experts, some concerns were expressed in relation to the fact that the use of AI in banking 

systems can lead to a loss of personal touch and a minimisation of human interactions, leading to non-

personalised and generic decisions with customers considered as a series of data and characteristics and not as 

individuals. Participants were also worried that the use of AI would imply being offered higher interests when 

requesting a loan, shorter terms for repayment, a limitation on the offer of savings or investment products, or 

generally making the process of accessing a mortgage more difficult. These perspectives illustrate the double-

edged nature of AI applications. 



MAMMOth Project – Grant ID 101070285 

Page 74 of 87 
 

  

Figure 11. Brainstorming by participants when reflecting on the benefits of the use of AI in finance (DDG online workshop) 

The concept of fairness in AI decisions was interrogated, resulting in a variety of definitions including unbiased, 

non-discriminatory, equitable, and transparent. An important consideration was that AI should exhibit 

contextual awareness, considering individual circumstances. It was also mentioned that there should be a 

combination of human critical thinking and AI in banking systems, and the overall and final monitoring should be 

made by humans. However, participants expressed cynicism regarding the inherent fairness of banking practices, 

suggesting that profit-oriented businesses may not prioritise fairness. 

Furthermore, participants acknowledged that fairness of AI decisions is contingent on factors like design, 

implementation, data quality, the algorithms used, and ethical and technical considerations. As one participant 

noted, "Statistics is not about fairness, but about the majority and/or probability."(E4)  

The issue of biases reproduced by AI was raised, with AI potentially reinforcing inequalities related to protected 

attributes such as race, age, family status, marital status, socio-economic status, and retirement status. The idea 

that AI could be biased against traits that are non-quantifiable (e.g. creativity, empathy) underscores the 

complexity and potential limitations of AI decision-making. 

In conclusion, while participants acknowledged the benefits of AI in banking, they expressed significant concerns 

related to fairness, transparency, bias, and potential negative impacts on vulnerable groups. These findings 

highlight the need for ongoing research, critical discussion, and policy development to ensure that the 

implementation of AI in banking and other sectors is ethical, equitable, and transparent. It is essential to engage 

various stakeholders, particularly marginalised groups, in these dialogues to foster diverse perspectives and 

mitigate potential biases. 

It is also worth mentioning that some participants were surprised to realise that such categorisation practices 

exist and are being used in some banking systems. The workshops also raised awareness on the topic per the 

project’s objectives described in the DoA, as some participants at first could not easily distinguish e-banking 

procedures from credit score and requesting loan procedures. 

Workshops on UC2 (Identity verification) 

The use case on identity verification was again introduced by providing real-life examples to the participants. AI 

in identity verification elicited mixed reactions from the participants. A number of participants reported using AI 
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for ID verification (e.g., for car-sharing services), but many conveyed concerns. Participants were largely 

uncomfortable with AI's involvement in identity verification, primarily due to fears about data leakage.  

Statements such as, "don’t like it, no matter AI or human"; "strange feeling"; "can’t relax"; and "afraid" illustrate 

the apprehension. Several participants pointedly stated fears about potential data breaches and a lack of trust 

in AI, highlighting issues of privacy and security that need to be addressed in the deployment of AI technologies. 

The participants engaged in group discussions on the benefits and drawbacks of AI in identity verification, 

echoing many points raised in the context of AI in the finance sector. While the listed benefits were limited to 

time and cost savings, a far greater number of problems were raised. These included the risk of data leakage, 

inability to understand individual circumstances, issues with outdated document photos, barriers and potential 

biases against certain groups, and issues with missing data or inability to access data from countries with limited 

internet connectivity. 

The participants were asked to reflect on different categories of facial attributes that could lead to bias in ID 

verification systems and rank them in order of importance. The categories were created on the basis of the work 

conducted in WP3. An example from the workshop conducted by DDG is provided in Picture 2; the example 

shows the categories of attributes that were presented to the participants, who had also the opportunity to 

suggest other attributes. While there were some variations across groups, there was a clear overarching rationale 

behind the rankings: attributes were arranged in descending order of importance from hardest to 

change/remove (e.g. scars, pimples) to easiest (e.g. removing a hat) and from natural attributes to artificial 

complements (jewellery, hats, etc.).  

A couple of additional attributes were introduced by the participants: photo/phone quality, which could be seen 

as a proxy for socio-economic status, again hinting at potential discriminatory implications of AI use; and the 

position of the face (e.g. in front or on the side). In one of the workshops, it was also mentioned that there could 

be a gender bias due to the fact that women were considered to change their appearance more frequently than 

men, and this could cause issues with ID verification. People were also worried that subjective moods could alter 

the result of the ID verification process, although it was recognised that these are difficult to be determined and 

classified. One group stressed the importance of making sure that the training datasets ensure enough diversity 

in terms of age, gender, race, and religious symbols. 

 

Figure 12. Ranking of different categories of attributes (DDG online workshop, identity verification, Group B) 
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In conclusion, while the potential benefits of AI in identity verification, such as cost and time efficiency, were 

recognised, these were overshadowed by significant concerns about privacy, security, discrimination, and 

fairness. Addressing these issues will require a concerted effort involving technological innovation, regulation, 

education, and ongoing dialogue with diverse stakeholders, including those most at risk of being disadvantaged 

by these technologies. 

Workshops on UC3 (Academic citations and collaborations) 

The workshop focused on the use of Google Scholar as an example of a platform that can foster or limit academic 

citations and collaborations. 

All the participants in the workshop affirmed that they use Google Scholar; some on a daily basis, whilst others 

less frequently. Participants were asked what they use Google Scholar for. A number of different purposes were 

mentioned during the workshop: to look at the number of citations; as an online CV, where researchers can 

upload their work; to search for articles; to get a general impression on the literature in their field of interest; to 

follow some authors and receive alerts on their newly published papers or to follow specific topics of their 

interest; to explore new things; to look at who cited who, and to search for citations and references. It was also 

mentioned that Google Scholar is useful because it allows access to different sources of academic documents, 

not just papers (e.g. thesis, conference proceedings, etc.) – one participant mentioned that they recommend it 

to their students due to this reason. 

The opinions on Google Scholar were generally not very positive. Participants said that Google Scholar is usually 

not the most reliable tool and it is thought to be very biased, as it often shows papers that the user has already 

read and the authors who are most common to find. It was mentioned that it is useful to search for a generic 

“inspiration” on the field, but not for specific searches, as the results are too generic and broad. Some 

participants mentioned that they use Google Scholar in combination with other tools that can provide more 

specific and precise results, like Citation – a ChatGPT based tool, that analyses the research articles and allows 

the user to sort them by different filters; Elicit – that allows the user to ask direct questions to the system (e.g.: 

“what do you know about Artificial Intelligence in the field of science and education?”) and to add filters, sort 

results by the most cited papers, and create citations maps; Scielo – used for English, Portuguese and Spanish 

articles, which is not based on citations but it works instead with search words and, according to the users, allows 

for better quality results.  

Participants were then asked to reflect on the possible benefits and problems related to the use of Google 

Scholar. In addition to what was mentioned when discussing the use of Google Scholar, one participant said that 

they liked the feature that allows to see the list of recently published papers in the field of interest, or in fields 

that the user is not following but that are suggested based on keywords and previous searches, which can save 

time. As a possible benefit, it was also mentioned that the user can search for different profiles and see the list 

of publications for each author, so that Google Scholar works like a collection of the authors’ works. In addition, 

from an author’s page, it gives the possibility to access the author’s network (their organisation, their research 

group, other authors) and so to build a network of authors and their publications, providing a map of what is 

happening in the field. Some authors also list their collaborators directly in their page, and this helps to find other 

interesting people who work on the same topic, so it saves time in the search.  

However, also some problems related to the use of Google Scholar were identified. It was mentioned that rich 

institutions have more economic possibilities and offer broader opportunities to publish – in particular open 

access – which helps with increasing the citations related to the university/research institute. This leads to a 

“Matthew effect”, where “The rich get richer” – the system further increases the gap between rich 
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universities/research institutes and the others. It also disadvantages researchers at the beginning of their career, 

even if they are from a prestigious university, as they are less cited than more experienced researchers. 

Moreover, Google Scholar works very well with English papers but not as much with other languages. 

Participants were asked to reflect on what biases AI can mirror in the specific use case. A number of possible 

biases were mentioned, like: self-citations; multiple count of citations due to the same document posted in 

different places (research page, university page, personal website, official journal); work that gets cited but in 

reality it’s not the author’s work; authors that are always cited regarding a certain topic – e.g. because they 

coined a popular concept; and that citations are not representative of the diversity and multidisciplinarity of a 

community. It was also mentioned that citations become less important when the user gets familiar with a field 

of research as they move from searches based on keywords to searches based on specific authors that they want 

to follow.  

Participants were then asked what a fair result would be when dealing with academic citations and 

collaborations. Different ideas on fairness were mentioned. A participant mentioned that it would be fair to have 

an equalisation of the metrics used in different journals: since journals might have different peer review 

processes, rankings, degrees of rigour and strictness, it would be fair to equalise the different metrics used in 

different journals, in order to have shared evaluation criteria and set of values that would allow to actually 

compare papers. However, it was recognised that it would be difficult to agree on the same categories for 

different types of journal. 

Other participants thought that rankings should be based on post-publication community assessment and 

metrics: the value of the paper should not be based on the presence of the peer-review process, as it doesn’t 

always represent an assurance of quality, but it should be assessed by the specific community working on the 

paper’s topic, similar to how books are rated on Goodreads. The community is a larger population that can assess 

a paper in a fairer way than just the few people that conduct the peer-review process. Citations are thought not 

to be necessarily the most relevant metric to measure the relevance or quality of a paper. 

It was also mentioned that it would be useful if the system could allow the visualisation of different metrics e.g. 

highlighting the name of the organisation or the country of the institution. 

Moreover, it was recognised that the system will never be perfectly fair, and it should work towards the 

minimisation of biases. 
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Annex VI: Comparison of execution engine backends 

To determine a framework with which to build the execution engine of the MAMMOth bias toolkit, we 

overviewed the following list of tools. After a preliminary exploration, the most promising of these tools were 

found to be Airflow, Flyte, Kedro, Kubeflow Pipelines, Metaflow, MLRun, and Prefect. For these, we performed a 

more thorough exploration that eventually led us in matching their capabilities to the toolkit’s requirements in 

Table 9 to eventually select one of them to use. 

Promising frameworks 

AirFlow is an open source workflow automation and scheduling platform that enables users to programmatically 

author, schedule, and monitor data workflows. This is a feature-rich platform for orchestrating complex 

workflows with a wide range of integrations. Furthermore, its approach based on directed acyclic graphs provides 

flexibility and modularity. The project is mature and has extensive community support with active development 

and many third-party plugins. Unfortunately, AiFlow has a steep learning due to its complexity and is not natively 

designed for machine learning, which may hinder the toolkit’s development progress by requiring custom 

implementations. 

Flyte enables the creation of concurrent, scalable, and maintainable workflows specifically designed for machine 

learning tasks, making it easier to manage complex data processing and model development. This engine 

abstracts workflows with a Python software development kit, making it easy to build, share, and maintain 

pipelines. It also offers various task types and allows integration with different execution backends, including 

native support for Kubernetes to enable scalability and resource management. On the other hand, Flyte is 

relatively newer compared to some other options, so it may have a smaller user base and community support. 

Furthermore, the main product is under a commercial licence. Ultimately, it is based heavily on Kubeflow 

Pipelines but has a smaller community than the latter. 

Kedro is a library that implements software engineering best practices for data and machine learning pipelines, 

promoting structured development, testing, and maintainability. It is specifically designed for data and machine 

learning pipelines, making it ML-focused, and offers built-in data abstraction, versioning, and reproducibility 

features. It also leverages familiar tools like the popular Pandas data science library and provides a well-defined 

project structure. However, as an execution engine for the toolkit, Kedro is not suited to larger, more complex 

workflows compared to other platforms. It has also garnered a smaller community compared to other 

frameworks. 

Kubeflow Pipelines is an open source platform for building, deploying, and managing end-to-end machine 

learning workflows using Kubernetes. It provides a way to containerize, orchestrate, and automate various stages 

of the ML lifecycle. It supports, native integration with Kubernetes to facilitate a scalable and distributed pipeline 

execution with native support for containerised components. It also offers a user-friendly UI for creating, 

visualising, and managing pipelines, and garners great support by the community. Although it may not be the 

best choice for non-Kubernetes environments. However, for the development of the toolkit use case a mini 

Kubernetes system seems to be enough and this reduces the complexity. 

Metaflow is a user-friendly library that empowers scientists and engineers to efficiently build and manage data 

science projects, enhancing collaboration and productivity. This execution engine is developed by Netflix and 

designed for easy and efficient experimentation. It also provides excellent support for tracking data, models, and 

parameters during experiments, and boasts an Intuitive Python programming interface that directly integrates 
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popular machine learning libraries. However, Metaflow is not as feature-rich or mature as other options among 

explored engines, and the user community is not as extensive as of other more popular frameworks. 

MLRun offers a versatile mechanism to construct, execute, and monitor machine learning tasks and pipelines, 

aiding in the efficient development and deployment of models. It is focused on end-to-end machine learning 

pipeline management and automation, and enables easy tracking and versioning of data, models, and artefacts. 

It also iIntegrates with other tools, like Kubeflow and TensorFlow. However, MLRun is less mature compared to 

other options and might have some limitations. This is reflected in that it has a smaller user base and community 

support compared to more established frameworks. 

Prefect is a workflow management system that's optimised for modern infrastructure, providing tools to design, 

schedule, and execute data pipelines efficiently and reliably. It is easy-to-use and developer-friendly, with a 

native Python programming interface. It also offers monitoring, scheduling, and error handling features for 

workflows, and supports multiple execution environments, including local, cloud, and Kubernetes. 

Unfortunately, Prefect is not specifically designed for machine learning, so some features may hinder the toolkit’s 

development progress by requiring custom implementations. Furthermore, it has a smaller user base compared 

to more well-known tools. 

Other considered frameworks 

Argo is an open source, Kubernetes-native workflow engine that can orchestrate parallel jobs, making it easier 

to manage complex computations and tasks in a containerised environment. 

Dagster.io serves as a data orchestrator tailored for machine learning, analytics, and ETL processes, enabling 

data teams to build robust and maintainable workflows. 

ZenML is an extensible open source MLOps framework that focuses on creating reproducible pipelines, helping 

data teams manage machine learning workflows with versioning and collaboration features. 

Luigi is a Python module designed to simplify the construction of intricate pipelines for batch jobs, enabling the 

creation and management of data workflows with ease. 

Couler provides a unified interface for constructing and managing workflows across different workflow engines, 

enhancing the flexibility and portability of pipeline development. 

Valohai is a powerful yet straightforward tool for training, evaluating, and deploying machine learning models, 

streamlining the entire model development lifecycle. 

Netflix Genie is an open source distributed workflow and task orchestration framework developed by Netflix, 

designed to simplify the management and execution of diverse tasks in large-scale environments.  
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Annex VII: Structured design fiction feedback 
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