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Executive summary

This report provides a summary of the main scientific and technical progress and accomplishments achieved in
the first year of the MAMMOLth project. The project is aimed at addressing and mitigating multi-modal and multi-
attribute bias and discrimination in Artificial Intelligence (Al) systems. The project has made significant progress
across its scientific objectives, with a particular emphasis on the following aspects:

1.

Redefining Bias: The project has advanced understanding of bias by considering multiple protected
characteristics, moving beyond the limitations of single-attribute fairness-aware learning. This multi-
dimensional approach incorporates legal and societal perspectives to define and assess bias more
comprehensively. Moreover, quantification of bias under possibilistic logics as well as bias in connection
preferences with multi-attributed nodes have been studied.

Standardised Al Solutions: A significant accomplishment of the project is the creation of the FairBench
library, which provides a standard Application Programming Interface (API) for measuring group fairness
or bias in Al systems. This versatile software provides fairness building blocks that can be used to
systematically explore bias and discrimination, aiding in the development of fairer Al systems by enabling
exploration of the root causes of discrimination under a variety of block combinations that model
different perspectives.

Technology for Bias Evaluation and Mitigation: The project has developed innovative technologies to
evaluate and mitigate bias. The research focuses on the belief values of discrimination and the possibility
of encountering protected group members, offering a more nuanced and comprehensive assessment of
Al fairness. A novel method has also been developed to address bias in computer vision systems:
Fairness-aware representation Learning by suppressing Attribute-Class (FLAC) associations. In addition,
fairness metrics have been computed on citation rankings of researchers in different fields considering
protected attributes. Here, there is ongoing work on analysing different attributes and the role of
intersectionality in fairness values. Finally, the problem of mitigating discrimination in multiple tasks has
been studied and there is ongoing work on exploiting task similarities to tackle population imbalances.
Reliability, Traceability, and Explainability: In line with the goal of ensuring reliable, traceable, and
explainable Al solutions, the project is developing Explainable Artificial Intelligence (XAl) methodologies.
With an emphasis on computer vision XAl, support is provided for investigating the presence of bias and
gaining insights into model behaviour through visualisations and global focus analysis. In addition, the
interpretability of fairness in graph clustering is also being explored. Moreover, we offer tools for
debugging/inspecting model behaviour in terms of both accuracy and fairness optimization to
understand the optimization landscape and how fairness-enhancing interventions affect model
generalisation. Finally, for mixed tabular data, we provide counterfactual explanations to give actionable
recommendations to the end users about how to reverse the decision of a black-box model.

In a nutshell, the achievements and scientific advancements presented in this report underscore the significant

progress made towards the project’s goal of making Al systems fairer and more equitable. The project's work

holds the promise of contributing to a more inclusive and unbiased technological landscape.
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1 Introduction

The MAMMOth project is at the forefront of addressing the critical challenges of bias and discrimination within
Artificial Intelligence (Al) systems. The project's objectives are grounded in the need to redefine and combat bias
based on multiple protected characteristics, develop standardised Al solutions for evaluating and mitigating bias
across all Al development phases, advance new technologies to evaluate and mitigate Al bias, and ensure the
reliability, traceability, and explainability of Al solutions.

Although the project's overall goals are categorised into eight specific objectives, the primary focus of this report
revolves around its four scientific objectives (01-04). This report provides an overview of the project's
achievements and scientific progress across these objectives:

O1: Redefine bias based on multiple (protected) characteristics instead of a single attribute;
operationalize definitions of multi-discrimination characteristics.

Addressing multidimensional discrimination within Al systems is a complex challenge. The project has
undertaken a comprehensive effort to redefine bias by considering multiple protected characteristics,
such as race, gender, and age, across multiple data types such as tabular, visual, and social networks.
This has involved collaborative work, including the integration of legal and social perspectives, with the
goal of exploring the interplay between factors like socioeconomic status, gender, and race and creating
a unified framework for operationalizing multi-dimensional discrimination. Interdisciplinary efforts
culminated in the creation of an Al fairness definition handbook that proposes a structured co-creation
process to select context-specific definitions of fairness in Al systems based on input from stakeholders,
as well as computer, social, and legal science experts. Furthermore, stakeholders and policymakers have
been provided with an intuitive approach to quantifying bias, which includes quantifiable measures and
a framework that adheres to various possibilistic logics. This approach allows for a more nuanced
discrimination assessment and the identification of imbalances and biases. Key findings have indicated
map thresholding strategies for acceptable levels of discrimination to specific possibilistic logics.

02: Create standardised Al solutions to address bias across all phases of Al system development:
design step-by-step processes for the evaluation of bias in datasets and support mitigation strategies
and decision-making.

The FairBench library that we designed has significantly aided the progress of the project by providing a
standardised APl for measuring group fairness or bias using a mathematical framework. This library
enhances interoperability across programming environments, providing versatile tools for assessing
fairness and bias. We also worked on generating a synthetic face image dataset using the Stable Diffusion
model to enhance diversity in face verification systems beyond age, gender, and skin tone, aiming to
promote more equitable Al systems by capturing a broader range of facial variations. Additionally, we
conducted a survey to assess the suitability of existing datasets for fairness-aware applications, providing
valuable insights for researchers in the field.

03: Develop and advance new technologies to evaluate and mitigate Al bias: design multi-criteria,
multimodal bias mitigation algorithms.

We have introduced the Fairness-aware representation Learning by suppressing Attribute-Class
associations (FLAC) method and worked on making graph signal processing fairer. Moreover, we
proposed the Multi-Fair Boosting Post Pareto (MFBPP) algorithm, addressing the challenges of multi-
discrimination and class-imbalance in machine learning solutions. We also worked on multi-attribute
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fairness metrics for citation rankings. We investigated methods to evaluate potential biases in the
training data of computer vision systems, preventing harm to disadvantaged groups in downstream
applications. We worked on intersectional fairness under class imbalance. We further investigated
methods to mitigate bias and discrimination while solving multiple tasks together.

04: Ensure reliability, traceability, and explainability of Al solutions: design and advance multi-
discrimination accountability/explanations to address different types of bias across all stages of Al
development.

We studied the problem of “counterfactual explanations”, which offers a “what-if” analysis of model
decisions by identifying the minimal set of changes or interventions needed to alter the outcome of the
model for a given instance. We leveraged XAl methodologies to illuminate the decision-making process
of Al models handling facial images. This includes techniques like GradCam and LIME to assess bias in
classifiers processing facial images, e.g. image-based gender classifiers. The approach also extends to the
creation of comprehensive face heatmaps and the exploration of why certain areas are activated in Al
models. We also use non-negative matrix factorization to provide explainable insight in forming fair
graph clusters. Moreover, we have developed sequential counterfactual explanations to help the end
users gain actionable insights on how to reverse the decision of a black-box model. Finally, we provide
tools for understanding the accuracy-fairness optimization landscape and debug/inspect model’s
behaviour as well as the consequences of fairness-enhancing interventions. These developments in XAl
are expected to provide insights about the presence of bias in Al systems.

The remaining project objectives, as listed below, fall outside the scope of this report:

O5: Increase availability and deployment of unbiased and bias-preventing Al solutions: integrate and
prototype the proposed solutions into the MAMMOth open source suite. This objective, which is more
technical in nature, will be pursued in the next period.

06: Increase awareness and skills preventing Al bias and the uptake of the MAMMOth solutions by
involving affected communities and stakeholders across Europe and worldwide: Desigh and execute an
ambitious training and dissemination plan. This objective concerns the co-creation, communication and
training activities that are pursued in parallel to the scientific and research work.

O7: Advance European approach to excellence in Al: using insights from the involved communities and
the tools developed to help advance policies related to trustworthy and explainable Al. This is a more
long-term objective of the project that is going to be tackled during the latest project period.

08: Study Al biases on a case-by-case basis — providing insights on high risk applications: demonstrate
the developed methods and extract insights of bias, in finance, face recognition and research. More
concrete activities on use case design, development and evaluation are starting at the beginning of the
second project year.

The achievements outlined in this report offer evidence of significant progress towards achieving the set
scientific objectives (01-04). As the project advances, these accomplishments offer new insights and innovative
solutions for making Al systems fairer and more equitable, ultimately benefiting society at large.

The remainder of this report is structured as follows: Section 2 presents a comprehensive overview of the
research progress pertaining to the scientific objectives of the project, including a concise assessment of the
project's progress toward achieving these objectives. Section 3 provides a brief summary of the ongoing and
published research as well as the released software. Finally, Section 4 concludes the report with some closing
remarks and potential future research directions.

Page 8 of 30



MAMMOth Project — Grant ID 101070285

2 Research progress

The MAMMOth project strives to push the boundaries of the current state of the art by addressing bias and
discrimination challenges within Al systems in complex real-world settings. In particular, the project tackles these
challenges by:

e considering multiple potential discrimination attributes and objectives (referred to as protected
attributes, hereafter) beyond single-attribute fairness-aware learning and

e employing advanced multimodal and graph-based methods for complex instance representations,
moving beyond unimodal and tabular fairness-aware learning approaches as well as beyond the
independent and identically distributed (i.i.d.) assumption.

This section provides an account of how the project is progressing towards meeting its four scientific objectives.
The rest of this section is structured in four subsections, each corresponding to a scientific objective, and
describing a number of concrete achievements towards its accomplishment.

2.1 Objective 1 - towards a more comprehensive definition of Al bias

According to the DoA, Objective 1 aims at “Redefining bias based on multiple (protected) characteristics instead
of a single attribute: operationalizing definitions of multi-discrimination characteristics”.

In the realm of Al, discrimination occurs when Al-driven decision-making leads to biased outcomes against
certain individuals or demographic groups based on a protected attribute like race, gender, or age. Individuals
are, however, multi-dimensional, carrying multiple protected attributes simultaneously. Even in legal judiciary
cases (Roy et al., 2023a) reporting discrimination, it is found that approximately a quarter of cases are based on
multiple grounds. Ethnic minorities are particularly affected, facing discrimination on multiple grounds. Scholars
assume that a substantial share of discrimination is multi-dimensional and plays a significant role in Al systems.
To deal with this, fairness-aware machine learning aims to understand and mitigate bias in Al and Machine
Learning (ML) models, but most existing methods to date assess fairness based on a single protected attribute,
often leading to a gap in capturing “multi-dimensional discrimination” or “multi-dimensional fairness”. Through
01, we aim to (re)define and operationalize multi-dimensional discrimination in the context of Al research and
applications. To achieve this goal, both legal and societal literature are taken into account, as fairness and
discrimination are not solely technical issues.

The Al Fairness Definition Handbook: Initially, our work focused on gathering and defining Al fairness concepts
within a coherent framework, which helps Al system creators define fairness in their systems’ deployment
contexts while incorporating input from legal experts, social scientists, and affected stakeholders. Stakeholders
include underrepresented groups and product owners, both of whose opinions are gathered by social scientists
with appropriate methodologies (e.g., via focus groups). This act of acknowledging practical opinions is known
as pragmatism, and the framework aims to incorporate it in the process of defining what should be considered
fair for the given context. Conversely, the framework dissuades system creators, who have their own subjective
beliefs, from choosing technical principles (e.g., that come from the areas of algorithmic fairness or moral
philosophy) by themselves.

Our created interdisciplinary framework is detailed in the “Al Fairness Definition Handbook” (planned to be
published in the first half of 2024). Figure 1 illustrates the framework.
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Figure 1. Information transfer between different actors under our Al fairness handbook’s approach for defining Al system fairness;
dashed lines refer to transfer or principles that could help the receiving parties.

In this framework, technical principles that support existing definitions of fairness (e.g., measures of statistical
discrimination, mathematical group parity constraints, fair development practices from the algorithmic fairness
research literature) are used to perform a preliminary system analysis, and Al system creators update the
principles used in the given context based on pragmatic feedback that social scientists extract from stakeholders.
Throughout this whole process, legal experts are enlisted to make sure that selected definitions of fairness follow
regulation. To help Al system creators organise their work it first describes the above-mentioned roles. As a
framing reference, it also presents the question of whether Al should actively participate in societal
improvement. It then explains fairness interventions that may occur within an Al system’s pipeline and lifecycle,
and overviews common types of fairness definitions that may be reused or created, be they formalism (e.g.,
measures, mathematical constraints) or fair practices (e.g., unbiased data gathering, relevant EU regulation that
also affects other markets).

The multi-dimensional discrimination computational framework: Additionally, we aimed to express existing
fairness definitions under a common computational model. This was informed by a comprehensive overview we
conducted on multi-dimensional discrimination in both law and ML (Roy et al., 2023a). This involved a review of
diverse definitions of multi-dimensional discrimination and fairness (Figure 2 and Figure 3) in the legal domain
as well as how they have been transferred or operationalized (if) in the fairness-aware ML domain. Legal experts
have scrutinised the application of statistical fairness metrics in anti-discrimination law, identifying three key
forms of multi-dimensional discrimination (cumulative, intersectional, and sequential) that correlate with
parallel definitions in machine learning, and further proposing a generalisation of these fairness definitions. In
the realm of social sciences, intersectionality, introduced by Kimberlé Crenshaw (Crenshaw, 1989), helps analyse
how different sources of inequalities, such as gender, race, and disability, can intersect and amplify one another.
This disproportionate intersection can significantly affect marginalised groups. It underscores that addressing
these issues is not just about individual attributes but about understanding the combined impact of
discrimination.
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that the prohibition of headscarves specifically affects Muslim women (Source: Roy et al., 2023a).
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Figure 3. lllustration of sequential discrimination in the workplace based on three distinct grounds.

(Source: Roy et al., 2023a)

A possibilistic logics framework: Moreover, we are working on a framework that allows stakeholders and
policymakers to define bias using intuitive predicates. This leverages possibilistic logics, which can handle
predicates with uncertain values and are locally isomorphic to three base kinds: Godel, Product, and Lukasiewic.
It provides two bias-related definitions based on stakeholder beliefs: imbalance, which results from group
membership leading to discrimination, and bias, which arises from both imbalanced and discriminatory systems.
The belief values of these predicates are computed for the above-described truth values in Table 1.

The framework aims to bridge the gap between belief systems and quantifiable measures of Al fairness, ensuring
that thresholding strategies for acceptable discrimination levels are logically consistent with non-product logics.
In this regard, we engaged vulnerable communities through surveys and workshops, highlighting their hopes and
concerns regarding Al. They stressed that Al should complement, not replace, human efforts, emphasise
diversity, maintain transparency, and be subject to regulation. Fairness, as discussed in interviews, involves both
technical and social aspects. It's not solely about mitigating bias in algorithms but also about considering the
context and purpose of Al systems. Fairness can be subjective, with various stakeholders (e.g., vulnerable
community members) having different views. Achieving fairness often requires negotiation and compromise, but
power imbalances can influence the process.
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Table 1. Truth values of imbalance and bias in possibilistic logics.

Legend: S=belief of encountering the protected group, E=measure of algorithmic discrimination

Logic
Godel
Product

Lukasiewicz

Imbalance

minf{s, E}

E

max{1-S, E}

Bias

min{s, E}

E2

max{E-min{S, 1-E}, 0}

Bias in computer vision/facial images: We also conducted a comprehensive analysis of bias in facial image
datasets (Figure 4), revealing consistent overrepresentation of certain demographics such as males, individuals
of white ethnicity, and middle-aged individuals (Sarridis et al., 2023a). Even in datasets designed for demographic
fairness, underrepresented groups were identified at the intersection of demographics. We also addressed bias
in deep learning-based person identification and verification systems, emphasising the need to consider

intersectional bias by examining the collective impact of race, age, and gender. They proposed additional metrics
beyond accuracy to uncover pervasive biases, and their research showed stark disparities in face recognition
systems, particularly for African individuals and intersections of multiple protected groups. This work
underscores the importance of redefining bias based on multiple protected characteristics for a more equitable

technological landscape.
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Figure 4. FairFace data distributions across the intersections of race, gender, and age attributes.
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Bias in networks and graphs: We then investigated the mechanism through which people connect based on their
personal characteristics (also referred to as attributes), like, for example, gender, ethnicity, or SocioEconomic
Status (SES) (McPherson et al., 2001). Employing a network model for network generation similar to a Stochastic
Block Model, we estimate the preference of one group of people (e.g., white-male-with high SES) for another
group (e.g. black-female-with low SES), and manage to infer which mechanism is more likely to produce the
observed connection choices. The mechanisms, also called “aggregation functions”, that were analysed more
thoroughly are the AND operation and the OR operation. The AND operation represents people forming ties with
those similar in all characteristics, while the OR operation signifies that affinity in one attribute is adequate to
form a tie. The empirical analysis was applied to multiple datasets related to friendship networks in middle and
high schools that were obtained through personal surveys, particularly via the Add Health survey (84 US schools)
and the Teenage Friends and Lifestyle Study (Scottish school). Regarding the Add Health dataset, the attributes
considered were sex, race, and grade, and the results showed that race and grade were the most influential
attributes, while the AND aggregation function was the best-performing choice mechanism.

In the context of citation rankings, we studied the relationship between co-authorship networks and citations
authoring more than 200 million papers published from 1955 to 2020, divided into 19 academic fields from the
Semantic Scholar Open Research Corpus (Lo et al., 2019). The researchers of the studied papers were divided
into three categories: top-ranked (1%), medium-ranked (10%), and low-ranked (>10%) researchers and then
analysed their gender connectivity (Figure 5). We found that the use of citations as a metric of success can
perpetuate biases and reduce diversity in academia (Figures 6 and 7).

0.8
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| ‘ H Men
AN | ] ‘

| H
] ] 3 ] ] z
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(=)}

0

»

per category and field

0
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Proportion of each gender
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Figure 5. Representation of women and men in different scientific fields by three categories: top-, medium- and low-ranked.

We further analysed the participation and representation of women in various academic fields, highlighting their
underrepresentation in top-ranking positions. The study also revealed that top-ranked researchers tend to
collaborate with others in the same category, which may limit diversity. Future work involves computing fairness
metrics for citation rankings and examining the intersection of gender with other attributes like institution and
ethnicity to understand biases in academia.
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Figure 6. Ranking positions for the first 1.000 researchers, women, and men.
The ranking value corresponds to the ranking value of each gender.
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Figure 7. Fairness metrics for the representation of women vs men in the top-ranked positions.

(Schumacher et al, 2022)

2.2 Objective 2 - towards standardised Al solutions for addressing bias

According to the DoA, Objective 2 aims at “creating standardised Al solutions to address bias across all phases
of development of Al systems: design step by step processes for the evaluation of bias in datasets and support
mitigation strategies and decision making”.

Addressing bias during individual steps of Al creation requires the use of appropriate algorithmic tools and
practices. These need to be general enough to cover a wide range of development environments, types of data,
and coding pipelines. If they do, they can be packed into programming libraries and shared with the computer
science community to promote standardised procedures. A key challenge is that what constitutes fairness or bias
may change depending on the normative realities being identified from stakeholder feedback. This also includes
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considerations of the ethical and legal frameworks in which Al creators work. MAMMOth aims to produce
software tools that can be deployed in broad categories of environments.

FairBench: We developed an operational framework for group multi-discrimination, including measures to
assess Al outcomes for subpopulations, pairwise comparisons, and aggregation of fairness assessments. The
framework can handle complex settings and was presented in the FairBench (Krasanakis & Papadopoulos, 2023a)
library, demonstrating multi-discrimination by considering protected attribute values and their intersections. It
standardises the measurement of group fairness or bias using a mathematical framework. It offers a standardised
AP| for integrating these measures into programming pipelines, ensuring interoperability across various
programming environments, including popular libraries like NumPy, Pandas, Scikit-Learn, TensorFlow, JAX, and
PyTorch. This library enhances the functionality of EagerPy (Rauber, 2020) and fills a gap in providing
standardised solutions for fairness and bias definitions, particularly in deep learning environments. FairBench
provides a versatile toolkit for assessing fairness and bias. In its alpha version, it offers 20 Al performance metrics,
10 expanders, and 9 reducers, amounting to a combination of 1,800 standardised measures. A snapshot example
has been provided in Figure 8. The forthcoming beta version will expand these measures further based on
community feedback. This toolkit facilitates a systematic exploration of bias and fairness from various angles,
including innovative combinations of components not previously considered. It supports a wide range of Al tasks,
aids in organising and visualising data, and offers interactive exploration features to enhance understanding of
fairness assessments and numeric causes of discrimination.

report.auc report.auc.explain.min.explain.curve

Select ALL 1o swi Belect ALL to swilch between branch and entry views

O

Figure 8. Interactive visualisation of FairBench, captured at the points where different reduction strategies are applied on AUC (left) and
on a deep exploration of explainable quantities that the library keeps track of (right).

In addition to computing measures, FairBench can also export popular definitions of fairness to model cards in
various popular formats (.html, .xml, .yaml). Model cards search for well-known measures of algorithmic fairness
from complicated reports and check whether Al systems comply with those. In addition to code-based checks,
caveats and recommendations are provided in the cards, which include related considerations gathered from
the social and legal sciences as part of the MAMMOth co-creation activities.

Towards a fair multi-attribute face dataset: Ensuring accuracy and fairness in Al systems requires diverse
training data. This is especially vital for face verification systems, where current datasets lack diversity beyond
age, gender, and skin tone. To address this, a new synthetic face image dataset is being generated using the
Stable Diffusion model (Rombach, 2022). This aims to capture a broader range of facial variations, including non-
permanent traits like makeup, hairstyles, and accessories, promoting more equitable Al systems. Example images
of the dataset are shown in Figure 9. The corresponding input prompts for the three images are the following:
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e Pacific Islander, stressed, wearing headscarf, girl, black eyes, wearing lipstick, 8K, ultra realistic, textured
skin, remarkable detailed pupils, realistic dull skin noise, visible skin detail, skin fuzz, dry skin, tone
mapping, realistic background,

e White, androgynous person, pink hair, blue eyes, Fujifilm XT3, ultra realistic, textured skin, remarkable
detailed pupils, realistic dull skin noise, visible skin detail, skin fuzz, dry skin, tone mapping, realistic
background,

e Middle Eastern, man, short hair, having wrinkles, 8K, Nikon Z9, ultra realistic, textured skin, remarkable
detailed pupils, realistic dull skin noise, visible skin detail, skin fuzz, dry skin, tone mapping, realistic
background.

Figure 9. Example face images of the dataset generated with Stable Diffusion model.

Bias-aware exploratory analysis: Building on the survey work conducted by Le Quy et al. (2022), which
extensively examines tabular datasets tailored for fairness-aware machine learning applications, we delve into
various parameters of dataset complexity that may impact fairness behaviour, such as cardinality, class
imbalance, data type, dimensionality, and more. We use their proposed methodology as a valuable tool for
conducting exploratory analyses on fairness-related tabular datasets, offering insights into the data challenges
faced in machine learning.

2.3 Objective 3 - towards new technologies for evaluating and mitigating Al bias

According to the DoA, Objective 3 aims at “developing and advancing new technologies to evaluate and
mitigate Al bias: design multi-criteria, multimodal bias mitigation algorithms”.

Recent research on Al bias and discrimination has primarily focused on addressing single-dimensional bias and
tabular data representations. However, there is a need to move beyond these oversimplified assumptions and
develop new bias mitigation methods and algorithms, along with benchmark datasets and evaluation
frameworks.

Building on the framework established by Roy et al. (2022), our work underscores the ongoing challenges
associated with mitigating bias in multi-fairness scenarios. The inherent complexity lies in navigating trade-offs
between protected attributes, which may inadvertently lead to unintended shifts in discrimination. Additionally,
imbalances in the population distribution of various protected groups, such as females and blacks, defined by
attributes like sex and race, across different classes further compound these trade-off challenges.
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Multi-objective optimization for fairness: To address these complexities and arrive at fair solutions that consider
imbalance-aware trade-offs, we employ the Multi-Fair Boosting Post Pareto (MFBPP) algorithm proposed by Roy
et al. (2022). This boosting-based MMM-fair algorithm integrates MMM-costs into both the distribution update
and post-training stages. This incorporation allows for the optimal balance of accuracy, class balance, and
fairness in the solutions to be selected, as detailed in Figure 10. By leveraging the insights and methodology

presented by Roy et al. (2022), our work contributes to the practical application and extension of their approach
in navigating the intricate landscape of multi-fairness scenarios.
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Figure 10. Visualisation of the Pareto front and the selected trade-off solution in the complete solution surface.

Fairness-gerrymandering: A notable challenge, known as “fairness gerrymandering”, arises when fairness
constraints are breached for structured subgroups. Our work highlights this challenge (Roy et al., 2023a) using a
hypothetical example in Figure 11. The depicted outcomes of an ML model trained for fairness based on gender
and race show statistical parity among the broad gender and race categories. The model equally predicts 50% of
males and 50% of females as suspected “drug traffickers”, as well as 50% of blacks and 50% of whites. However,
upon closer examination within subgroups, significant disparities emerge. The model's predictions demonstrate

100% suspicion for white females, identifying all 20 individuals as suspects, while it predicts 0% suspicion for
white males, marking none of the 20 individuals as suspects.
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Figure 11. Hypothetical example to illustrate fairness gerrymandering.

Learning under population- and class-imbalance: We further found that addressing the gerrymandering
problem requires considering intersectional subgroups, but their exponential growth results in data scarcity
issues, including population and class imbalances. Balancing fairness and accuracy within and across multiple
tasks is another challenge. In this regard, we explored the “Adult” dataset to exemplify these challenges, focusing
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on income prediction with race, gender, and age as protected attributes. As depicted in Figure 12, the study
reveals a scarcity problem, with some subgroups having very few instances. For instance, “Black Young Female”
has only 555 instances (1.23%), while “White Old Male” has 22,856 instances (50.54%). Positive-to-negative Class
Imbalance Ratios (CIR) also vary, with minority subgroups facing higher imbalances. For example, the “Black
Young Female” subgroup has a CIR of 1:61, whereas the majority “White Old Male” subgroup has a CIR of 1:1.6.

Black Young Female
555 instances
CIR: 1:61

Total
45,222 instances
CIR: 1:3

\ White Old Male

22,856 instances
CIR: 1:1.6

Figure 12. lllustration of the subgroup data scarcity and subgroup class imbalance problems for the Adult dataset.

The research explores methods for deriving belief values related to discrimination and the possibility of
encountering protected group members through questionnaires. It offers end-to-end techniques for possibilistic
reasoning about discrimination based on group-based performance measures, mapping these measures to
specific logics. As an alternative, relevant discrimination measures are extracted from the literature through
workshops, and machine learning models replicate aggregated belief values from stakeholders and policymakers
(Figure 13). Truth values are available from questionnaires, and the properties of truth values determine the

choice of logic.
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Figure 13. Constructed example of fitting survey-derived discrimination.

Fairness-aware representation learning: We developed the Fairness-aware representation Learning by
suppressing Attribute-Class associations (FLAC) method (Sarridis et al., 2023b), addressing bias in computer
vision systems without relying on protected attribute labels (illustrated in Figure 14). FLAC minimises mutual
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information between model features and protected attributes through a strategic sampling approach. It achieves
remarkable performance improvements, outperforming existing methods on various benchmark datasets by
substantial margins. In particular, FLAC focuses on situations where task-specific losses are susceptible to data
bias, namely pairs with the same target label but different protected attribute values and pairs with different
target labels and the same protected attribute value.

< Ay
eAm

Figure 14. Bias through distances: unveiling the strong linkage between target labels (digits) and protected attributes (colours) in biased-
MNIST.

The left subfigure highlights standard loss-induced bias, countered by FLAC on the right. (Source: Sarridis et al., 2023b)

Fairness of graph filters: Our research also focused on making graph signal processing more equitable by
addressing the fairness of graph filters used for recommendation and ranking. They introduced a filter-aware
universal approximation framework that trained graph neural networks to be similar to filters while optimising
various objectives, including fairness considerations (Krasanakis & Papadopoulos, 2023b). Experiments
demonstrated that this approach performed comparably or better than alternatives, ensuring statistical parity
between groups of nodes while maintaining the quality of recommendations and minimising utility loss.

Measuring bias and inequality in networks: In the context of networks, we also worked on measuring bias and
inequality in the distribution of social capital using the in-degree of individuals, i.e., the number of people that
are connected to it. In particular, we created a disparity metric, a function of the probability of a random
individual in a group having a larger degree than a random node in the rest of the network. Using this metric, we
were able to identify marginalised groups and see how this marginalisation is influenced by different attributes.
The fact that, apart from some specific cases, multidimensional inequalities are not simply a combination of one-
dimensional inequalities supports the need to study intersectionality.

A framework for bias detection on visual data: For computer vision systems, we investigated methods to
evaluate potential biases in the training data before Al models learn to harm already disadvantaged groups in
downstream applications. Image data is typically represented via extracted features, which can be handcrafted
or pre-trained neural network embeddings. To address this, a framework was developed for bias detection using
such features. The framework is based on optimal transport theory and uses the quadratic Wasserstein distance
to quantify the disparity between the feature distributions of two demographic groups (e.g., women vs. men).
Within this framework, it is demonstrated that the Kantorovich potentials of the images, which are a byproduct
of computing this distance and act as “transportation prices”, can serve as bias scores by indicating which images
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might exhibit distinct biased characteristics. In this study, we proposed the visual dataset exploration pipeline
depicted in Figure 15.

This involves analysing the theoretical properties of the potentials to support the usage of the Mapper algorithm
to help auditors identify common characteristics across high-or low-scored images as potential sources of bias.
A case study was also conducted to identify prospective gender biases and demonstrate theoretically derived
properties with experiments on the CelebA and Biased MNIST datasets. Details are published in a paper that was
presented in ECML PKDD (Fabbrizzi et al., 2023).
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Figure 15. Visual bias detection pipeline.

Fairness in multi-task learning: We further investigated methods to mitigate bias and discrimination while
solving multiple tasks together. Multi-Task Learning (MTL) faces challenges due to negative transfer, where
unrelated tasks impact each other negatively while updating with conflicting accuracy loss gradients (gradient
vectors with opposite directions), reducing overall accuracy compared to single-task learning. Additionally,
fairness considerations for individual tasks can lead to bias transfer when fairness gradients conflict. To address
both negative and bias transfer, a novel method called FairBranch is proposed (illustrated in Figure 16). It groups
related tasks to mitigate negative transfer and corrects fairness gradient conflicts (with the proposed FBGrad
update) within task groups. Experiments show that FairBranch outperforms state-of-the-art MTL methods in
terms of fairness and accuracy, particularly in tabular and visual MTL problems. This work is currently under
review (Roy et al., 2023b).

to branch branch formation

FBGrad update

_/

Figure 16. Steps of the FairBranch algorithm.
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2.4 Objective 4 - towards reliability, traceability and explainability of Al solutions

According to the DoA, Objective 4 aims at “ensuring reliability, traceability and explainability of Al solutions:
designing and advancing multi-discrimination accountability/ explanations to address different types of bias
across all stages of Al development”.

To ensure the reliability, traceability, and explainability of Al solutions, it is important to assess the impact of
certain attributes or features towards an unfair or biased decision, aiding in the understanding and mitigation of
biases, especially in black-box models. Explanations can also be a useful tool to provide practical and diverse
suggestions to the end user that reveal the minimal changes needed to alter the model's decisions. However,
while individual explanations offer insights into the model's behaviour, manually inspecting these for a large
number of samples is human-intensive. Thus, depending on the need and application, generalisations of
explanations may pose an additional challenge.

Counterfactual explanations: In the context of eXplainable Artificial Intelligence (XAl), we first studied the
problem of “counterfactual explanations”. These offer a “what-if” analysis of model decisions by identifying the
minimal set of changes or interventions needed to alter the outcome of the model for a given instance. For
example, consider Figure 17 (Panagiotou & Ntoutsi, 2023), where the states are different instantiations of user
inputs, i.e., a collection of mutable or immutable features (grey).

State (st)

Education Income Gender _ Ethnicity Marital status
B.Sc. - -

Agent Action (at) = one feature change
Next state (su1)
™M J - ‘ DE
Environment
Reward (Rt)
Model
Does the new state switch the decision?

Figure 17. Optimal policy learning through user input instantiations and feature changes.

(Figure from: Panagiotou & Ntoutsi, 2023).

At each step, an agent chooses an action, which corresponds to one true optimal feature change. The agent
learns the optimal policy through iterative interaction with an environment that provides feedback from the
black-box model. This allows users to understand the factors that influenced the model’s decision. To this end,
we leveraged deep reinforcement learning to learn a policy for generating Sequential CounterFactuals (SCF)
while focusing on the plausibility and diversity of the generated explanations (Panagiotou & Ntoutsi, 2023). Here
plausibility refers to ensuring that the generated counterfactual explanations are both realistic and logically
feasible within the problem domain, such as avoiding implausible values or sequences that deviate significantly
from the expected patterns in the data. This effectively addressed the shortcomings in existing methods, such as
feature overutilization while generating counterfactual suggestions and bias towards specific actions/features.
In our ongoing work, we focus on the challenge of mixed-attributes as many of the fairness-related tabular
datasets consist of both numerical and categorical attributes.
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XAl for facial images: We also explored leveraging XAl to illuminate the decision-making process of classification
models handling facial images. Specifically, employing XAl methodologies can uncover potential biases that might
otherwise go unnoticed. To achieve this, an in-depth investigation of pertinent literature was conducted,
focusing on evaluating bias in protected attribute extraction from facial images. The analysis involved XAl
techniques such as GradCam and LIME to assess bias in gender classifiers trained on datasets with varying
fairness. Figure 18 shows an indicative example of a biased gender classifier that heavily relies on the presence
or absence of earwear to classify challenging samples.

Figure 18. Gender classifier’s GradCAM visualisations for two challenging samples of FairFace dataset.

While individual explanations (i.e., activations on a single image) offer insights into the model's behaviour,
manually inspecting these for a large number of samples is human-intensive. Consequently, an initial XAl
framework was developed, leveraging 64 predicted facial landmarks for each image to visualise the model's focus
on these landmarks. However, the main limitation of this approach lies in its inability to precisely pinpoint specific
regions of interest, such as hair, ears, or skin. To address this, we created a comprehensive global face heatmap,
offering insights into the model's attention distribution across a diverse range of regions of interest based on the
CelebAMask-HQ dataset, and using 19 classes representing diverse facial components and accessories. This was
the first step in understanding where the model focuses. To delve deeper and comprehend why the model
focuses on certain areas, the proposed methodology was expanded to explain the appearance of the activated
regions. This involves visualising the top activated patches per region of interest, offering appearance-related
information. For instance, in the context of a gender classifier, high global activations in the region of hair for
women combined with the top activated patches predominantly representing blonde hair allow inferring that
the model considers hair colour as a significant feature for classifying an image as a woman (Figure 19). The
described methodology is ongoing work and will result in a valuable tool for detecting bias in models processing
facial images.

Z)

b

Figure 19. Visualising XAl Methodology: Heatmaps of regions of interest and top activated patches for the female group.
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Interpretable graph clustering: We also explored the interpretability of fairness in graph clustering (Ghodsi et
al., 2023). In particular, we leveraged non-negative matrix factorization to impose fairness regularisation on each
identified graph cluster. Our model, titled individual-Fair Symmetric Nonnegative Matrix TriFactorization
(iFairNMTF), utilises a contrastive regularisation, ensuring individual fairness. It is based on NMTF (Yulong et al.,
2015), an interpretable model by design that was originally proposed for co-clustering. Its symmetric version is
tailored for graph clustering and it is inherently interpretable in the sense that it provides direct clustering, and
is non-negative. iFairNMTF also offers a novel solution to individual-fairness issues in graph clustering using a
novel contrastive fairness loss that applies an attraction-repulsion mechanism based on each individual’s
sensitive group membership.
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3 Outcomes: publications & software

3.1 Scientific publications

In regards to scientific publications, we published our overview on multi-attributed fairness definitions in law
and their counterparts in ML at the ACM Conference on Fairness, Accountability, and Transparency (Roy et al.,
2023a). Also, we published our work on explainable Al at the Explainable Artificial Intelligence: From Static to
Dynamic workshop, co-located with ECML PKDD 2023 (Panagiotou & Ntoutsi, 2023). We also published our work
on defining bias in visual features at the European Conference on Machine Learning and Principles and Practice
of Knowledge Discovery in Databases (Fabbrizzi, 2023). Finally, our work on the analysis of demographic biases
in Face Verification (Sarridis et al., 2023a), has been presented in the 3rd Workshop on Bias and Fairness in Al at
ECML PKDD 2023.

Submitted work includes fairness in Graph Neural Network (Krasanakis & Papadopoulos, 2023b), fairness in
clustering (Ghodsi et al., 2023), and learning fairness-aware representation of visual data (Sarridis et al., 2023b).
We are also working towards fairness-aware multi-task grouping (Roy et al., 2023b). All of these unpublished
works are currently under review in top-ranked journals and conferences.

In addition, we are currently working on a paper in which we analyse the relationship between homophily and
ranking representation differentiated by gender in co-authorship networks, one that defines a framework for
the generation and inference of networks with connection preferences involving multiple attributes, and also
one that studies the relationship between homophily and group-size in classrooms. Also, we are currently
developing a dataset-level global XAl methodology for increased transparency in face-related computer vision
applications, for which we have drafted a paper. These manuscripts are intended to be submitted during the first
months of 2024.

3.2 Released software

We created three Python libraries, pygrank-f (Krasanakis, 2023), FairBench (Krasanakis & Papadopoulos, 2023a),
and Netln (Karimi et al., 2023). FairBench is a comprehensive fairness assessment framework, whereas pygrank-
f is an experimental forward-oriented programming variation of pygrank in large graphs that also implements
fairness-aware filtering methods. Netln (Karimi et al., 2023) is a package for network inference, based on the
NetworkX package and provides a set of methods to study network inequalities.

In addition to the above libraries, we created open source software that accompanies MAMMOth research and
publications. The FLAC repository implements the FLAC methodology and its accompanying exploration (Sarridis
et al., 2023b), and the FairBranch repository implements the FairBranch methodology (Roy et al., 2023b). We
also add the MBFPP library that we use to explore the multidimensional MMM-fairness notion and MBFPP
algorithm.

Table 2 summarises the released software and methodologies.
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Software
FairBench

pygrank-f
Netln

FLAC

FairBranch

MBFPP

Table 2. Overview of released software and methodologies.

Type

Package
Package
Package

Method implementation

Method implementation

Method implementation

Link

https://github.com/mever-team/FairBench

https://github.com/MKLab-ITl/pygrank-f

https://github.com/CSHVienna/Networklnequalities

https://github.com/gsarridis/FLAC

https://github.com/arjunroyihrpa/FairBranch-Open-Source-
Intelligence

https://github.com/arjunroyihrpa/Multi-Fairness-under-
Class-Imbalance
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4 Conclusions

The MAMMOLth project has made significant progress in redefining bias in multi-attribute and multi-modal
settings, creating standardised Al solutions, developing bias mitigation technologies, and ensuring reliability and
explainability in Al systems. In view of the upcoming project period, we see several important avenues for future
work in order to continue advancing towards the project's objectives.

Intersectionality and Multi-Attribute Discrimination: The project has taken significant steps in addressing
multidimensional discrimination, but further exploration is needed. Future work will focus on understanding how
different protected attributes intersect and interact to create unique forms of bias. This could involve more in-
depth analysis of real-world data to uncover hidden biases and developing more advanced fairness definitions
and mitigation techniques that consider intersectionality.

Community Engagement: Engaging with vulnerable communities and stakeholders is crucial for building Al
systems that truly reflect fairness and equity. Ongoing discussions and feedback from these communities will
help refine the project's goals and ensure Al systems align with their expectations. Future work will emphasise
ongoing collaboration with marginalised groups and stakeholders to bridge the gap between technical solutions
and real-world concerns.

Standardised Libraries and Tools: FairBench is a promising step towards standardising the assessment of
fairness, and the project will continue to expand and refine it based on feedback and evolving fairness concepts.
Future work will focus on making these tools even more accessible and user-friendly for a broader community
of Al developers, including via integration in the MAMMOth bias toolkit.

Ethical and Legal Considerations: As the project aims to align with legal and societal literature, ongoing work will
keep an eye on the evolving legal and ethical frameworks for Al fairness. This includes considering how new
regulations and guidelines impact the project's objectives and ensuring that Al systems remain compliant with
emerging legal standards.

Complexity and Scalability: Dealing with multi-fairness and multi-discrimination brings complex challenges,
especially in terms of scalability. Future research should investigate scalable methods for assessing and
mitigating bias across large datasets and complex models. This may involve advancements in distributed
computing, big data analysis, and efficient algorithms.

Transparency and Trustworthiness: The project has made progress in explainable Al, but ensuring that Al
systems are transparent and trustworthy remains a challenge. The future goal is to explore ways to make Al
decision-making more understandable to both experts and non-experts and consider how to balance accuracy
with fairness in explanations.

Educational Outreach: Educating citizens about the challenges of Al bias and the project's solutions is vital.
Future work will involve outreach and educational initiatives to promote awareness of Al fairness and encourage
developers to adopt the project's tools and practices.

To advance the MAMMOLth project's goals, a focus on case-specific bias analysis in high-risk applications is crucial.
This includes examining biases in finance, face recognition, and research. Future work entails:
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e Finance: In-depth analysis - Investigate biases in lending, investment, and credit scoring Al systems,
working closely with a data-driven study.

e Face Recognition: Bias assessment - Continue examining biases in face recognition systems, emphasising
gender, race, and age-related issues.

e Research: Research bias analysis - Investigate biases in academic ranking systems, considering gender,
ethnicity, and institutional influences. Develop academic fairness metrics and promote diversity in
research, including inclusive citation practices.

Additionally, we aim to provide case-specific demonstrations of the developed methods in these high-risk
applications, collaborate closely with stakeholders, ensuring practical solutions for addressing bias and
promoting fairness. Ongoing engagement with experts and communities is essential to ensuring the project
remains relevant and impactful.

In conclusion, the MAMMOLth project has made significant progress in addressing bias and discrimination
challenges in Al systems, and continuous research efforts are essential to ensuring that the project remains at
the forefront of Al fairness developments and contributes to a more equitable technological landscape.
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