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Executive summary

The deliverable presents the work carried out as part of Task 3.1 of the MAMMOth project, aimed at proposing
operational definitions of multi-dimensional discrimination and fairness. The project attempts to combine three
main perspectives on discrimination and fairness in Al systems: legal, sociological and technical. This deliverable
presents these three — sometimes conflicting — perspectives and the attempts carried out in the project to move
from a multidisciplinary view on discrimination and fairness to an interdisciplinary one that brings these different
views together. These attempts can be summarised in three main outputs: a proposal on how to merge legal and
technical perspectives on multi-discrimination; a fuzzy logic framework to combine technical definitions of
fairness with stakeholders’ opinions collected with the support of social sciences; and the “Al Fairness Definition
Guide” —a guide to help Al developers and creators define fairness in the context of their systems by integrating
the technical perspective with legal and sociological views. The combination of these perspectives provides a
more comprehensive outlook on discrimination and fairness, including aspects that are often left out of the
technical conversation on the topic. The proposed solutions provide some directions in this sense that can both
guide the internal work in the project and help external Al developers include these aspects in their own projects.

Furthermore, the deliverable shows how multi-discrimination and fairness were analysed in the three
MAMMOth use cases, namely in the domains of finance, ID verification, and academic citations and
collaborations. In order to analyse these aspects, we combined the literature on the topic with the results of the
research activities carried out as part of Task 1.1, which were aimed at gathering the opinions of experts and
vulnerable communities on the use of Al in the MAMMOth use cases. These considerations form the basis for
the operationalisation of multi-discrimination and fairness in the project. FairBench, a programming library
developed within the MAMMOth project, collects these inputs and provides a common operationalisation of
bias measures across the computer science literature. The library is consciously designed to cover prospective
future fairness concerns with the same standardised interfaces.

Page 7 of 54
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1 Introduction

This deliverable presents the work carried out as part of Task 3.1 of the MAMMOth project. The aim of the task
was to propose operational definitions of multi-dimensional discrimination and fairness. The activities of this
task moved both from existing notions from the legal, sociological and computer science literature, and from the
work carried out as part of Task 1.1, which collected the opinions and concerns of experts and vulnerable
communities on the use of Al

Combining different disciplines' perspectives on discrimination and fairness is not an easy task, as each discipline
starts from different foundations and guiding principles, and often uses a different vocabulary. Even worse,
different disciplines may use the same terms with different meanings, which can complicate collaborative work.
In relation to the latter point, the work carried out as part of Task 3.1 began with the creation of a common
vocabulary for the various terms and concepts mentioned in the MAMMOth Description of Action, in order to
provide more context about their meaning and to ensure that all MAMMOth researchers shared the same
understanding of what each term means. Table 1 shows some examples of the words included in the vocabulary
and their relevance to each discipline. The vocabulary includes technical terms (like “data modality” or “attribute
extraction”), legal terms (like “protected attributes” or “discrimination”), and sociological terms (like “gender”,
“age” or “ethnicity”). As shown in the table, some of these terms are used in different fields and required a
clarification of each discipline’s interpretation. This shared vocabulary formed the basis for the following
discussions. Some of the concepts used in this deliverable — and their respective definitions — come from the
shared vocabulary.

Table 1. Examples of the words included in the common vocabulary

Word Law Sociology Computer science
Age X X X
Attribute extraction X
Cumulative fairness X
Data modality X
Discrimination X X X
Ethnicity X X X
Gender X X X
Intersectional fairness X
Multi-attribute discrimination x (Intersectionality) x (Intersectionality) X
Multi-attribute fairness X
Multimodal data X
Protected attribute X X
Race X X X

Following this initial phase, we organised internal multidisciplinary meetings where partners from different
disciplines presented the perspective of their field and/or approach to the study of discrimination and fairness
in Al. These concepts are often understood in dissimilar — and sometimes contradictory — ways in different
disciplines. These meetings provided an opportunity to debate on different perspectives and to discuss
divergences and points of contact. The details of these meetings are presented in Table 2.

1 The description of work carried out under Task 1.1 is available in the deliverable D1.1-User Requirements and Architecture.
Page 8 of 54



https://mammoth-ai.eu/results/
https://mammoth-ai.eu/results/

MAMMOth Project — Grant ID 101070285

Table 2. Internal multidisciplinary meetings on the topic of discrimination and fairness in Al.

Date Presenter Topic
30/01/2023 UNIBO Fairness in the social sciences
13/02/2023 UniBw Machine Learning definitions of
multi-discrimination

03/03/2023 CSH Fairness in graphs

17/03/2023 DAF Attributes that can lead to
discrimination in face verification

26/05/2023 CERTH Summary of different lines of work

on the topic of fairness

The creation of the common vocabulary and the organisation of the multidisciplinary meetings are the
preparatory activities that formed the basis for the work conducted as part of Task 3.1 which is presented in this
deliverable. Figure 1 illustrates a summary of the contents of the deliverable and the relevant section or
subsection in which they are described.

Al Fairness Definition Guide (5.3)

Law (2.1) Multidimensional discrimination in

Law and Machine Learning (5.1)

Discrimination and
fairness

Computer science (2.3) [0

Fuzzy logic framework (5.2)

Sociology (2.2)

Finance (3.1)

In the MAMMOth s o2
Use cases ID verification (3.2) FairBerich (4]

Academic citations and
collaborations (3.3)

Figure 1. Contents of the deliverable.

As shown in Figure 1, Section 2 provides a brief overview of the legal (Subsection 2.1), sociological (Subsection
2.2) and computer science (Subsection 2.3) perspectives on the topic of discrimination and fairness in Al.

Section 3 presents how the analysis of discrimination and fairness was addressed in relation to the MAMMOth
use cases. For each use case — the use of Al in finance (UC1 - Subsection 3.1), in identity verification (UC2 -
Subsection 3.2), and in academic citations and collaborations (UC3 - Subsection 3.3) — the respective subsections
present the operational definitions of discrimination and fairness developed from the combination of existing
research on the topic and the results of the work carried out for Task 1.1.
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The considerations presented in Section 3 relate to the specific use cases in which bias assessments and fairness
definitions are developed. This work formed the basis for the development of FairBench (Section 4), a
programming library developed within the MAMMOth project to provide a common operationalisation of bias
measures across the computer science literature. The library supports a systematic exploration of fairness
concerns in various contexts by decomposing measures of bias into simple building blocks, and generates bias
reports while providing recommendations to improve fairness.

In Section 5, we summarise the attempts made so far within the MAMMOth project to bring together the
perspectives of law, sociology and computer science on the topic of discrimination and fairness: an attempt to
merge legal and technical perspectives on multi-discrimination (Subsection 5.1), a fuzzy logic framework to
combine technical definitions of fairness with stakeholders’ opinions collected with the support of social sciences
methods and techniques (Subsection 5.2), and the “Al Fairness Definition Guide” (Subsection 5.3) — a guide to
help Al developers define fairness in the context of their system with the help of legal experts and sociologists.

The results presented in this deliverable form the basis for the further work that will be conducted in the
MAMMOLth project. FairBench will become a key part of the MAMMOLth toolkit, which represents the main
output of the project and will support Al creators in the assessment of bias and fairness in their systems.
Moreover, the attempts to combine the legal, sociological and technical perspectives on discrimination and
fairness in Al provide three main contributions to the project: they offer a legal-socio-technical framework to
guide the creation of the MAMMOTth toolkit; they support collaborative work among different disciplines in the
project; they offer guidance for helping Al developers and researchers to include sociological and legal aspects
in their own projects.

Page 10 of 54
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2 A multidisciplinary view on fairness and multi-dimensional discrimination

Disciplines often adopt different guiding principles, assumptions and views of the world. Finding a common
ground among these different, and sometimes conflicting, perspectives constitutes the basis for interdisciplinary
work. Since MAMMOth is a project that involves different disciplines, part of Task 3.1 was dedicated to the
clarification of these perspectives that were presented and discussed in multidisciplinary meetings.

The section presents a brief overview of the legal (Subsection 2.1), sociological (Subsection 2.2) and computer
science (Subsection 2.3) perspectives on the topic of discrimination and fairness in the Al domain. The legal
perspective provides general definitions of biases, discrimination and fairness based on the main European
legislation on the topic. In sociology, biases and fairness are examined respectively in terms of inequalities and
social justice by analysing the context in which socio-technical systems like Al are developed and the power
relations at play. Computer science analyses biases in technical terms and expresses fairness as a mathematical
translation of general ethical principles and/or stakeholders’ opinions and concerns.

2.1 Law

To set the analysis of the European Union (EU) legal perspective for fairness and multi-dimensional discrimination
in the context of Al, it should be noted that bias, which derives from Al systems, can result in unfair treatment
and discrimination (European Commission, Al HLEG, 2019; ICO, 2023). More specifically, bias in Al constitutes
the systematic and repeatable errors in a computer system; fairness in the context of Al systems is established
by preventing unfair bias, discrimination and stigmatisation (European Commission, Al HLEG, 2019; European
Commission, Al HLEG, 2020).

The prohibition of non-discrimination in the EU legal context is laid down in Article 2 of the Treaty on European
Union (TEU), Articles 10 and 19 of the Treaty on the Functioning of the European Union (TFEU) by establishing a
list of the following grounds: sex, racial or ethnic origin, religion or belief, disability, age or sexual orientation. In
addition, the EU Charter of Fundamental Rights in Article 21 enacts a non-exhaustive list of grounds for non-
discrimination as follows: sex, race, colour, ethnic or social origin, genetic features, language, religion or belief,
political or any other opinion, membership of a national minority, property, birth, disability, age or sexual
orientation. To clarify the above-mentioned context, it should be mentioned that the application of the extended
(in comparison with Article 19 TFEU) list of the grounds of the Article 21 EU Charter of Fundamental Rights is
limited solely to discrimination by the institutions and bodies of the EU, when exercising powers conferred under
the Treaties, and by Member States only when they are implementing Union law, effecting the inability to
enforce anti-discrimination laws in these areas of Member State or private action?.

For the legal analysis of the implications of discrimination and its categories, it should first be noted that the right
to non-discrimination is not defined as an absolute right?, requiring, as a result, balancing between the conflicts
that arise with other fundamental rights. Under secondary EU law, the existing framework against non-

2 https://fra.europa.eu/en/eu-charter/article/21-non-discrimination

3 The European Convention on Human Rights and the case law of the European courts have identified the following as
absolute rights: human dignity, the prohibition of torture and inhuman or degrading treatment or punishment, the
prohibition of slavery and forced labour, the internal freedom of thought, conscience and religion, the presumption of
innocence and right of defence, the principle of legality and the right not to be tried or punished twice in criminal
proceedings for the same criminal offence (FRA, 2020).
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discrimination includes the following legislation that needs, according to their legal status, to be subsequently
adopted by the EU Member States' national law, implementing the protection of specific grounds*:

Directive 2000/43/EC against discrimination on grounds of race and ethnic origin;

Directive 2000/78/EC against discrimination at work on grounds of religion or belief, disability, age or

sexual orientation;

Directive 2006/54/EC equal treatment for men and women in the field of employment and occupation;
e Directive 2004/113/EC equal treatment for men and women in the access to and supply of goods and

services.

The grounds of discrimination play a vital role in identifying the form of discrimination, in the complex procedure
of addressing bias in Al from all disciplines. Forms of discrimination (Council of Europe et al., 2018; FRA, 2022a)
entail:

1. Direct discrimination, that occurs when a person is undertaken with less favourable treatment than
another in a comparable situation, based on a protected ground. Relevant provisions to EU law are
included in Article 2 (2) (a) of the Directive 2000/43/EC, Article 2 (2) (a) of the Directive 2000/78/EC,
Article 2 (1) (a) of the Directive 2006/54/EC and Article 2 (a) of the Directive 2004/113/EC, to the extent
of the protected grounds of the directives.

2. Indirect discrimination, which exists when an ostensibly neutral provision, criterion or practice sets
people with a particular protected characteristic in a disadvantaged position compared with others.
Relevant provisions of EU law are included in Article 2 (2) (b) of the Directive 2000/43/EC, Article 2 (2)
(b) of the Directive 2000/78/EC, Article 2 (1) (b) of the Directive 2006/54/EC and Article 2 (b) of the
Directive 2004/113/EC, to the extent of the protected grounds in the directives.

3. In cases where several grounds of discrimination exist, multiple discrimination takes place when the
grounds operate separately, and intersectional discrimination occurs when the grounds interact, are
inseparable and produce specific types of discrimination. The only reference to multiple discrimination
is in Recitals 14 and 3 of the Directive 2000/43/EC and the Directive 2000/78/EC restricting this
discrimination only to women: “...women are often the victims of multiple discrimination.” Nevertheless,
the Court of Justice of the European Union (CJEU) has not yet recognised that a new category of
discrimination can arise from the combination of more than one of those grounds.

4. Discrimination by association can be identified when a person is regarded less favourably due to another
person’s protected characteristic. It should be noted that the CJEU has broadened the scope of a
protected ground in this direction, by articulating this form of discrimination®.

In parallel, to highlight discrimination in Al systems, the main measures of the proposed EU Al Act® should be
mentioned. A specialised reference has been made to the subject of bias in Al targeting to address unfair
discrimination in high-risk Al systems, as they are defined in the text of the Proposal. As a result, the examination
and implementation of the requirements of the Al Act implies that Al system providers should first identify the
risk level of each Al system. More specifically, the introduced procedures during training, validation and testing
of the datasets include the examination of the existence of possible biases in Article 10 (2) (f), recognising the
importance of preventing the (re)production of biases that can lead to discrimination. Therefore, it is important

4 See: https://commission.europa.eu/aid-development-cooperation-fundamental-rights/your-rights-eu/know-your-

rights/equality/non-discrimination _en.

5 CJEU, C-303/06, S. Coleman v. Attridge Law and Steve Law [GC], 17 July 2008.

6 European Commission, Proposal for a Regulation of The European Parliament and of the Council laying down harmonised

rules on Artificial Intelligence (Artificial Intelligence Act) and amending certain Union Legislative Acts COM/2021/206 final.
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to note that these technical procedures require the compilation of a list of the potential protected ground(s) of
discrimination under EU law in order to detect and, in general, tackle unfair bias in Al systems, depending on the
specific context of the Al system.

In order to strengthen these technical procedures, the proposed Al Act extends also the permitted margin for
personal data processing, supplementing the data protection provisions of the GDPR’. In particular, recognising
the interference of protected grounds in the context of discrimination and sensitive data in the context of data
protection, Article 10 (5) of the Al Act permits the processing of sensitive data by the Al high-risk systems
providers under the defined circumstances of Article 10 that include the purpose of “...ensuring bias monitoring,
detection and correction...”
freedoms of natural persons,” such as pseudonymisation, encryption and anonymisation. It is noteworthy to
clarify that according to the text of the proposal, anonymisation is considered the first-tier mechanism and the
Al providers should apply the other defined security measures in case the purpose is significantly affected by this

safeguard.

and the existence of “..appropriate safeguards for the fundamental rights and

Moreover, the requirement for human oversight in Article 14 (4) (b) of the Al Act, shifts the focus also to the
identification of automation bias by the responsible person “in the loop” in the context of high-risk Al systems.
Regarding accuracy, robustness and cybersecurity, Article 15 (3) introduces the requirement to apply bias
mitigation measures to the process of the development of high-risk Al systems under the circumstances of the
article and more specifically when “...possibly biased outputs due to outputs used as an input...”.

2.2 Sociology

In sociology, Al systems are analysed as sociotechnical systems, where the social and the technical aspects are
deeply intertwined (Sartori, Theodorou, 2022). As mentioned also by the experts interviewed as part of Task 1.1,
fairness is often presented as a technical problem, but many aspects related to fairness escape technical
solutions. For this reason, fairness has been defined as a multi-layered dimension that includes social, legal,
ethical and technical aspects. As a consequence, reducing fairness to a problem of mathematical optimisation
might lead to overlooking the social context of the problem and the aspects that cannot be fully computed and
operationalised.

What is commonly referred to as bias in the computer science domain is analysed in terms of inequalities and
power relations in sociology. Bias is often considered, in computer science, as an undesirable characteristic that
can be removed from an Al system. Sociology, on the other hand, studies how biases originate from pre-existing
social inequalities and systems of oppression at the expense of marginalised groups (Carey, Wu, 2023), in
particular for those biases identified as “societal biases” or “historical biases” by computer scientists (Zajko,
2022). These forms of oppression include white supremacy, capitalism, heteropatriarchy, colonialism, ableism,
among others. The concept of intersectionality offers a perspective on how these forms of inequality often
operate together and exacerbate each other.

This approach to biases has consequences on how fairness is examined in the sociological field, transforming it
into a pursuit of “structural social change”. In this sense, fairness includes the effort not to replicate the power
imbalances and inequalities that already exist in society (Weinberg, 2022). For this reason, some authors (Kong,
2022; Giovanola, Tiribelli, 2022) distinguish between what has been called “weak” or “negative” fairness, which

7 Regulation (EU) 2016/679 of the European Parliament and of the Council of 27 April 2016 on the Protection of Natural
Persons With Regard to the Processing of Personal Data and on the Free Movement of Such Data and Repealing Directive
95/46/EC (General Data Protection Regulation) (Text With EEA relevance).
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pursues the technical mitigation of bias in Al systems, and “strong” or “positive” fairness, which is about actively
challenging oppression. If biases are deviations from the “ground truth” (Benbouzid, 2023), but the ground truth
— society —is deeply unequal, debiasing Al systems can in fact correspond to the reproduction of the inequalities
found in society (Zajko, 2022). If biases are considered more broadly as something undesirable, this opens further
possibilities in promoting social change. This means that fairness regards also the aim Al systems are built for:
unbiased Al systems can still be unfair if they are applied to an unfair context or built for an unfair reason that
reproduces existing inequalities and power relations. For example, some forms of facial recognition systems have
been criticised for being inherently unfair, as the goal for which they are designed is considered unfair regardless
of the absence of biases. Moreover, the sociological literature stresses that we should avoid techno-solutionism,
so the idea that technical solutions are always the best way to solve complex social problems (Morozov, 2014).

In sociology, a deep understanding of the context in which Al systems are built and used is considered a key part
of the development of Al systems and their perceived fairness (Zhou et al., 2020). As mentioned by one of the
experts that were interviewed for Task 1.1: «Fairness and unfairness cannot be identified without the social
fabric in which the system is implemented» (Participant 1). In order to properly address the social context in the
development of Al systems, some authors call for a pragmatic approach to defining fairness, building ethics from
people’s experiences, opinions and perceptions (John-Mathews at al., 2022). According to this view, the creation
of an Al system should be collective, deliberative, and participatory — created through continuous dialogue with
different stakeholders. This means trying to include also the actors who are not usually part of the debate due
to linguistic, cultural, or status reasons, and to give voice to the oppressed and marginalised. In this sense,
fairness is something negotiated between different stakeholders who might have different ideas on what
constitutes a fair solution to a problem. For instance, for Al systems used to decide on loan requests, bank clients
might want their personal circumstances and intentions to be part of the evaluation, whereas lenders might think
it is fair to provide an impartial and systematic response. As highlighted by Costanza-Chock (2020), there is no
right answer to the problem of identifying a just outcome, but these discussions should be part of the
development of Al systems.

Moreover, as highlighted by some of the experts interviewed in Task 1.1, these processes of negotiation achieved
through multi-stakeholder discussions are often affected by power and information imbalances (e.g. actors that
are left out of the conversation; vulnerable people who do not have enough space to express their opinion; the
tendency to favour the interests of the actors with more power; etc.). According to some interviewees, there
cannot be a conversation about fairness without addressing these power imbalances. Following this perspective,
sociology is interested in showing whose values are incorporated in Al systems and what power relations are
(re)produced (Joyce et al., 2021), highlighting that every technical decision is a political decision that replicates
values, power dynamics and potential inequalities. For example, the binary distinction between males and
females in gender detection systems, which can be seen as a technical choice, obscures any gender that falls
outside these categories (Costanza-Chock, 2020). This shows how social categories like gender and race are not
rigidly defined but something socially constructed and influenced by power relations (Carey, Wu, 2023). Although
there is a reluctance in taking a political stance when developing Al systems, also not taking any position is a
choice (Benbouzid, 2023). Taking all the above aspects into consideration, Kalluri (2020) calls for a work on Al
fairness aimed at altering power relations and co-creating Al systems with vulnerable communities, to make sure
that their opinions and concerns are properly addressed.
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2.3 Computer science

The problem of creating fair Al systems is the subject of intense research and debate, and has spurred worldwide
regulation and ethical guidelines, like the EU's Assessment List for Trustworthy Al (Ala-Pietila et al., 2020), and
the NIST's Al Risk Management Framework (Al NIST, 2023). Evaluating system fairness is a complex problem that
depends on the context being examined and the systems being created. A part of answering this problem consists
of mathematical or algorithmic exploration that facilitates automated system assessment and oversight with
practices like TrustAlOps (Li et al., 2023), which monitor the evolution of system bias in the deployment context.

Mathematical definitions of fairness can be categorised into the following types (Ntoutsi et al., 2020; Barocas et
al., 2023; Mitchell et al., 2021; Mehrabi et al., 2021):

a) Group fairness focuses on equal treatment between population groups or subgroups. This is the subject
of most research and is covered extensively in our research and development actions as other
approaches can be transcribed to it and hence can serve as a basis for a common framework that
operationalises definitions of bias and fairness under one mathematical and programming interface.

b) Individual fairness (Dwork et al., 2022) focuses on fair treatment of individuals, for example by obtaining
similar predictions for those with similar features. This can be modelled as group fairness too, by
considering every person to belong to a group unto themselves.

c) Counterfactual fairness (Kusner et al., 2017; Carey, Wu, 2022) learns causal models of predictive
mechanisms that account for discrimination and then makes predictions in a would-be fair reality.
Although originally coined as a variation of individual fairness, recent understanding (Rosenblatt, 2023)
also suggests that counterfactual fairness is a kind of group fairness.

Making Al fair (e.g., via training) typically involves measures of discrimination that quantify numerical deviation
from exact definitions of fairness. Measures are either minimised or subjected to constraints (Xinying et al.,
2023), but identifying which are important is not only a matter of applying scientific principles. In particular, it is
mathematically impossible to simultaneously satisfy all conceivable definitions of fairness (Kleinberg et al., 2016;
Miconi, 2017), which means that systems should only address the fairness concerns that matter to humans (e.g.,
stakeholders or policymakers). There are also trade-offs between satisfying fairness and maintaining predictive
performance. Finally, checking for biases between errors when the ground truth is biased may not be sufficient
(e.g., may not be enough to guarantee fairness with regard to underlying unbiased ground truth labels).

In this work, we propose that many types of bias should be monitored simultaneously to reveal concerning trends
that require further context-dependent human evaluation. There may be a trade-off between the measures as
a compromise between incompatible concerns and predictive performance.

In practice, Al systems employ fairness libraries or assessment toolkits to compute popular measures of bias and
either constraint predictive tasks to achieve up to maximum accepted measure values or mitigate trade-offs of
the latter with predictive performance. Relaxing exact mathematical definitions of fairness into measures of bias
is inevitable, given the inexact nature of machine learning algorithms and that there are often sought trade-offs
between fairness and predictive performance.

Some popular software projects for exploring bias in Al are AIF360 (Bellamy et al., 2019), FairLearn (Bird et al.,
2020), What if (Wexler et al., 2019), and Aequitas (Saleiro et al., 2018). Each of these focuses on supporting
different computational backends (some combination but not all of TensorFlow, PyTorch, or SKlearn models) and
data structures. AIF360 and FairLearn are programming libraries that provide bias mitigation algorithms. What If
and Aequitas focus on the assessment of fairness, and specialise in assessing counterfactual and group fairness
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respectively. All libraries and toolkits implement ad-hoc measures of bias that answer fairness concerns well-
studied in the literature. However, these measures are intended to perform restricted types of evaluation and
thus cannot accommodate other concerns or more complex settings.

As recognised throughout this document, defining fairness depends on the social context, such as the geographic
area, local history, and culture in which systems are deployed, and the stakeholders expressing fairness concerns
(John-Mathews et al., 2022; Li et al., 2023). These stakeholders may be domain experts, business owners, or
underrepresented groups affected by the systems. Employed definitions tend to echo philosophical statements
(Binns, 2018) and include but are not limited to looking at measures of discrimination or bias that capture
context-specific concerns. For example, disparate impact concerns, which equalise positive rates between
protected attributes like gender and race, originate from the context of US regulation (Barocas, Selbst, 2016).
Measures are subsequently optimised by integrating them in algorithms (e.g., as constraints or training
objectives), pre-processing training data, or post-processing predictions. One type of definition that is popular is
group fairness, which captures predictive disparities between groups of people (e.g., demographics like gender,
race, or their intersections). In computer science, fair Al typically refers to tangible practices that can be followed
to answer fairness concerns. These practices mainly take two forms: fair design and bias quantification.

2.3.1 Measures of bias

We now present common measures of bias, starting from ones that quantify group fairness concerns for
classifiers (Castelnovo et al., 2021). We organise people with the same sensitive attribute values into population
groups. The measures of prule (Biddle, 2017) and Calders-Verwer disparity (Calders, Verwer, 2010) quantify
disparate impact concerns, i.e., prediction rate inequality between two groups that are complementary within
the population. Another concern is disparate mistreatment (Zafar et al., 2017), which captures the absolute
misclassification differences between groups, such as the differences between false positive rate or their false
negative rate. Calders-Verwer disparity or accommodate error measures for other predictive tasks, and therefore
constitutes a building block of generalised fairness evaluation (Roy et al., 2023). An example of difference-based
bias for probabilistic measures of predictive performance is equalised odd difference (Hardt et al., 2016; Donini
et al., 2018).

The same underlying principles can be ported to other predictive tasks (Li et al., 2023; Xinying, Hooker, 2023).
For example, fairness is also defined for recommendation and scoring. In recommendation, the base measure
compared between groups may be some form of exposure of items to group members or the fraction of top-k
recommendations that are members of the group. In scoring tasks, the measure compared between groups may
represent the fraction of score mass concentrated on groups, which can be compared to a desired fraction or
between groups to satisfy concerns similar to disparate impact (Tsioutsiouliklis et al., 2021).

Aggregate statistics, like the area under the receiver operating characteristic curves (auc) or score means may
also be compared between groups (Calders et al.,, 2013). More fine-grained approaches summarise the
differences between curves or distributions. For example, two viable measures of bias are the absolute
betweenness area between roc curves (abroca) (Gardner et al., 2019) and the Kullback-Leibler divergence
between distributions of system outcomes for each group (Ghosh et al., 2021).

2.3.2 Frameworks that assess multidimensional bias

Fairness concerns may span several sensitive groups and their intersections (Kearns et al., 2018). This setting is
known as multidimensional fairness. For example, there may be multiple protected demographics (e.g., genders,
races, and their intersections), whereas disparate mistreatment of classifiers may be quantified as the sum of
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false positive rate and false negative rate absolute differences. Perfectly satisfying multiple concerns could be
contradictory due to the aforementioned impossibility theorems, but corresponding discrimination could still be
aggregated to one quantity (Hooker, Williams, 2012; Roy et al., 2023), for example through a maximum or
weighted average.

Two frameworks for expressing several measures of bias in the multidimensional setting are a) what we call
groups vs all comparisons (Roy et al., 2023) and b) worst-case bias (Ghosh et al., 2021). During the activities of
Task 3.1, we strove to generalise these frameworks under a more expressive one that facilitates a standardised
way of working with fairness, regardless of the context or its exact mathematical expression. Our analysis also
accounts for c) individual fairness by treating it as a multidimensional framework where each individual is a
separate group of one element. A fourth general framework that can model all the other three is devised during
the activities of creating operational definitions of fairness within the FairBench library as described in Section 4.

Groups vs all. This sets up a generic framework that computes measures of bias for each group (this corresponds
to treating that group as having only one binary sensitive attribute), and running an aggregation mechanism (e.g.,
a minimum, maximum, or weighted average) across them to reduce the set of assessments to one value. Groups
may be overlapping when examining each sensitive attribute value independently without considering their
intersections (Kearns et al., 2019; Ma et al., 2021; Martinez et al., 2021, Shui et al., 2022). It has been proposed
that group intersections may also replace the groups within this analysis, therefore creating subgroups in their
place (Foulds et al., 2020; Kearns et al., 2018; Ghosh et al., 2021).

The initial formulation of this scheme computes the base measure of bias by computing one group against the
total population. Example measures that employ this scheme are statistical parity subgroup fairness (spsf) and
false positive subgroup fairness (fpsf) (Kearns et al., 2018). For these, each subgroup is compared to the total
population to create multidimensional variations of Aeo and Afpr respectively. Both employ a reduction
mechanism that weighs comparisons by group size.

Worst-case bias. This framework starts from pairwise group or subgroup comparisons and keeps the worst case.
For example, differential fairness (Foulds et al., 2020) states that the prule should reside in a fixed range around
1 when it compares all subgroups pairwise.

Individual fairness. Multidimensional discrimination can also model individual fairness (Dwork et al., 2012; Kim
et al., 2019) by setting each individual as a separate group. In this case, it can compute a comparison (e.g., ratio)
between each pair of individuals and make the worst-case adhere to a given constraint.
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3 Operational definitions of discrimination and fairness

The section presents the work carried out in MAMMOth for the analysis of multi-discrimination and the related
operational definitions of fairness in the three project use cases: finance (Subsection 3.1), identity verification
(Subsection 3.2) and academic citations and collaborations (Subsection 3.3). For each use case, we present a
brief analysis of the main sources of discrimination coming both from the literature on the topic and from the
research activities carried out as part of Task 1.1 —and discussed in further detail in D1.1-User Requirements and
Architecture. In Task 1.1, we disseminated a survey among people from underrepresented communities in Al

research (women, migrants, people from the LGBTI+ community, etc.) — who represent those at higher risk of
being discriminated against by Al systems — and involved them in a number of co-creation workshops. These two
activities were aimed at collecting their opinions and concerns on the use of Al in the three MAMMOth use cases,
and, together with the literature on the topic, they helped identify the potential forms of discrimination at play.
The section also presents operational definitions of fairness in the three MAMMOth use cases.

The work presented in this section constitutes the basis for the operational measures included in FairBench
(described in Section 4).

3.1 Finance

3.1.1 Multi-discrimination in finance

The use of Al in financial services, and particularly in credit scoring, introduces risks of reinforcing societal biases
due to the reliance on extensive, often unbalanced, data sets. These solutions may use indirect data, such as
consumer behaviours, as proxies for protected characteristics like race or socioeconomic status, potentially
leading to discriminatory outcomes. The complexity of many Al models in finance limits consumers ability to
contest or understand credit decisions, while inaccuracies in data further undermine the fairness of these
decisions. Existing documented biases include:

1. Gender: In financial services, algorithms may exhibit gender bias by offering different credit limits or loan
terms based on gender. For example, a credit scoring algorithm could unintentionally assign lower credit
scores to women based on historical data that reflects gender disparities in income or employment
stability (see Dadkhahnikoo, Neama. (2019-11-11) Incident Number 92. in McGregor, S. (ed.) Artificial
Intelligence Incident Database. Responsible Al Collaborative. (Retrieved on February 29, 2024 from
https://incidentdatabase.ai/cite/92).

2. Race/Ethnicity: Racial bias in financial algorithms can lead to disparities in credit scoring, loan terms or
debt management. Studies have shown that applicants from specific racial or ethnic backgrounds are
more likely to be denied mortgages or offered higher interest rates than equally qualified applicants
from other backgrounds. Despite limited differential treatment contributing to disparities in credit
scoring more recently, indicating fair lending progress over the last three decades (bias present in older

datasets), disparities in credit access persist. These disparities are primarily due to risk characteristic
differences among groups (e.g. Black and Hispanic applicants often having lower credit scores and higher
leverage, and are less likely to receive approval from colour-blind automated underwriting systems)
(Bhutta et al., 2022).

3. Socioeconomic Status: Algorithms might use data points like zip codes or types of owned assets to infer
socioeconomic status, leading to biased decisions in credit scoring, insurance premiums, or investment
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opportunities. Individuals from lower socioeconomic backgrounds could be deemed higher risk and thus
face higher costs or limited access to services.

4. Age: Age bias in financial algorithms can affect the availability of credit, insurance, or investment advice,
with older or younger consumers potentially being categorised as higher risk or less profitable. This could
manifest in higher premiums for life insurance for older individuals or stricter credit conditions for
younger ones (see Anonymous. (2018-11-28) Incident Number 405. in Lam, K. (ed.) Artificial Intelligence
Incident Database. Responsible Al Collaborative. (Retrieved on February 29, 2024 from
https://incidentdatabase.ai/cite/405). It is worth pointing out that age discrimination outside
employment has not been legislatively covered yet.

5. Disability: Financial services algorithms may inadvertently discriminate against individuals with
disabilities by failing to account for non-traditional income sources such as disability benefits in loan or
credit evaluations, potentially leading to lower credit scores or loan denials.

6. Religion: Indirect bias against certain religions may occur if algorithms use geographic or associative data
points correlated with religious communities to make financial decisions, potentially affecting credit
access or terms.

Moreover, the concept of "creditworthiness by association," where algorithms assess individuals based on their
social connections, introduces a new dimension of potential bias. This approach can inadvertently perpetuate
discrimination, as seen in proposals like Facebook's patent for a social-network-based credit scoring method.

The process of defining and labelling data in machine learning also presents challenges; subjective judgments in
labelling can introduce bias, which the algorithm might not correct over time.

As described in further detail in D1.1-User Requirements and Architecture, the participants of the co-creation
workshops that were conducted as part of Task 1.1 expressed similar concerns regarding the use of Al in the
finance domain. Sentiments about Al involvement in decision-making were predominantly moderate to negative.
Both in the survey and in the co-creation workshops, participants mentioned that Al should be used only as a
support of the decision-making process, but final decisions should be made by humans. Concerns about Al's
inability to understand and include human and external factors, particularly when pertaining to vulnerable
groups, were mentioned. Some concerns were expressed in relation to the fact that the use of Al in banking
systems can lead to a loss of personal touch and a minimisation of human interactions, leading to non-
personalised and generic decisions with customers considered as a series of data and characteristics and not as
individuals. The participants stressed the importance of human critical thinking, trust relationships between the
bank and the client and the personal situation/background of the client being taken into consideration as the
key basis of the final decision.

The issue of biases reproduced by Al was raised; in addition to the attributes listed above, participants expressed
worries about potential inequalities related to family, marital, and retirement status. Participants also mentioned
that they found it unfair to be categorised according to characteristics that are innate like gender or ethnicity.

Data privacy issues, cybersecurity risks, job losses, algorithmic bias, opaque processes, technical errors, and
potential for regulatory non-compliance were listed as potential downsides of the use of Al in finance.
Participants were also worried that the use of Al would imply being offered higher interests when requesting a
loan, shorter terms for repayment, a limitation on the offer of savings or investment products, or generally
making the process of accessing a mortgage more difficult. Participants mentioned that, in order to be fair, Al
systems used in finance should be unbiased, non-discriminatory, equitable, transparent, and include the
evaluation of the client’s individual circumstances. However, participants expressed cynicism regarding the
inherent fairness of banking practices, suggesting that profit-oriented businesses may not prioritise fairness.
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3.1.2 Operational measures

Addressing multi-dimensional discrimination in machine learning introduces challenges, ranging from defining
fairness with multiple protected attributes to devising effective mitigation methods. To establish a connection
between fairness definitions and practical mitigation of multi-dimensional discrimination, there is a need for
statistical equivalence in the fairness concept defined by various definitions. While multi-dimensional
discrimination in law, philosophy, and social sciences may not always be straightforward, extending any mono-
dimensional group discrimination measure to the scenario of multi-discrimination can be relatively
straightforward. One can operationalise a multi-dimensional discrimination measure by combining the evaluated
mono-discrimination on conceptually isolated groups defined separately based on each protected attribute
(Yang et al., 2020a; Roy et al., 2022). Typically, these combinations are operationalised using operators like
maximum, minimum, summation, average, etc., defining how to aggregate the multiple mono-discrimination
measures to assess accumulated discrimination across different protected attributes.

Early contributions to multi-discrimination (Agarwal et al., 2018; Zafar et al., 2019) frame the problem as
addressing a set of fairness constraints, with each constraint corresponding to a specific protected attribute. This
type of operationalisation owing to its simplicity of applicability and understanding is often the most practical
approach to measure multi-discrimination, but is often criticised to be flawed of ignoring subpopulation of the
demographics, leading to fairness-gerrymandering (Kearns et al., 2018).

To address these limitations, multi-discrimination focusing on subpopulations defined by the intersection of
multiple protected attributes has been operationalised (Kearns et al., 2018; Foulds et al., 2020; Ghosh et al.,
2021). This represents the most extensively studied type of multi-dimensional discrimination in the machine
learning literature. The methods in this domain mainly differ in how they define discrimination for each
subpopulation. This variation spans from evaluating the difference in treatment towards any one subpopulation
compared to the overall population (Kearns et al., 2018), measuring the ratio of discrimination between any two
given subpopulations (Foulds et al., 2020), to assessing the worst-case discrimination (Ghosh et al., 2021).

Nevertheless, metrics focusing on subpopulations also exhibit limitations. For extremely small subpopulations,
these measures may not accurately assess the true discriminatory behaviour of the model. Additionally,
evaluating such measures often demands access to the protected information of the data, which may not always
be readily available (Veale, Binns, 2017). Even when data is accessible, statistical tests may not be well-suited for
identifying discrimination within small minority groups (Veale, Binns, 2017).

Recognising the critical intersection between legal frameworks and machine learning (ML) technologies, there
was a pressing need to synthesise the prevailing methodologies from both disciplines into a cohesive legal-
technical argumentation framework. Such a framework is imperative not only for bridging the conceptual gaps
between these two domains but also for laying a foundational basis that supports Task 3.1 through the
illumination of conceptual discrepancies and synergies. In response to this need, our comparative overview study
(Roy et al., 2023) embarked on a mission to tackle these complexities head-on. By dissecting and juxtaposing the
nuances of legal and ML approaches, we offered a refined abstraction that served as a generalised framework
capable of operationalising a typology for multi-dimensional discrimination. This abstraction proved
instrumental in the development of FairBench (described in Section 4), which is our evaluation framework that
assesses multi-dimensional discrimination within tabular datasets, and the respective technical component.
FairBench's adoption within the broader context of the MAMMOth toolkit signifies a landmark achievement in
evaluating the efficacy of solutions aimed at mitigating discrimination in financial applications, thereby
embodying the essence of our interdisciplinary endeavour.
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3.2 Identity verification

3.2.1 Bias in facial images

Face verification (FV) services use advanced machine learning techniques and achieve nowadays high accuracy
in general. Unfortunately, they vary in their performance across different face types resulting in biases for some
subgroups. This behaviour has therefore become a social concern.

Bias in face verification is usually inherent to the data used for training the systems. Historically, FV datasets have
been scraped from the Web and mainly contained photos of international celebrities. This makes such datasets
naturally unbalanced in terms of diversity of ethnicity, age and gender, among others. A survey conducted by
NIST FRVT® on various commercial FV algorithms revealed evidence of demographic differentials in most
contemporary evaluated face recognition algorithms.

Given this concern, it is obvious that the understanding of the distribution of the dataset and the explainability
of the diversity it includes is crucial to bring the FV systems to a new level. Academic research has focused lately
on the delivery of diverse and fair datasets to study the fairness of FV systems. The RFW? database includes four
testing subsets, namely Caucasian, Asian, Indian and African. The BUPT-Balanced Face dataset contains an
approximately equal number of identities and images of four racial groups. The Balanced Faces in the Wild goes
a step further, balancing identities and images across eight categories of race-gender presentation combinations.
Figure 2 showcases an example of a biased FV model demonstrating false positive predictions for African
individuals.
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Figure 2. An example of a biased FV model with a high false positive rate for African individuals.

The second MAMMOth use case focuses on identity verification, defined by comparing a face image from an ID
document against a selfie photo. This subproblem of face verification has its own challenges and requires
dedicated fine-tuning of a FV system. IDNow — the use case leader — observed the used database to be
unbalanced in terms of the skin colour attribute, leading to a biased FV system that underperforms on dark skin
groups. This training database is extracted from real-world production flow; however, the user population is in
itself unbalanced and some subpopulations are underrepresented: the imbalance of the database is directly
related to the lack of diversity in the client population. A training database with uniform distribution of skin

8 https://www.nist.gov/news-events/news/2019/12/nist-study-evaluates-effects-race-age-sex-face-recognition-software
% http://www.whdeng.cn/RFW/testing.html
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colour is not sufficient to tackle this issue (Kolla, Savadamuthu, 2023), as bias against other attributes, such as
gender or age, can come into play. Given this concern, the understanding of the distribution of the dataset and
the explainability of its diversity are keys toward improving FV systems in such a context.

In order to broaden the analysis, DAF has conducted a study of the most common sources of discrimination that
can result in biases in FV systems. Conditions of discrimination for a person in a concrete situation can be
analysed by looking at the source or the process of discrimination. In relation to the first aspect, treating a person
or a particular group of people differently based on their state in a way that can harm them can be based on:

e Gender: refers to the social roles, behaviours, expressions and identities of girls, women, boys, men, and
gender diverse people. It influences how people perceive themselves and each other. Gender identity is
not confined to a binary division (girl/woman, boy/man), nor is it static. There is a diversity of
expressions, roles and relations with others in a complex way institutionalised in society.

Figure 3. Example face images of people of the same ethnicity (Pacific Islander) and similar age, but different gender (image generated
using the method described in subsection 3.2.2).

e Age: depending on the social situation under analysis, a specific age group can be favoured or harmed.
For example, ageism is a form of discrimination that affects older people.

Figure 4. Example face images of people of different age but of the same gender and ethnicity (image generated using the method
described in subsection 3.2.2).

e Ethnicity: people belonging to a different ethnic group or community that shares a common and
distinctive culture, religion, language, traditions, and — especially relevant in face verification — biological
features (skin colour, morphology, facial traits, etc.).
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Figure 5. Example face images of people of different ethnicity and relatively same age and gender (image generated using the method
described in subsection 3.2.2).

e Disability: group or minority with physical (blindness, deafness, people in wheelchairs-paraplegics, etc.)
or mental challenges (mental diseases).

e Physical appearance: this form of discrimination is related to the belief that attractive people are more
successful, competent and qualified than unattractive people. A person’s physical appearance is used as
a judgement of their character or competency.

e Religion: belonging to a specific religion can cause stigma and discrimination. In face verification, the
belonging of a person to a religion can be identified by related items such as wearing hijab, burka, chador,
nigab, kippah, tichal, nun hat, bishop cap, hindu turban, African turban, and others.

e Sexual orientation: although many societies consider themselves to be advanced in terms of
inclusiveness in terms of sexual orientation, there are still many forms of discrimination against people
belonging to the LGBTI+ community.

e Socioeconomic background: economic possibilities and poverty could influence face verification and
cause potential biases due to their consequences on the physical appearance of the person being
recognised. Moreover, a low socio-economic status can have an indirect effect on the precision of face
verification by determining the possibility to access and use expensive phones with high quality cameras.

In relation to the process leading to discrimination, we can identify conscious biases, originating from the
intention to harm or discriminate, or unconscious biases, where the person discriminating has no awareness of
them (e.g. affinity bias — the tendency to connect with people with similar interests, experiences, backgrounds).

The analyses of existing databases conducted by IDN and of the existing literature developed by DAF were further
integrated with the results of the co-creation workshops carried out as part of Task 1.1. The participants of the
workshops were invited to reflect on the different categories of facial attributes that could lead to bias in face
verification systems. The participants were presented with the list of categories identified in the bullet points
described above, asked to add more if needed and rank them in order of importance. An example from the
workshop conducted by DDG is provided in Figure 6. While there were some variations across groups, there was
a clear overarching rationale behind the rankings: attributes were arranged in descending order of importance
from hardest to change/remove (e.g. scars, pimples) to easiest (e.g. removing a hat) and from natural attributes
to artificial complements (jewellery, hats, etc.). A couple of additional attributes were introduced by the
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participants: photo/phone quality, which could be seen as a proxy for socio-economic status, again hinting at
potential discriminatory implications of Al use; and the position of the face (e.g. in front or on the side). In one
of the workshops, it was mentioned that gender bias could arise due to the fact that women were considered to
change their appearance more frequently than men, and this could cause issues with ID verification. People were
also worried that subjective moods could alter the result of the face verification process, although it was
recognised that these are difficult to be determined and classified. One group stressed the importance of making
sure that the training datasets ensure enough diversity in terms of age, gender, race, and religious symbols.

Group B: 1. Rank the different categories of attributes in order of importance/priority.
2. Think about other attributes that you think are important to be considered, add them (sticy notes)

Most important Least important

7

Il
Il

Figure 6. Ranking of different categories of attributes from the workshop conducted by DDG on ID verification.

3.2.2 Synthetic face image dataset with diverse attributes

Al systems for face analysis and retrieval acquire skills through vast data input. Nonetheless, image-based
systems, especially those for face and identity verification, encounter notable challenges. The majority of existing
face image datasets define diversity in terms of incorporating faces of different ages, genders, and skin tones. In
the MAMMOth project, we aim to address the aforementioned gap by presenting an approach for creating a
synthetic photorealistic facial image dataset with diverse attributes. This dataset can then serve as an assessment
resource in face analysis and retrieval Al systems, including face and identity verification. The approach and the
associated generated dataset are described in a recent publication (Baltsou et al., 2024).

The suggested method focuses on a detailed prompt formulation which besides demographics and biometrics
also incorporates non-permanent traits such as make-up, hair styles and accessories. It leverages the Stable
Diffusion model (Rombach et al., 2022) to produce a high-quality and realistic dataset that captures a broader
range of real-world facial diversity. Example images of the generated dataset are shown in Figure 7. The
corresponding input prompts for the three images are the following:

e Black, baby boy, short hair, 4K Fujifilm XT3, ultra-realistic, textured skin, remarkably detailed pupils,
realistic dull skin noise, visible skin detail, skin fuzz, dry skin, tone mapping, realistic background.

e East Asian, wearing pamela hat, woman, white hair, beard, black eyes, Fujifilm XT3, ultra-realistic,
textured skin, remarkably detailed pupils, realistic dull skin noise, visible skin detail, skin fuzz, dry skin,
tone mapping, realistic background.

e Latino, person having an androgynous appeal, headband, 8K Canon Eos 5D, ultra-realistic, textured skin,
remarkably detailed pupils, realistic dull skin noise, visible skin detail, skin fuzz, dry skin, tone mapping,
realistic background.
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Figure 7. Example face images of the dataset generated with Stable Diffusion model.

Also Figures 3 to 5 were generated with the same method and show further examples.

3.3 Academic citations and collaborations

3.3.1 Multi-discrimination in academic citations and collaborations

The third use case focuses on academic citations and collaborations. In order to advance the growth of science
and promote societal welfare, it is crucial to understand the social structures within the scientific community.
Researchers' social structures can impede the development of scientific networks, hinder the flow of
information, and perpetuate inequalities within science. By uncovering these mechanisms, we hope to cultivate
a more inclusive and diverse scientific environment. Here, we will show theories that help to elucidate how co-
authorship and citation networks shape the exchange of ideas in science. We also examine how social biases in
research can impact societal well-being, with the use of various bibliometric and network analyses. Here, we
show diversity in scientific communities and its correlation with scientific impact.

Extensive research in the sociology of science has delved into the intricate connections between scientific
knowledge, its social structures, and institutional practices. Science, as a social phenomenon, isimpacted by and,
in turn, influences collaborations, information dissemination, diversity, and segregation. Understanding the
mechanisms behind these influences is essential in comprehending the dynamic relationship between science
and society, providing valuable insights into societal developments (Kuhn, 1970; Merton, 1973).

The concept of "epistemic cultures" delves deep into the social processes involved in scientific research,
highlighting the intricate mechanisms that influence the practices and ideas within a field (Cetina, 1999).
Disciplines establish boundaries to define themselves and their recognition within the scientific community. Each
discipline has its own distinct intellectual and social structure for generating and utilising knowledge (Whitley,
2000). The delineation of boundaries serves to distinguish between science and non-science, and these
boundaries are not fixed but evolve over time. Maintaining flexible boundaries is crucial in lending credibility,
both socially and scientifically, to the work of researchers (Gieryn, 1983).

As science becomes increasingly industrialised and the number of journals, papers, and disciplines continues to
grow exponentially, researchers are now studying behavioural theories of scientific activities on a larger scale.
Sociologists of science and bibliometrics are collaborating with computer scientists, economists, physicists, and
mathematicians to utilise big data in order to understand science as a complex system and its universal and
domain-specific patterns. This collaboration has led to numerous studies that analyse science by examining the
interactions of authors, papers, and disciplines as they evolve (Zeng et al., 2017; Fortunato et al., 2018).

Research on scientific activities has revealed a pattern of recurring cycles in social structures among researchers,
particularly in the creation and referencing of scientific work. Zhang et al. (2018) conducted a study on the social
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influence involved in selecting collaborators for scientific papers, finding that scientists tend to choose partners
who share similarities in various aspects such as gender, ethnicity, research topics, productivity, citations, and
previous co-authors. The research also indicated that the more collaborators two scientists have in common, the
higher the likelihood of collaboration, with a preference for collaborating with more prestigious peers.

In a more recent study, Pan et al. (2018) examined the Clarivate Analytics Web of Science publication index from
1965 to 2012. They introduced a unique perspective on researchers' attention as a limited resource, measured
by the ratio of production (new publications) to over-consumption (new references utilised). The study revealed
a system of overproduction, with a 4% annual increase in publications compared to a 1.8% growth in references
per publication over the past five decades. This imbalance has led researchers to struggle with time constraints
in reading and understanding the vast amount of available literature, influenced by various cognitive biases. The
bias towards citing prestigious articles is particularly notable, with older renowned articles being cited excessively
(Verstak et al., 2014), and search engines making them more accessible across different disciplines (Lynn, 2014).
Additionally, several studies have shown how factors such as authors' characteristics — e.g. gender (Lariviére et
al., 2013), country of origin (Smith et al., 2014), institutional affiliation (Morgan et al., 2018) — and the review
process impact the number of citations (Opthof et al., 2002) that new publications receive.

Here, it is crucial to raise awareness about the lack of diversity among researchers, particularly in the field of
computer science, as it has negative effects on society. Recent studies have shown how biased technologies and
algorithms can perpetuate oppression (Noble, 2018; Kvasny, Keil, 2006). Drawing on the research of Macgilchrist
et al. (2022), we emphasise the importance of citing researchers from marginalised backgrounds as a way to
promote citation justice. We urge the scientific community to recognise our privilege as researchers and use our
resources to support oppressed communities and address systemic biases and structural inequalities
(Visvanathan, 2007).

Citations are often considered a key measure of success for researchers and a common gauge of their impact on
the scientific community. Through scientometrics and bibliometric analyses, researchers have uncovered
patterns that reveal social biases influencing citation practices. Evidence suggests that researchers from
underrepresented demographics, such as women (Lariviere et al., 2013; Huang et al., 2020) and non-western
scholars (Smith et al.,, 2014; Gonzalez-Brambila et al.,, 2016) publishing in non-English languages, receive
significantly fewer citations compared to their counterparts.

While the number of citations can be used to assess the collective opinion of the scientific community regarding
a particular work, it is important to note that not all citations are necessarily positive. Some citations may
challenge or correct the original work (Radicchi, 2012; Aljuaid et al., 2021), while others may be unrelated
(Teplitskiy et al., 2018; Pavlovic et al., 2021). Despite this, algorithms used in platforms like Elsevier and Google
Scholar tend to prioritise papers with higher citation counts (Beel, Gipp, 2009), potentially perpetuating biases
and limiting visibility for minority researchers (Noble, 2018).

These recommendation algorithms have been linked to disparities in visibility and representation for
marginalised groups (Karimi et al., 2022), as well as the reinforcement of stereotypes (Noble, 2018). By relying
solely on citations to train algorithms, researchers may be restricted in accessing diverse perspectives and
knowledge (Lowrie, 2017), which can impact their co-authorship and citation networks. Studies have shown that
a higher number of citations is associated with more co-authors (Zingg et al., 2020) and central positions in co-
authorship networks (Biscaro, Giupponi, 2014; Sarigdl et al., 2014), while researchers from institutions in the
global South tend to occupy peripheral positions and receive fewer citations (Gomez et al., 2022; Park et al.,
2023). To address these biases and promote fairness in academic recommendation systems, it is essential to

Page 26 of 54



MAMMOth Project — Grant ID 101070285

explore how citation metrics intersect with the socio-demographic characteristics of researchers and their
collaboration networks.

During the co-creation workshop conducted on this topic for Task 1.1, participants were asked to reflect on what
biases Al can mirror in this specific use case. A number of possible biases were mentioned, like: self-citations;
multiple counts of citations due to the same document posted in different places (research page, university page,
personal website, official journal); authors that are always cited regarding a certain topic — e.g. because they
coined a popular concept; and that citations are not representative of the diversity and multi-disciplinarity of a
community.

It was also mentioned that rich institutions have more economic possibilities and offer broader opportunities to
publish — in particular open access — which helps with increasing the citations related to the university/research
institute. This leads to a “Matthew effect”, where “The rich get richer” — the system further increases the gap
between rich universities/research institutes and the others. It also disadvantages researchers at the beginning
of their career — even if they are from a prestigious university, as they are less cited than more experienced
researchers — and researchers who do not publish in English.

3.3.2 Definitions of fairness in graphs

From a technical perspective, addressing the issues detailed in the previous paragraph entails studying fairness
in the context of graphs, which can be understood through two distinct lenses. First, when the graph itself serves
as the data, such as in social networks. Second, when the graph underpins the algorithm — for instance, in the
structure of artificial neural networks. This duality highlights the versatile nature of graphs in both representing
complex networks and facilitating algorithmic processes. In the following discussion, we will dig into the first
scenario, where the graph represents data, focusing on the challenges and approaches to ensuring fairness
within social networks.

Fairness in social networks has been predominantly addressed through two classical frameworks: individual
fairness and group fairness. Individual fairness focuses on ensuring similar outcomes for similar nodes or
individuals within the network, while group fairness aims at equalising success probabilities across groups, such
as between minority (protected) and majority (unprotected) groups. These frameworks have been applied across
various applications within social networks, including information spread, link prediction, and node classification.
However, the usual approach has been limited to attribute-based fairness, focusing primarily on the attributes
of nodes, both protected and unprotected. Even when edges are considered, the emphasis is on the type of
connection as the attributes of the nodes being connected, such as whether they belong to the same or different
classes. Despite these limitations, this approach has laid the foundation for understanding inequalities and
fairness within the dynamics of social networks.

Statistical (demographic) parity (ensuring groups have proportional representation) is one of the most popular
metrics of fairness used in social networks. For instance, it has been used to assess the representation of
protected (minority) nodes in: top-k ranks (Espin-Noboa et al., 2022), the targeted nodes in a spreading process
(Ali et al., 2021), and the set of recommended links (Li et al., 2022). Similarly, other metrics have been proposed
to measure the dominance of one group (e.g., majority) over another (e.g., minority) in terms of degree or other
network-based properties such as the power (average degree) inequality, and the tail glass ceiling for undirected
(Avin et al., 2015; Stoica et al., 2018) and directed graphs (Nettasinghe et al., 2022).

In general, fairness in social networks has also been tackled at three distinct stages for mitigating biases across
the machine learning pipeline: pre-processing, in-processing, and post-processing stages (Zehlike et al., 2022).
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Pre-processing: This phase identifies and addresses bias in networked data, offering solutions for equitable
representation. It discusses methods to improve fairness, such as boosting minority presence, changing
connectivity behaviour (Spinelli et al., 2021; Laclau et al., 2021; Li et al., 2022; Current et al., 2022), or both
(Neuhauser et al., 2023). These methods draw from systematic analyses of how network structure influences
node rankings (Karimi et al., 2018) and machine learning algorithms (Stoica et al., 2018; Fabbri et al., 2020; Espin-
Noboa et al., 2021; 2022), providing insights into algorithmic bias across various network configurations. While
an unbiased network, e.g. balanced class groups or random preference connectivity, may achieve unbiased
results or parity, it does not guarantee high accuracy in the output of the algorithm (Espin-Noboa et al., 2021).

In-processing: This involves tailoring algorithms to reduce biases in their outputs, with methods varying by
application. For fairness in information spreading, techniques range from selecting diverse or fair seed nodes to
ensure wide, fast reach (Fish et al., 2019; Stoica, Chaintreau, 2019; Stoica et al., 2020). In link recommendations,
the focus is on suggesting a wider array of connections, sometimes against personal preferences, to promote
diversity (Li et al., 2020; Kansal et al., 2022). Efforts also extend to diversifying product recommendations,
ensuring supplier fairness by highlighting lesser-known brands, and maintaining a balance between customer
and supplier interests (Patro et al, 2020). Moreover, in the context of node rankings based on centrality
measures, Fairness-Aware PageRank (Tsioutsiouliklis et al., 2021) introduces parity-based fairness by adjusting
PageRank distribution across groups.

Post-processing: At this stage, the outputs of algorithms are corrected or modified to address fairness concerns,
such as re-ranking nodes to ensure fair representation (Krasanakis et al., 2021), or adjusting network modularity
by removing predicted links to reduce the filter bubble problem in link prediction (Masrour et al., 2020).

For a comprehensive literature review on fairness in social networks, please refer to Zhang et al. (2022) and
Saxena et al. (2024).

While significant progress has been made in making networked data and network-based algorithms fairer,
current methodologies primarily focus on individuals and their attributes, akin to viewing data in a tabular format
and hence cannot be used to make the decision-making model fair (Farnadi et al., 2018; Mehrotra et al., 2022).
This approach often overlooks the rich relational data available in networks, such as connections and the
positions individuals hold within these structures. A promising approach involves redefining group fairness using
network knowledge. Mehrotra et al. (2022) propose two such definitions: intra-network fairness and intra-group
fairness. The first metric evaluates how access to others in the network is distributed across groups. The second
metric evaluates how groups distribute their interactions with other groups, capturing inter-group biases. While
they incorporate network knowledge, they do not distinguish between connections at the individual level to
balance the disproportionate advantage (or disadvantage) that certain actors give to others, e.g., friend-of-friend
advantage (Shwed, Kalev, 2014), chaperone effect (Sekara et al., 2018), guilt-by-association (Hussinger, Pellens,
2019). “Fairness in Relational Domains” by Farnadi et al. (2018) addresses limitations with new fairness
definitions that capture relationships in data. They use first-order logic to define fairness patterns and integrate
them into a statistical relational learning framework. However, this and related approaches (Zhang, Ramesh,
2022) lack an ethical dimension, such as considering societal impact alongside statistical fairness. Future
directions should not only consider individual and group characteristics but also the intricacies of network
relationships (Boyd et al., 2014). Additionally, the pursuit of fairness must be balanced with other moral
objectives, including reducing harm, promoting equality and freedom, and enhancing the common good. The
importance of this research lies not only in its academic contribution but also in its potential to influence real-
world decision-making processes across various domains.
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4 FairBench

Artificial Intelligence (Al) systems tend to pick up and exacerbate real-world biases or discrimination, as well as
spurious correlations between predicted values and sensitive attributes (e.g., gender, race, age, financial status).
Making them fair includes quantification of bias concerns through appropriate measures so that unfair behaviour
can be detected and corrected. To this end, several measures of bias that have been proposed in research papers,
like the ones described in Subsection 2.3, are implemented as reusable components within programming
libraries or toolkits. Recognising that bias and, more generally, fairness depends on the social context and the
markets where Al systems are deployed, each created measure is limited to assessing a different type of concern.
In the end, research and development focus on mitigating or constraining measures when those reveal fairness
issues, but not on how a systematic exploration of many measures could be carried out to audit for said issues.

Therefore, and despite the obvious usefulness of presenting reusable algorithmic solutions to specific problems,
there is a need for methods that critically examine real-world systems across a wide range of concerns and not
just a few of them. In the context of this deliverable, this would constitute a common operationalisation of
measures of bias across the computer science literature so as to facilitate an interdisciplinary approach that
accounts for the social and legal domains too. The main barrier in pursuing such generic methods is that
measures of bias are designed on a case-by-case basis and rarely consider how they could be generalised or
ported to different settings. For example, differential fairness (Foulds et al., 2020) was only recently proposed as
a means of generalising disparate impact assessment to intersectional fairness, which recognises the cumulative
effect of sensitive attributes (e.g., multiple genders and races), despite disparate impact measures being around
for decades (Biddle, 2017).

To tackle the above issue, in Task 3.1 we assist the systematic exploration of fairness concerns by decomposing
measures of bias into simple building blocks. These can be recombined to create new measures covering a wide
range of contexts and concerns. For example, a block that aggregates classification bias in multidimensional
settings (e.g., with multiple races and genders) can be combined with a block that another measure uses to assess
recommendation bias between only two groups of people (e.g., only whites vs non-whites) to create a new
measure that assesses multidimensional recommendation bias. The proposed framework was implemented as
a programming library, called FairBench, that standardises how measures of bias are defined by combining
interoperable blocks of each kind. The library's functional interface sets up a fixed representation of existing and
new measures of bias, and can create bias reports while tracing prospective fairness issues to the raw quantities
computed over predictive outcomes.

4.1 Bias building blocks

FairBench is supported by theoretical groundwork that decomposes existing measures into blocks, introduces
variations, and creates novel combinations. Aided by Task 3.1 activities, we recognise four types of blocks, which
correspond to successive computational steps: a) selecting which pairs of population (sub)groups to compare, b)
base measures that assess some system property on each group, c) comparisons between group assessments,
and d) reductions that convert multiple pairwise comparisons to one value. Details and mathematical expression
of these building blocks can be found in Krasanakis and Papadopoulos (2024a) and extend the preliminary
versions presented during the Periodic Technical and Scientific Report.

The created framework is a direct generalisation of the groups vs all, worst-case bias, and individual fairness
framework. In particular, we extend the first one by supporting more varied strategies for expressing group
comparisons. At the same time, we systematise the comparison mechanisms between groups of people. In terms
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of generalising worst-case bias, we also provide flexibility in the reduction and comparison mechanisms beyond
the choices of minimum and fractional comparison that characterise the worst case. Each tuple of our
framework’s choices, and we delve into how each building block type among the members of this tuple could
vary between contexts that comprise different fairness concerns and predictive tasks. For every building block
extracted from literature approaches, a systematic exploration would consider all possible combinations with
others of different kinds so that eventually we not only reconstruct the original measures of bias that we split
into blocks, but also create variations that address different settings. Mapping to several popular measures of
bias can be found in the methodology’s paper mentioned previously.

4.2 Operationalised implementation

We implement our bias measure definition framework within an open-source Python library called FairBench.®
This focuses on ease-of-use, comprehensibility, and compatibility with popular working environments. To
achieve these, we adopted a forward-oriented paradigm (Krasanakis & Symeonidis, 2022) to design the
programming interface of code blocks and how they can be combined in reporting mechanisms: building blocks
are constructed as callable methods and any parameters in calling them are transferred through keyword
arguments. For example, when creating fairness reports for recommendation tasks, one can provide parameters
controlling up to how many top recommendation predictions to assess with various recommendation measures,
which are automatically passed to any measures computed during the reports.

4.2.1 Forks of sensitive attribute values

Our design is centred around uniformly representing many groups of data samples. Previous fairness libraries
tend to parse lists of sensitive attribute names and match these with columns of clearly understood programming
data types, such as Pandas dataframes (McKinney, 2011). However, coupling data loading and fairness
assessment creates inflexible usage patterns and source code that is harder to extend. For example, it needs new
methods and classes to support graph or image Al. To avoid such issues, we instead decouple data loading from
bias computations by parsing raw data outputted by Al systems under appropriate computational backends.
These let FairBench work on the datatypes of the underlying setup instead of forcing this setup to adapt to the
library's needs. We simplify the development of such backends by extending operations provided by the EagerPy
library (Rauber et al., 2020).

To bypass this issue, FairBench parses vectors of predictions (e.g., scores), ground truth (e.g., classification
labels), and binary membership to protected groups. Vectors can come from any computational backend with a
duck-type extension of Python's Iterable interface; they could be NumPy arrays (Harris et al., 2020), PyTorch
tensors (Paszke et al., 2019), TensorFlow tensors (Abadi et al., 2016), JAX tensors (Bradbury et al., 2018), Pandas
columns (McKinney, 2011), or native Python lists. We support end-to-end integration with automatic
differentiation frameworks by extending their common functional interface provided by the EagerPy library
(Rauber et al., 2020) and setting the internal computational backend per fairbench.backnend(name).

Vectors are internally converted to the data types of a chosen computational backend; the default is conversion
NumPy arrays, which is efficient for scientific computations, but the backend may also be set to TensorFlow,
PyTorch, or JAX so that computations run in GPUs. If the provided vectors are of the same type as the backend,
no conversion takes place, which enables end-to-end backpropagation of operations wherever mathematically
possible. Switching between backends can be achieved via the instruction fairbench.backend(backend _name).

0 The documentation of FairBench may be found in https://fairbench.readthedocs.io.
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Under the hood, integration with different backends with similar programming capabilities is done by extending
the common functional interface of the EagerPy library (Rauber et al., 2020).

We simplify the handling of multiple protected groups by organising them into one data structure, which we call
a Fork of the sensitive attribute. All interfaces accept a sensitive attribute fork, and base measures run for every
group. Thus, every group being analysed becomes a computational branch of the fork. We provide dynamic
constructor patterns to easily declare forks in common setups. One pattern is demonstrated below, where a fork
s lets us compute the accuracy fork acc that holds assessment outcomes for both whites and blacks:

import fairbench as fb

race, predictions, labels = ... # arrays, tensors, etc

s = fb.Fork(white=..., black=...) # branches hold binary arrays, tensors, etc
acc = fb.accuracy(predictions=..., labels=..., sensitive=s)

fb.visualize(acc) # visualise accuracy, which is also a fork

Forks may also be constructed from categorical iterables (e.g., Pandas dataframe columns or native lists like
cats=['man’, 'woman', 'man’, 'nonbinary']) with the constructor pattern fb.Fork(fb.categories@cats). Forks of
multidimensional sensitive attributes can be created by adding all categorical analyses to the constructor as
positional arguments. Intersections between fork branches per Equation~\ref{cintersect} can be achieved by
calling a corresponding method:

races, genders = ... # categorical iterables

s = fb.Fork(fb.categories@races, fb.categories@genders)

s = s.intersectional()

print(s.sum()) # visualisation is not very instructive for many branches

4.2.2 Fairness reports

Multidimensional fairness reports for several default popular measures, comparisons, and reductions can be
computed and displayed with the following snippet:

vsany = fb.unireport(predictions=..., labels=..., sensitive=s)
pairs = fo.multireport(predictions=..., labels=..., sensitive=s)
report = fb.combine(pairs, vsany)

fb.describe(report) # or print or fb.visualise

The above snippet combines the groups vs all framework (unireport) and all pairwise group comparisons that
generalise the worst fairness framework (multireport) frameworks. For more report types or how to declare one
specific measure of bias refer to the library's documentation. The base measures to analyse are determined from
keyword arguments. For example, the snippet computes classification base measures, but if we added scores-=...
arguments (in addition to or instead of predictions) recommendation measures would be obtained too. Reports
can also parse a custom selection of base measures, including externally defined ones.
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The outcome of running the above code is presented in Figure 8. Column names correspond to the combination
of reduction and comparison mechanisms, whereas rows to the base measures. Familiarisation with both the
library and our mathematical framework is required to understand FairBench reports, but these present —to our
knowledge — the first systematic way of looking at many bias assessments at once, regardless of the exact setting.
For example, in the report below it is easy to detect the small minimum ratio (minratio) of positive rates (pr),
which corresponds to prule, even if there are generally balanced tpr and tnr (equivalent to balanced fnr and fpr).

Metric min wmean minratio maxdiff min[vsAny] wmean [vsAny] minratio[vsAny] maxdiff[vsAny]

accuracy 0.798 0.837 0.872 0.117 0.798 0.837 0.953 0.078
pr 0.048 0.189 0.191 0.209 0.048 0.189 0.261 0.139
tpr 0.690 0.708 0.925 0.05¢6 0.€90 0.708 0.993 0.051
tnr 0.836 0.865 0.905 0.088 0.836 0.865 0.960 0.054

Figure 8. Example fairness report produced with FairBench.

Finally, reports can be interactively explored through fb.interactive(report). This uses Bokeh (Bokeh Development
Team, 2014) to run in notebook outputs or new browser tabs and create visualisation similar to Figure 9. Through
the visual interface, users can not only see report values but also focus on columns or rows, and delve into
explanations of which raw values contributed to computations, as indicated via the .explain part of the
exploration path on top. Explanations correspond to tracking of metadata values that can be interpreted as
predicates, such as curves (e.g., area under receiver operating characteristic curves, curves that reflect
assessment values as the number of top recommendations considered changes) and numeric values (e.g., the
number of data samples, the number of positive predictions). The same exploration can be performed purely
programmatically too.

report.minfvsAny] report.min[vsAny].explain.accuracy.explain

Select ALL o switch betw

Select a branch of enlry 10 focus and explain it

minfveAny]

— e

Figure 9. Interactive visualisation with FairBench.

4.2.3 Fairness stamps and model cards

When disseminating models, it is often important to summarise evaluations under specific fairness perspectives,
and whether they meet specific thresholds. FairBench calls such evaluations Stamps, and allows their automated
extraction from reports. In general, reports capture the full breadth of our operationalised definitions of fairness,
and stamps extract specific popular definitions from those.

Programmatically, stamps are callables that take as input reports, extract specific fields, and apply potential
threshold checks. Calling a stamp returns an Explainable object (or an ExplainableError in case it cannot be
retrieved from the report). This holds either boolean or numeric values, respectively asserting that some
property is met and quantifying how well a model performs. Several stamps are provided through the
fairbench.stamps package, but each time they are retrieved from an online repository of specific fairness
definitions that is hosted together with the library’s code base. To avoid confusion with core library
functionalities, stamps are not accessed from the global level. Multiple stamps can be combined into one
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collection and be exported in popular formats often used to represent model cards. The exports can be treated
as fairness model cards or be integrated to the full cards of models being tested. Export methods can produce
new files if given a path, but also return the respective string conversion they would write to the file. The snippet
below constructs a model card and then opens it in a browser window, as demonstrated in Figure 9.

stamps = fb.combine(
fb.stamps.prule(report),
fb.stamps.accuracy(report),

fb.stamps.four_fifths_rule(report)

)

print(fb.modelcards.tomarkdown(stamps)) # or toyaml, tohtml

fb.modelcards.tohtml(stamps, show=True) # opens a browser window to show the model card

In addition to numerical quantities or boolean checks that stamps look at, our repository of stamps also holds
caveats and recommendations that voice research requirements gathered in D1.1-User Requirements and
Architecture, as well as interdisciplinary concerns pointed out in the Al Fairness Definition Guide detailed in
Subsection 5.3. Figure 10 presents one example model card, where these aspects are shown. The model card
also provides factors that went into the computations and textually describes involved metrics. If exported in
yaml format, the same fields are compatible with the specification of the widely popular HuggingFace’s Al

platform?,

Factors

= The groups that are considered for fairness assessment are Female, Male.

Metrics

» Fairness-aware metrics are computed. The p-rule compares the fraction of positive predictions

between groups. The worst ratio is reported, so that value of O indicates disparate impact, and
value of 1 disparate impact mitigation. The worst accuracy computes the worst performance
among protected groups; this is the minimum benefit the system brings to any group. The % rule
checks whether the fraction of positive predictions for each protected group is at worst four
fifths that of any other group (i.e., the p-rule is 0.8 or greater).

Evaluation Results

Metric Value
p-rule 0212
worst accuracy 0.799
% rule x

Caveats and Recommendations

« Consider input from affected stakeholders to determine whether the 80% rule is an appropriate

fairness criterion.

« Disparate impact may not always be an appropriate fairness consideration.
« The worst accuracy is a lower bound but not an estimation of overall accuracy. There may be

different distributions of benefits that could be protected.

Figure 10. A fairness model card produced with FairBench.

11 Specifications for HuggingFace model cards can be found in https://huggingface.co/docs/hub/en/model-cards.
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5 An interdisciplinary approach to fairness and discrimination

The section presents the attempts at synthesis and encounter among legal, sociological and computer science
perspectives on discrimination and fairness carried out within the MAMMOth project. This means moving from
a multidisciplinary view on the topic, where each discipline contributes by bringing its distinct perspective to the
table, to an interdisciplinary one, where different perspectives are merged into an integrated framework. The
efforts carried out in this direction can be summarised in the three outputs described in the following
subsections. Subsection 5.1 describes an attempt advanced by UniBw to look at multi-discrimination combining
law and technical perspectives on the topic. Subsection 5.2 illustrates a fuzzy logic framework proposed by CERTH
in order to combine fairness definitions from the technical domain with stakeholders’ concerns collected via
social sciences methods and techniques. Subsection 5.3 presents an attempt to merge legal, sociological and
computer science perspectives on defining fairness in Al systems by illustrating the “Al Fairness Definition Guide”
written collaboratively by CERTH and UNIBO.

5.1 Multi-dimensional discrimination in law and machine learning

Empirical evidence consistently indicates that discrimination in the real world is often multi-dimensional (FRA,
2022b). In a 2015 Eurobarometer, approximately a quarter of reported discrimination cases were based on
multiple grounds (European Commission Directorate-General for Justice and Consumers, 2015). This multi-
dimensional discrimination notably impacts ethnic minorities, with a 2010 European Fundamental Rights Agency
(FRA) finding indicating that 14% of respondents from ethnic minorities reported feeling discriminated against
on multiple grounds in the 12 months prior to the survey, with the majority of multi-dimensional discrimination
experienced by ethnic minority women (FRA, 2010).

Multi-dimensional discrimination also plays a significant role in Al systems, exemplified by instances like the low
accuracy of facial analysis for black females (Buolamwini, Gebru, 2018). Factors such as targeting and profiling
practices have been recognised as possible contributors to exacerbating multi-dimensional discrimination
occurrences (Xenidis et al., 2020).

However, only in recent years has the topic of multi-dimensional discrimination garnered attention from the
fairness-aware ML community (Kearns et al., 2018; Ursula et al., 2020; Foulds et al., 2020; Yang et al., 2020b;
Kang et al., 2021; Kong, 2022; Roy et al., 2022). Addressing multi-dimensional discrimination in ML algorithms
introduces new challenges, from defining fairness in the presence of multiple protected attributes to mitigating
multi-dimensional discrimination. Regarding the former, the term "intersectionality" from the legal domain is
predominantly adapted, while concepts like cumulative and sequential discrimination are less utilised or
developed. For the latter, a key challenge for ML is data scarcity, as protected subgroups defined by the
intersection of multiple protected attributes become smaller or even empty as the number of protected
attributes increases.

We aim to highlight this important topic and offer an overview of existing approaches in both legal and machine
learning literature, contributing to a "legal-technical argumentation framework" (Carmichael et al., 2016).

Given the absence of a legal definition or universally accepted terminology for discrimination involving more
than one protected ground (Makkonen, 2002; Fredman, 2016), we opt to examine interactions between various
forms of discrimination using the term "multi-dimensional discrimination," as proposed in certain legal literature
(Baer-Bittner, Goettsche, 2010; Schiek, 2005), building on the insights of intersectionality. We adopt a widely
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used typology (Uccellari, Toppelberg, 2008; Fredman, 2016), which encompasses (1) Cumulative or Additive
discrimination, (2) Intersectional discrimination, and (3) Sequential discrimination.

1. Cumulative discrimination: Cumulative discrimination, often termed as additive discrimination, involves a
disadvantage that is associated with two or more grounds of discrimination, such as gender and race. These
disadvantages are, however, conceptually separable, indicating that distinct disadvantages linked to each
involved ground can be identified, and they "add up" when the grounds are observed together.

Figure 11 illustrates a hypothetical example of cumulative discrimination, depicting the mean height of four
subgroups based on sex and nationality. The impact of height requirements for certain jobs, like those in the
security sector, differs based on nationality (correlated with ethnic origin) and sex. The cumulative disadvantage
becomes evident, particularly for women of a specific nationality (and correlated ethnic origin).

Sex

-~

Japanese Germman
Female Female

Mean heighi: Mean height:
158,5 cm 166,2 cm

Nationality ‘

Japanese
Male

Mean height:
1721 cm

Figure 11. Cumulative discrimination: the impact of height requirements differs according to nationality and sex. Darker shades indicate
stronger impact.

Cumulative discrimination in ML is an extension of mono-discrimination to multi-discrimination scenarios, where
isolated groups are defined based on each protected attribute. Early contributions, like Agarwal et al. (2018) and
Zafar et al. (2019), address cumulative discrimination by framing it as addressing a set of fairness constraints,
each corresponding to a specific protected attribute. However, its application has limitations, as it focuses on
discrimination in groups defined by single protected attributes rather than in subgroups defined by the
intersection of multiple attributes. This limitation, known as "fairness gerrymandering" (Kearns et al., 2018),
reveals that a model trained to be individually fair concerning different protected attributes can still discriminate
against subgroups defined by the intersection of several attributes.

Consider a hypothetical example in Figure 12 involving a police raid where 100 suspects are apprehended based
on gender and race. Now, let's assume the deployment of an ML model tasked with classifying individuals as
either "drug trafficker" or "innocent." The model, conditioned on achieving Statistical Parity, appears fair at a
high level between groups defined by gender and between groups defined by race. However, when examining
subgroups defined by the intersection of multiple attributes, such as white females, the model exhibits significant
unfairness, emphasising the challenges of cumulative discrimination in ML algorithms.
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Figure 12. Prediction distribution of a hypothetical drug trafficker detection model for various population subgroups.

2. Intersectional discrimination: Intersectional discrimination occurs when the grounds of discrimination are
amalgamated, preventing their separation in the analysis without neglecting the legally relevant disadvantage.
This form of discrimination affects subgroups defined by a combination of grounds. Illustrated in Figure 13 is an
example of intersectional discrimination: the prohibition of wearing headscarves in the workplace, as enforced
for teachers in certain kindergartens in Germany. This policy distinctly impacts religious Muslim women, who
constitute a subgroup defined by the combination of being women and Muslim.

Gender

Muslim
Woman

Religion o

v

Figure 13. Intersectional discrimination: prohibition of headscarves specifically affects Muslim women. Darker shades indicate stronger
impact.

Intersectional discrimination in ML focuses on subgroups defined by the intersection of multiple protected
attributes. The initial exploration of fairness in finer subgroups can be credited to Hébert-Johnson et al. (2018),
while Kearns et al. (2018) previously highlighted the limitations of cumulative discrimination and emphasised the
need to focus on subgroups.

Mitigating intersectional discrimination is advantageous for preventing discrimination in finer sub-populations.
However, dealing with multiple protected attributes poses a challenge due to the exponential growth in potential
subgroups. This exponential growth results in data scarcity within subgroups, making it difficult to effectively
learn these subgroups using machine learning.

To illustrate, consider the "Adult" dataset in Figure 14, distributed with respect to the prediction task of whether
a person's income exceeds 50K USD per year. With race, gender, and age as binary protected attributes, creating
8 subgroups, data scarcity becomes evident, complicating the ML process.
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Total
45,222 instances
CIR: 1:3

Black Young Female
555 instances
CIR: 1:61

"\ White Old Male

22,856 instances
CIR: 1:1.6

Figure 14. lllustration of the subgroup data scarcity and sub-group class imbalance problems for the Adult dataset. CIR refers to positive
(income>=50k): negative (income<50k) Class Imbalance Ratio.

A notable observation is the "Black Young Female" subgroup consists of only 555 (1.23%) instances, while the
"White Old Male" subgroup has nearly 41 times more instances, totalling 22,856 (50.54%). Apart from the
subgroup scarcity issue, there are varying positive-to-negative class imbalance ratios (CIR) for each subgroup,
with higher imbalances observed in minority subgroups. As an illustrative example, the CIR for the
underrepresented "Black Young Female" subgroup is 1:61 (9 positive instances out of 555), which is nearly 20
times higher than the overall 1:3 CIR of the dataset and more than 38 times higher than the majority subgroup
"White Old Male" with a 1:1.6 CIR (8.6k positives out of 22.8k instances).

3. Sequential discrimination: Sequential discrimination involves discrimination based on the same or different
grounds over multiple incidents in a temporal sequence. Traditionally, anti-discrimination law treats each
incident as a distinct case without considering potential connections or interrelations. However, from a societal
standpoint, it is crucial to acknowledge these cases as repeated discrimination over time can lead to more severe
allocative and representational harms for those affected. Additionally, sequential incidents of discrimination may
occur at various stages in a combined process, leading to overlaps with cumulative discrimination.

CV review Assessment centre Interview

U N V.. !
y

Iranking
Discrimination 1 Discrimination 2 Discrimination 3
E.g, text analysis software  E.g., automated psychometric E.g., unjustified promotion
with gender bias. tests with disadvantageous policies based on age.

design for disabled persons.

Figure 15. A recruitment process involves several steps with potential for sequential discrimination.

While no previous research has explicitly addressed the challenge of sequential multi-discrimination in ML,
extending the concept from sequential mono-discrimination to the "multi" case seems feasible. However, the
primary obstacle remains data scarcity. Many methods dealing with sequential discrimination problems rely on
synthetic data generation (D'Amour et al., 2020; Zhang et al., 2020). Notably, datasets like the ACS-PUMS dataset
(Ding et al., 2021) and the Intesa Sanpaolo bank dataset (Hu, Rangwala, 2020) possess crucial temporal properties
for addressing sequential multi-discrimination. Still, neither includes pipeline information containing stage-wise
label information (+air Pipelines) or transitional information reflecting changes in features due to a decision
received in the previous stage (Zhang et al., 2020). This emphasises the need for real-world datasets with
temporal and stage-wise information to investigate and develop improved sequential multi-fair models.

As bias and discrimination can manifest at any stage of the pipeline, it becomes crucial to consider the
discriminatory effects of each component holistically. Instead of addressing these issues in isolation, it is
important to approach them comprehensively. This holistic perspective is essential for enhancing the overall
utility of the model and ensuring fairness throughout the entire pipeline.
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5.2 Fuzzy logic framework for interdisciplinary bias quantification

Approaches for quantifying group fairness described in Subsection 2.3 commonly combine statistical reasoning
about properties of inter-group parity with relaxations that are necessary for practical implementation. For
example, numerical properties may be considered sufficiently similar between groups if they exhibit small
enough relative change. However, relaxations introduce free choices, like the maximum accepted relative
change, that are rarely accompanied by logical interpretation and are thus hard to determine in practice. For
example, a binary classifier may exhibit disparate mistreatment between men and women by producing different
false positive rates between these two genders (Zafar et al., 2017); equalising the rates may require predictive
performance concessions and definitions of fairness often accept a relative rate change of at most 20%.% This
threshold is taken from guidelines addressing the different problem and — often — context of disparate impact
between men and women (Biddle, 2017), where the relative change is measured between the positive rates of
these genders. However, the threshold's usage for disparate mistreatment or protected attributes other than
gender remains unjustified.

The activities of Task 3.1 revealed that intuitive terminology is needed to justify fairness definitions and
corrections with a mixture of philosophical concerns, regulation, and stakeholder beliefs. To this end, we looked
at approaches in which fairness can be first defined axiomatically, i.e., stated in abstract terms with simple
predicates and logical connectives (e.g., conjunction, implication), and be adapted to the context afterwards.
Axiomatic fairness definitions already exist in the literature (Ignatiev et al., 2018; Ignatiev et al., 2020; Belle,
2023; Lee et al., 2023), but we propose that some of their predicates may not be perfectly understood a-priori
and admit a slightly different interpretation each time. This interpretation may depend on measured physical
guantities and stakeholder beliefs in each context (Mielke et al., 2016; Wachter et al., 2021}. Additionally, certain
predicates may correspond to continuous quantities, such as measures of discrimination that capture inter-group
disparity, or uncertain beliefs that do not admit a true-vs-false interpretation.

To evaluate group fairness while combining logical explainability with support for uncertain predicates, we resort
to fuzzy logics (Esteva, Godo, 2001). These generalise probabilities to truth values in the range [0,1], but are not
necessarily derived from statistical measurement of reality. Thus, they can model any kind of continuous
evaluation or belief system that changes across contexts. Under this setting, we introduce a framework for
defining group fairness and corresponding bias through abstract predicates in a type of fuzzy logic called Basic
fuzzy Logic (BL); this exhibits a fixed set of axioms, but admits a wide range of potential truth value evaluation
mechanisms.

Given BL definitions of fairness, we propose evaluating fairness and bias in each context based on three choices:

a) The subclass of BL to work in, which determines the evaluation mechanism.

b) How the truth value of discrimination is computed (e.g., using literature measures of discrimination).

c) The truth value of the predicate “encountering group members”.
We thus analysed how the interpretations of these choices can be transcribed to intuitive terms, so that they
can be retrieved from stakeholder opinions. We further conduct theoretical analysis to map common
assumptions found in the computer science literature to existing algorithmic practices. During this analysis, we
also show that common propositions yield a standardised form of fairness expressions in BL. The results of our
analysis can be found in the preprint (Krasanakis & Papadopoulos, 2024b).

2 For example, the 20% threshold is recommended by the online application of the Aequitas framework (Saleiro et al., 2018;
http://aequitas.dssg.io/upload.html).
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Figure 16 overviews the working pipeline we introduce. In this, definitions of fairness (and supporting terms, like
bias) are written as BL expressions using abstract predicates, such as discrimination with potentially non-binary
truth values. These definitions could be derived from commonly held base concepts, or from regulation that is
emerging worldwide. They are logically unambiguous, given that BL admits specific axioms, but eventual truth
values will depend on context. Therefore, such definitions of fairness are only a transcription of context-
independent concerns into formal language.

Context-independent Automated

Evaluation
of the formula in the chosen logic type

Propositions Fairness definition

e.g. subsection 3.2 expression in BL P(FBII’HESS)

Stakeholder input

e.g., questionnaires as a choice as functions/constants

1
1
1
1
Logic type Truth values ]

Context-specific

1
I
: | ML/causal models J
1

Figure 16. The proposed fuzzy logic framework for evaluating fairness. Shaded cells denote inputs/outputs.

In the end, evaluating the truth value of fairness requires stakeholder feedback to determine the logic type (i.e.,
the BL subclass to work in) and the truth values or functions that compute truth values of abstract predicates.
Stakeholders do not need to look at BL expressions, but their input may be obtained through social science
processes, such as questionnaires about the desired truth values of predicates (e.g., of discrimination) in certain
scenarios. Deep learning (LeCun et al., 2015) or causal models (Petersen, van der Laan, 2014; Gopnik, Wellman,
2012), may generalise gathered example answers into constants or function of predicate truth values given Al
predictions. Finally, those truth values are plugged into fairness definitions to evaluate them, i.e., produce the
context-specific truth value of fairness. The final evaluations can be combined with additional logical predicates
to evaluate increasingly complex dependent statements, such as the multidimensional and individual fairness
concerns. The framework constitutes a generalisation of counterfactual fairness definitions to include non-
probabilistic logics in the modelled implication mechanism, and may analyse non-group fairness too.

As a last remark, our theoretical analysis separates the terms discrimination, imbalance, bias, and fairness.
Contrary to when the first three are used interchangeably, we establish them as logical predicates that do not
always coincide. Broadly, we refer to discrimination as properties that differ between groups of data samples
(e.g., protected groups against all the other samples) and its truth values correspond to what are commonly
known as measures of bias, which in this research are renamed to measures of discrimination (these do not
necessarily coincide with the legal understanding of discrimination). Our analysis starts from already established
measures of this kind, and parses their underlying discrimination predicate with fuzzy logics. Imbalance
subsequently captures a certain degree of discrimination implied by group membership, and bias captures
imbalance for groups. Finally, fairness indicates the absence of bias. Term relations are presented in Figure 17.

Group
membership

Figure 17. Relations between predicates of the fuzzy logic framework.

possibility

Bias not )
imbalance is an Fairness
intermediate term
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The fuzzy logic framework described above ends up creating several intuitive interpretations that recreate the
state-of-practice in algorithmic fairness research. This lets us both understand which concepts are represented
by specific parameter values, which also supports appropriate adjustment of parameters in new contexts. Here
we present a high-level summary of the intuition, while detailed results may be found in the approach’s paper:

a)

b)

d)

We show that, in BL and under common mild assumptions, the strictest possible definition of bias is
determined by a logical conjunction between discrimination and group members being encountered.
Interpretation of these predicates is still delegated to stakeholders (e.g., they may select measures of
discrimination) and specific constraints are created on how additional predicates are allowed to deviate
from the strictest definition without violating underlying assumptions, especially with regards to the
intermediate term of imbalance does not exacerbate discrimination.

Comparing quantities through ratios lies under the Product BL logic (i.e., BL logic with the Product
mechanism of evaluating the truth value of the logical conjunction of statements), which interprets
probability theory. That is, a probabilistic interpretation should consider ratios. Additionally, ratios
cannot be thresholded, which means that perfect fairness is utopic unless additional assumptions are
introduced to the definitions about conditions that would always recreate perceived bias when in truth
they are acceptable.

Comparing quantities through differences lies under the Lukasiewicz BL logic, in which the truth value of
non-certain statements is eventually reduced to zero. Under this logic, the maximally accepted
difference to consider numerical imbalances fair corresponds to the truth value of encountering
(protected) group members, where the exact interpretation of what “encountering” entails is left to the
stakeholders.

The measure of abroca that quantifies recommendation bias through the betweenness area of receiver
operating characteristic curves is mapped to a Lukasiewicz BL logic. An equivalent product logic measure
that is consistent with probability theory is introduced, called rbroca. The two measures are similar but
occasionally produce different assessments, as shown in Figure 18.

ABROCA 0.067 RBROCA 0.161 ABROCA 0.067 RBROCA 0.084

1.0 — 1.0 —
a
& 0.5 0.5 4

—— non-protected
protected
0'0 L T T T T T T 0'0 L T T T T T T
0.0 0.2 0.4 0.6 0.8 1.0 0.0 0.2 0.4 0.6 0.8 1.0
FPR FPR

Figure 18. A case where rbroca captures different degrees of bias whereas abroca does not.

Several practices of multidimensional discrimination are mathematically corroborated and variations are
presented that retain consistency under the same type of BL logic. Such definitions include Rawl’s
difference principle and interpretations of individual fairness. We also explain the Hooker-Williams
criterion, which is a trade-off between mathematical expressions of equity and utilitarianism, for
individual fairness under Lukasiewicz logic and create a fully logically consistent variation that supports
identifying biases between individuals that enjoy high utility, i.e., algorithmically assigned benefits. In
this, the trade-off parameter is established as the truth value of non-equity for each individual.
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5.3 Al Fairness Definition Guide

In the process of operationalising definitions of fairness, we devised a process that enables the extraction of
existing or new definitions of fairness and bias that should be applied to the context of Al systems being created.
In particular, CERTH and UNIBO have developed the Al Fairness Definition Guide to help Al system creators (e.g.,
engineers working on the research, design, implementation, and deployment of Al models and user interfaces)
understand how to define fairness in the social context of their systems by working together with stakeholders
and experts from other disciplines. In the guide, we organised existing fairness aware practices into one coherent
pipeline that tackles three primary challenges: a) the context-specific nature of fairness, b) that there can be
conflicting interests and opinions among stakeholders on what is fair, and c) that fairness is multi-layered in that
it needs to account for various aspects, such as technical, social, legal, and ethical ones. To answer these
challenges, Al creators are tasked with answering a series of the five questions listed below, which correspond
to different chapters in the guide:

Who should define fairness?

Why is fairness needed?

Where & When should fairness be applied?
What is considered a fair outcome?

Which practices should be followed?

e wN e

Answering them properly requires the help of social scientists and legal experts, and in the guide, we explain
both why the questions themselves are valuable and how an interdisciplinary approach to answering them can
work. We used preliminary versions of the pipeline to gather MAMMOth's technical and research requirements
in D1.1-User Requirements and Architecture.

The guide describes parties that should be involved in defining fairness and their roles. In particular, to create
real-life technological solutions, it recommends combining research principles with fairness concerns of affected
stakeholders. This leads to indirectly co-designing Al systems with stakeholders, such as users, business owners,
and underrepresented or societally oppressed groups. In the whole process, consultation with legal experts
ensures compliance with laws and regulations, and system creators are tasked to work with social scientists to
gather interests of stakeholders and ensure that they are adequately represented and integrated. This creates a
combination of principlism, i.e., sticking to general ethical principles that are easy to work with but hard to justify,
with pragmatism, i.e., accounting for the beliefs of affected stakeholders that may be hard to directly mix with
technical development.

The working process we introduce in the guide is split into discrete steps. In practice, we propose a first
preparatory phase in which system creators seek legal experts and social scientists to work with, social scientists
identify affected stakeholders, and system creators perform preliminary analysis based on principlism. Then
follows an iterative feedback process, which is repeated until stakeholders are satisfied. In this, system creators
provide analysis outputs to social scientists, and the latter employ sociological methods to transfer this analysis
to stakeholders and lead pragmatic discussions. Then, they gather input from stakeholder discussions, like textual
stipulations, and provide it to system creators who finally update definitions of fairness (e.g., mathematical
definitions, procedures) while consulting with legal experts. Interplaying relations between different people
involved in this process are demonstrated in Figure 19; there is a clear flow of the opinion of stakeholders to
system creators (bold arrows) while transferring to them knowledge about scientific and technical principles
(dashed arrows).
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Figure 19. Information transfer between different actors under our approach for defining Al system fairness; dashed lines transfer
principles.

We further explain the interaction between Al systems and society, and what could be the desired outcome of
fairness interventions. In particular, if left unattended, Al systems may learn from a biased reality and inject back
biases that make it even more unfair. Based on stakeholder input and regulation, we recommend to the readers
of the guide to determine whether to implement fairness as a passive debiasing of predictions (what is called
“weak fairness” as defined also in Subsection 2.2) or as an active participation in societal improvement (“strong
fairness”). This is contextualised within a feedback loop, in which reference data are influenced by the world,
when in turn Al actions also influence the same world.
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Figure 20. Feedback between Al and the world — adapted from Barocas et al., 2017.

The guide also examines where fairness definitions can intervene within an Al system lifecycle. Making Al systems
fair is not a one-time intervention, but a consideration at each step during their lifecycle; fairness spans fair
design, development interventions, and ongoing practices to maintain quality. To help aid the construction or
selection of the final definitions of fairness, we also present popular philosophical and mathematical fairness
formalism, as well as mandatory practices that should accompany fairness definitions. In particular, fairness is
expressed either in philosophical terms, or as mathematical measures and constraints. The two fields adopt
different outlooks but often arrive at similar principles and high-level mapping is presented between them.

We further encourage system assessment systems under many existing definitions. For example, with the
FairBench library described in Section 4. The outcomes of such assessment can serve as examples to jump-start
multi-stakeholder discussions. Finally, fairness frequently requires adherence to scientific rigorousness and
human-centric design, whereas system creators are encouraged to follow international and local regulations too;
they may be at their infancy and updated in the future — likely following the EU’s trustworthy Al framework.
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6 Conclusions

Interdisciplinary work is a key challenge in the development of Al solutions. In this deliverable, we presented a
set of key concepts and approaches developed within the MAMMOth project in order to address this issue and
to find a common ground between the legal, sociological and computer science perspectives on discrimination
and fairness in Al systems. The proposed solutions stem from the multidisciplinary discussions that have taken
place as part of Task 3.1 activities and from the work carried out to translate the opinions and concerns of
vulnerable communities into research requirements as part of Task 1.1. The work moved in two directions: an
analysis of discrimination and fairness in the MAMMOth use cases by combining the opinions of vulnerable
communities with existing literature and operational measures, and the development of general guidelines on
how to combine legal, sociological and computer science perspectives on discrimination and fairness in Al. While
the proposed solutions have their limitations and require further discussions and practical experimentation, we
hope that they can provide a valuable basis for future research on the topic.
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